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Game Theory as the study of interdependence

"No man is an island"

De�nition:

Game Theory: a formal way to analyze interaction among a
group of rational agents who behave strategically.



Several important elemants of this de�nition help us
understand what is game theory, and what is not:

Interaction: If your actions do not a¤ect anybody else, that
is not a situation of interdependence.

Group: we are not interested in games you play with your
imaginary friend, but with other people, �rms, etc.

Rational agents: we assume that agents will behave
rationally especially if the stakes are high and you allow them
su¢ cient time to think about their available strategies.

Although we mention some experiments in which individuals
do not behave in a completely rational manner...
these "anomalies" tend to vanish as long as you allow for
su¢ cient repetitions, i.e., everybody ends up learning, or you
raise stakes su¢ ciently (high incentives).



Examples (1):

Output decision of two competing �rms:

Cournot model of output competition.

Research and Development expenditures:

They serve as a way to improve a �rm�s competitiveness in
posterior periods.

OPEC pricing, how to sustain collusion in the long run...



Examples (2):

Sustainable use of natural resources and overexploitation of
the common resource.

Use of environmental policy as a policy to promote exports.

Setting tax emission fees in order to fsvor domestic �rms.

Public goods (everybody wants to be a "free-rider").

I have never played a public good game!
Are you sure? A group project in class. The slacker you surely
faced was our "free-rider."



Rules of a General Game (informal):(WATSON CH.2,3)

The rules of a game seek to answer the following questions:

1 Who is playing ? set of players (I )
2 What are they playing with ? Set of available actions (S)
3 Where each player gets to play ? Order, or time structure of
the game.

4 How much players can gain (or lose) ? Payo¤s (measured
by a utility function Ui (si , s�i )



1 We assume Common knowledge about the rules of the
game.

As a player, I know the answer to the above four questions
(rules of the game)

In addition, I know that you know the rules, and...

that you know that I know that you know the rules,.....(ad
in�nitum).



Two ways to graphically represent games

Extensive form

We will use a game tree (next slide).

Normal form (also referred as "strategic form").

We will use a matrix.



Example of a game tree

Consider the following sequential-move game played by �rms
1 and 2:

We will use a matrix

Firm 1

Firm 2

(30,20)

(60,0)

(20,10)

(40,0)
(0,40)

(0,0)

Firm 2 does
not know
whether firm
1 chose high
or low
capacity

Information SetsInitial Node

Available Actions For Firm 1

Different
Lables Terminal Nodes

Payoffs for the
First mover First,
and the Second
mover Second

High Capacity

Low Capacity

No Production

Firm 2

NC’
C’

NC

C

NC

C



"ANTZ" vs. "A BUG�S LIFE"

KATENBERG

EISNER

KAT

KAT

INITIAL NODE

TERMINAL NODES

LEAVE DISNEY

STAY IN DISNEY

NOT PRODUCE

PRODUCE “A BUG’S LIFE”

NOT

PRODUCE ANTZ

PRODUCE ANTZ

NOT

In this example, Katsenberg observes whether Eisner produced
the �lm "A BUG"S LIFE" or not before choosing to produce
"ANTZ".



K
E

K

INFORMATION SET

c

d

STAY IN DISNEY

LEAVE DISNEY
NOT PRODUCE

PRODUCE “A BUG’S LIFE”

NOT

PRODUCE ANTZ

PRODUCE ANTZ

NOT

When Katsenberg is at the move (either at node c or d), he
knows that he is at one of these nodes,but he does not know
at which one and the �gure captures this lack of information
with a dashed line connecting the nodes.:



The Bug Game

We now add an additional stage at the end at which
Katsenberg is allowed to release "Antz" early in case he
produced the movie and Eisner also produced "A bug�s life"
(at node e).

K

E

K

c

d

f

g

e

h

b

n

a

m

l

K

Initial node

Terminal nodes

Stay in Disney

Leave Disney
Not produce

Produce “A BUG’S LIFE”

Not

Produce ANTZ

Not

Produce ANTZ
Not

Release early



The Extensive Form of The Bug Game

K

E

K

c

d

40,110 f

13,120 g

e

0,140 h

b

35,100 n

a

0,0 m

80,0 l

K

Stay in Disney

Leave Disney
Not produce

Produce “A BUG’S LIFE”

Not

Produce ANTZ

Not

Produce ANTZ
Not

Release early

Let�s de�ne the payo¤ numbers as the pro�ts that each
obtains in the various outcomes, i.e.,in each terminal node.
For example, in the event that Katzenberg stays at Disney, we
assume he gets $35 million and Eisner gets $100 million
(terminal node a).



The Bug Game Extensive Form (Abbreviating Labels)

We often abbreviate labels in order to make the �gure of the
game tre.e less jammed, as we do next.



Information sets

An information set is graphically represented with two or more
nodes connected by a dashed line, (or a "sausage") including
all these connected nodes.

It represents that the player called to move at that
information set cannot distinguish between the two or more
actions chosen by his opponent before he is called to move.

Hence, the set of available actions must be the same in all the
nodes included on that information set (P and N in the
previous game tree for Katsenberg).

Otherwise, Katsenberg, despite not observing Eisner�s choice,
would be able to infer it by analyzing which are the available
actions he can choose from.



Guided exercise (page 19-20 in Watson)

Lets practice how to depict a game tree of a strategic
situation on an industry:
Firm A decides whether to enter �rm B�s industry. Firm B
observes this decision.

If �rm A stays out, �rm B alone decides whether to advertise.
In this case, �rm A obtains zero pro�ts, and �rm B obtains $4
million if it advertises and $3.5 million if it does not.
If �rm A enters, both �rms simultaneously decide whether to
advertise, obtaining the following payo¤s.

If both advertise, both �rms earn $3 million.
If none of them advertise, both �rms earn $5 million.
If only one �rm advertises, then it earns $6 million and the
other �rm earns $1 million.



Guided Exercise, (continued)

Firm A

Firm B

Firm A

0,4 5,5

1,6

6,1

3,3

0,3.5

Firm B

D

E

n’

a’

n

a

n

a

n

a

Let E and D denote �rm A�s initial alternatives of entering
and not entering B�s industry.
Let a and n stand for "advertise" and "not advertise",
respectively.
Note that simultaneous advertising decisions are captured by
�rm A�s information set.



Strategy: De�nition of Strategy

Lets practice �nding the strategies of �rm 1 and 2 in the
following game tree:

We will use a matrix

FIRM 2

FIRM 2

FIRM 1

1,1

0,2

2,0

1 1,
2 2

H

L

H

L

H’

L’

Strategies for �rm 1 : H and L.
Strategies for �rm 2 : H. H�;H. L�;L. H;L



Strategy space and Strategy pro�le

Strategy space: It is a set comprising each of the possible
strategies of player i .

From our previous example:

S1 = fH , Lg for �rm 1
S2 = fHH 0,HL0, LH 0, LL0g for �rm 2.

Strategy pro�le
It is a vector (or list) describing a particular strategy for every
player in the game. For instance, in a two-player game

s = (s1, s2)

where s1 is a speci�c strategy for �rm 1.(for instance, s1 = H),
and s2 is a speci�c strategy for �rm 2, e.g., s2 = LH 0.
More generally, for N players, a strategy pro�le is a vector with
N components,

s = (s1, s2, s3, ..., sn)



Strategy pro�le:

In order to represent the strategies selected by all players
except player i, we write:

s�i = (s1, s2, ..., si�1, si+1, ..., sn)

(Note that these strategies are potentially di¤erent)
We can hence write, more compactly, as strategy pro�le with
only two elements:
The strategy player i selects, s_i, and the strategies chosen by
everyone else, s_-i, as : s = (si , s�i )
Example:

Consider a strategy pro�le s which states that player 1 selects
B, player 2 chooses X , and player 3 selects Y , i.e.,
s = (B,X ,Y ).Then,

s�1 = (X ,Y ),
s�2 = (B ,Y ), and
s�3 = (B ,X ).



Lets practice �nding strategy sets in the following game tree:

FIRM 2

FIRM 1

3,3

4,2

2,4

2,20,4

OUT
P

A

P

A

P

A



Let�s de�ne �rm 1 and 2�s available strategies in the �rst
example of a game tree we described a few minutes ago:



ANOTHER EXAMPLE: THE CENTIPEDE GAME:

(2,2) (1,3) (3,4)

(4,2)
1p 1p2p

OUT OUT B

IN IN A

Strategy set for player 2 : S2 = {IN, OUT}

Strategy set for player 1 : S1 = {IN A, IN B, OUT A, OUT B}

More examples on page 27 (Watson)



One second...

Why do we have to specify my future actions after selecting
"out" ? Two reasons:

1 Because of potential mistakes:
Imagine I ask you to act on my behalf, but I just inform you to
select "out" at the initial node. However, you make a mistake
(i.e., you play "In"), and player 2 responds with "In" as well.
What would you do now??
With a strategy (complete contingent plan) you would know
what to do even in events that are considered o¤ the
equillibrium path.

2 Because player 1�s action later on a¤ects player 2�s actions,
and ...

ultimately player 2�s actions a¤ects player 1�s decision on
whether to play "In" or "Out" at the beginning of the game.
This is related with the concept of backwards induction that
we will discuss when solving sequential-move games.)



Some extensive-form games

Let�s now �nd the strategy spaces of a game with three
players:

S1 = {U, D}
S2 = {AC, AE, BC, BE}; and
S3 ={RP,RQ,TP,TQ}



Some extensive-form games (Cont�l)

P2

P1

(2,5)

(5,2)

(5,2)

(2,5)
(2,2)

P1
(3,3)

C

B
A

Z

W

Y

X

Y

X

S1 = {AW,BW,CW,AZ,BZ,CZ}

S2 = {X,Y}



When a game is played simultaneously, we can represent
it using a matrix

Example: Prisoners�Dilemma game.

Prisoner 2
Confess Don�t Confess

Prisoner 1 Confess �5, �5 0, �15
Don�t Confess �15, 0 �1, �1



Another example of a simultaneous-move game

The "battle of the sexes" game.(I know the game is sexist, but
please don�t call it the "battle of the sexist" game !)

Wife
Opera Movie

Husband Opera 1, 2 0, 0
Movie 0, 0 2, 1



Yet, another example of a simultaneous-move game

Pareto-coordination game.

Firm 2
Superior tech. Inferior tech.

Firm 1 Superior tech. 2, 2 0, 0
Inferior tech. 0, 0 1, 1



Yet, another example of a simultaneous-move game

The game of "chicken."

Dean
Straight Swerve

James Straight 0, 0 3, 1
Swerve 1, 3 2, 2



Other examples of the "Chickengame"

Mode Description
Trackors Footloose, (1984,Movie)
Bulldozers Buster and Gob in Arrested Development (2004,TV)

Wheelchairs
Two old ladies with motorized wheelchairs in
Banzai(2003,TV)

Snowmobiles

"[Two adult males] died in a head-on collision,
earning a tie in the game of chicken they were
playing with their snowmobiles"
<www.seriouslyinternet.com/278.0.html>

Film Release Dates Dreamworks and Disney-PIxar (2004)
Nuclear Weapons Cuban Missile Crisis (1963)



Normal (Strategic) Form

We can alternatively represent simultaneous-move games
using a game tree, as long as we illustrate that players choose
their actions without observing each others�moves, i.e., using
information sets, as we do next for the prisoner�s dilemma
game:
Extensive form representation of the Prisoner�s Dilemma game
:

P2
C NC

P1 C -5,-5 0,-15
NC -15,0 -1,-1



Practice :Using a game tree, depict the equivalent extensive -
form representation of the following matrix representing the
"Battle of the Sexes" game.

Wife
Opera Movie

HUsband Opera 1,2 0,0
Movie 0,0 2,1



Corresponding extensive and normal forms

Only one way to go from extensive to normal form but
potentially several ways to go from normal to extensive form,
as the following example indicates.

Player 2
C D

Player 1 A 1,2 1,2
B 3,1 2,4

For this reason, we have to accurately describe which game
we have in mind (the game tree in the left or right panel).



Additional practice?

See "Guided Exercise" in page 34 of Watson.
This exercise transforms the Katsenberg-Eisner game into its
matrix (normal form) representation.



von Neumann-Morgenstern expected utility function
(WATSON CH.4)

Expected utility (EU) that player i obtains from playing
strategy si :

EU (si ) = p1 � u (I1) + p2 � u (I2) + ...

Example:



Let�s consider that player 1 in the above game has a
Bernoulli�s utility function given by u (I ) = 3 � I ,where I
denotes income.

Then, player 1 obtains the following expected utility from
selecting C,

EU1 (C ) = prob (C ) � u ((C ,C )) + prob (NC ) � u ((C ,NC ))
= p � 3 � (�5) + (1� p) � 30 = �15p

where p represents the probability that player 2 chooses C.

Similarly, player 1�s expected utility from selecting NC is

EU1 (NC ) = prob (C ) � u ((NC ,C )) + prob (NC ) � u ((NC ,NC ))
= p � 3� (�15) + (1� p) � (3� (�1)) = 3� 42p



In order to challenge ourselves a little bit further , let�s �nd
the expected utility that player 1 in the following game
obtains when selecting U , C or D...

assuming that the probability with which his opponet, player 2,
selects L, M and R are 1/2, 1/4 and 1/4 respectively.

PLAYER 2
1
2L

1
4M

1
4R

U 8,1 0,2 4,0
PLAYER 1 C 3,3 1,2 0,0

D 5,0 2,3 8,1



If player 1 believes player 2 will randomize according to
probability distribution θ2 =

� 1
2 ,
1
4 ,
1
4

�
,then player 1�s

expected utility is:

EU1 (U, θ2) =
1
2
� 8+ 1

4
� 0+ 1

4
� 4 = 5

EU1 (C , θ2) =
1
2
� 3+ 1

4
� 1+ 1

4
� 0 = 7

4

EU1 (D, θ2) =
1
2
� 5+ 1

4
� 2+ 1

4
� 8 = 5

What if player 2 believes player 1 will select θ1 =
� 1
2 ,
1
4 ,
1
4

�
(U,C,D), and player 2 himself plans to randomize using�
0, 12 ,

1
2

�
?

Try on your own (answer in guided exercise, Ch4 Watson)



We are done discribing games!!

We will return to some additional properties of game trees
later on, but only for a second.

Let�s start solving games!!

We will use solution concepts that will help us predict the
precise strategy that every player selects in the game.

Our goal:

To be as precise as possible in our equilibrium predictions.
Hence, we will present (and rank) solution concepts in terms of
their predictive power.



Dominance Solvable Games

Felix Munoz-Garcia

EconS 424 - Strategy and Game Theory
Washington State University
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Solution Concepts

The �rst solution concept we will introduce is that of deleting
dominated strategies.

Intuitively, we seek to delete from the set of strategies o¤
every players those strategies that can never be bene�cial for
him regardless of the strategies selected by his opponents.

Lets apply this solution concept to the standard prisoner�s
dilemma game and then we will de�ne it more formally.



Dominated strategies in a PD game

Prisoner�s Dilemma. Let�s �rst put ourselves in the shoes of
player 1 (in rows)

NC is strictly dominated for player 1, since

u1 (C , s2) > u1 (NC , s2) for all C or NC

i .e.,�5 > �15 if s2 = C
0 > �1 if s2 = NC



Dominated strategies in a PD game

A similar argument applies to Player 2

NC is strictly dominated for player 2, since

U2 (C , s1) > U2 (NC , s1) for all s1, either C or NC

i .e.,�5 > �15 if s1 = C
0 > �1 if s2 = NC

Hence, the only undominated (remaining) strategy for both
player 1 and player 2 is to confess.



Dominated strategies - De�nition

De�nition of strictly dominated strategy:

A strategy s�i is STRICTLY dominated by another strategy s
0
i

if the latter does strictly better than s�i against every strategy
of one of the other players.

ui
�
s 0i , s�i

�
> ui (s

�
i , s�i ) for all s�i 2 S�i

De�nition of weakly dominated strategy:

A strategy s�i is WEAKLY dominated by another strategy s
0
i if

the latter does at least as well as s�i against every strategy of
one of the other players, and against some strategy it does
strictly better.

ui
�
s 0i , s�i

�
> ui (s

�
i , s�i ) for all s�i 2 S�i

ui
�
s 0i , s�i

�
> ui (s

�
i , s�i ) for at least one s�i 2 S�i



Dominated Strategies

Note that this de�nition is quite demanding:

A player must �nd that one of his available strategies yields a
larger payo¤ than other of his available strategies, regardless of
what his opponents select.

For instance, in the prisoner�s dilemma game, one of the
players could say:

"I don�t care about what my opponent selects, my payo¤ is
always higher with C than with NC ."

It makes sense to never use a strategy that is strictly
dominated,: there must be another strategy that yields a
larger payo¤ regardless of the strategy that my oponent
selects.



Dominated Strategies

For some games, we will be able to �nd strictly dominated
strategies, and delete them, as they are never going to be
used by rational players.

We will be able to identify strictly dominated strategies for
each player, which allows us to delete them from the matrix. . .

Ultimately leaving us with a more reduced matrix.



If after several rounds of deleting strictly dominated
strategies, we identify that there are no more strictly
dominated strategies that we can delete from the matrix, then
the remaining cell (or cells) are our equilibrium prediction.

Since in order to �nd this equilibrium (or equilibria) we
iteratively delete those strategies that are strictly dominated,
this procedure is referred as "Iterative Deletion of Strictly
Dominated Strategies" (IDSDS).



Dominated Strategies

Importantly, the application of IDSDS implies what we
described the �rst day of class as "Common Knowledge of
rationality":

Every player is rational:
A rational player would never use a strategy that yields a
lower payo¤ than other available strategies, regardless of the
strategy his opponent selects. That is, a rational player can
actually delete those strategies that are strictly dominated
from her set of available strategies.

Every player knows that every player is rational:
A rational player knows that he is competing against a
rational player. Hence, player A can anticipate that player B
would never be using strictly dominated strategies.
In other words, when player A considers which strategy to
select, he does so by �rst deleting all strictly dominated
strategies of player B from the matrix, since player B would
never use them. This helps player A consider a reduced matrix
with fewer cells to examine.



Dominated Strategies

"Common knowledge of rationality"(cont�d):

Every player knows that every player knows that every player
is rational:

By a similar argument, player A knows that player B has
already deleted the strategies that are strictly dominated for
player A, and that player B considers the reduced matrix once
these strictly dominated strategies have been deleted.

Every player knows that every player knows . . . ad in�nitum.



Dominated Strategies

For other games, however, we won�t be able to �nd strictly
dominated strategies.

The application of IDSDS doesn�t have a bite, and all cells in
the game are the "most precise" equilibrium prediction we can
claim.

What a s. . . #%& (I mean imprecise) equilibrium prediction!

Don�t despair:

We will discuss other solution concepts later on that will allow
us to identify more precise equilibrium predictions.



Can we use IDSDS to solve a game?

Consider the following 3�2 matrix:

(Up,Left) is the only remaining strategy pair surviving IDSDS.

These steps on the top of the same matrix can be confusing
the �rst time we see them.

Let�s do one step at a time!



More "step-by-step" presentation of the application of IDSDS
to the previous example:

First, player 1�s utility satis�es:

u1 (Middle,s2) > u1 (Down,s2) for any strategy s2 that player
2 selects.
Hence, "DOWN" is strictly dominated for player 1, and we can
delete it since he will never use it.

Next step!



Hence, the remaining matrix after the �rst step of deleting a
strictly dominated strategies is the following 2� 2 matrix:

Secondly, player 2�s utility satis�es:

u2 (Left,s1) > u2 (Right,s1) for any s1 chosen by player 1.
Hence, "Right" is a strictly dominated strategy for player 2,
and we can delete is since he will never select it

Next step!



The remaining matrix after two steps of applying IDSDS is:

In particular, player 1�s utility satis�es:

u1 (Up,s2) > u1 (Middle,s2) , i.e., 2 > 1, s2: only "Left".
Hence, "Middle" is a strategy dominated strategy for player 1,
and we can delete it.

Therefore, the only cell surviving IDSDS is that corresponding
to strategy pro�le (Up,Left) with corresponding payo¤ (2, 2) .



The "Tosca" game

Based on the Puccini�s opera
Scarpia has kidnapped Mario (Tosca�s boyfriend). Then
Scarpia prepares a �ring squad providing them either real or
blank bullets.
Without knowing whether Scarpia has given real or blank
bullets to the �ring squad, Tosca must choose to consent to
Scarpia�s sexual favors or stab him.

Blank Bullets

Real Bullets

Consent

Stab

Stab

Consent

Scarpia

Tosca
(2,2)

(4,1)

(1,4)

(3,3)



The "Tosca" game

Since Tosca is uninformed when making her move, the
previous sequential-move game can also be expressed using
the following matrix form:

We can now check for the presence of strictly dominated
strategies, i.e., we can apply IDSDS.



The "Tosca" game

Let us apply IDSDS to the "Tosca" game:

In particular, Tosca �nds "Consent" to be strictly dominated

since uTosca (Stab, s2) > uTosca (Consent, s2) for any strategy
s2 that player 2 (Scarpia) selects, i.e., both for s2=Real, and
s2=Blanks.



The "Tosca" game

Therefore, the remaining matrix after Tosca deletes the
strictly dominated strategy "Consent" is

We can now move to Scarpia, and note that "Blanks" is
strictly dominated
since uScarpia (Real,s1) > uScarpia (Stab,s1) , i.e., 2 > 1, given
that s1: can only be Stab
Therefore, the only strategy pro�le that survives IDSDS is
(Stab,Real) , with a bloody outcome!



The only strategy surviving IDSDS in the "Tosca"
game. . .

Figure:



Con�ict between individual and group incentives

Tosca �nds �Stab� individually rational for her, since it
strictly dominates �Consent�;

Scarpia �nds �Real bullets� individually rational for him, since
it strictly dominates �Blanks�

However, the group outcome would be better if they play
(Consent, Blanks), yielding a payo¤ pair of (3,3), than if they
play
(Stab, Real), which only yields (2,2).

This con�ict between individual and group incentives is similar
to that arising in the prisoner�s dilemma game, and many
other games in economics and social sciences.



The "Team project" game

Harrington pp. 68-69.

Consider that two random students in a class are grouped
together in a project.

Each student must independently choose whether to exert a
high, moderate or low e¤ort.

Student types conform to the usual stereotypes:

Jocks (reaching for a C),
Frat boys and sorority girls (reaching for a B+), and
Nerds (reaching for an A).

As put by Harrington: Is there anyone we haven�t o¤ended?



Team Project Between a Nerd and a Frat Boy

We start applying IDSDS by putting ourselves in the shoes of
the Nerd (column player): Low and Moderate e¤ort are
strictly dominated by High e¤ort.



Team Project Between a Nerd and a Frat Boy

The Frat boy, anticipating that the Nerd will exert a High
e¤ort (his only surviving strategy) deletes Moderate and High
e¤ort as they are strictly dominated by Low e¤ort.

Hence, only (Low,High) survives the application of IDSDS.



Banning cigarette advertising

Before 1971, you could �nd cigarette advertising such as these:



Banning cigarette advertising

We don�t see this type of ads either!



Banning cigarette advertising on TV

Assuming an annual demand for cigarettes of 1,000,000,000,
and considering the only two main �rms in the 1970�s (Philip
Morris (PM) and RJ.Reynolds (RJR)), Philip Morris�pro�ts
are given by

πPM = 0.1|{z}
pro�t per package
(It is 1970!)

� 1, 000, 000, 000| {z }
annual demand

�
�

ADVpm
ADVPM + ADVRJR

�
| {z }

market share, which depends on how much
PM advertises relative to the total advertising

� ADVPM| {z }
cost from advertising



Banning cigarette advertising on TV

For simplicity, we assume that �rms can only choose three
levels of advertising: 5, 10 or 15 million.



Banning cigarette advertising on TV

We then have a payo¤ matrix as follows

How to construct the payo¤s of every cell?!



Banning cigarette advertising on TV

Let�s do one example, where ADVPM=5 and ADVPM=15
(locate the cell aright hand corner of the top the matrix). In
this strategy pro�le,

πPM = 0.1� 1, 000, 000, 000�
�

5
5+ 15

�
� 5

= 25� 5 = 20 million

πRJR = 0.1� 1, 000, 000, 000�
�

5
5+ 15

�
� 15

= 75� 15 = 60 million

yielding the payo¤ pair (20,60) .

Similarly for all other cells, entailing the following matrix!



Advertising cigarette game

The resulting matrix is:

Notice that when Philip Morris spends 5 and R.J.Reynolds
spends 15, in the upper right-cell, the payo¤ pair is (20,60),
as we found in the previous slide.



Banning Cigarette Advertising (cont�d)

We can start applying IDSDS:

First, note that "Spend 5" is strictly dominated for Philip
Morris,
since πPM (15,s2) > πPM (5,s2) for every strategy s2 selected
by R.J.Reynolds (any column).



Banning cigarette advertising on TV

The remaining matrix is therefore:

We can now move to R.J, Reynolds, �nding that "Spend 5" is
also strictly dominated for R.J.Reynolds since

πRJR (15, s1) > πRJR (5, s1)

for every strategy s1 selected by Philip Morris.(any row)



Banning cigarette advertising on TV

The remaining matrix now becomes the following 2� 2 matrix

Moving back to Philip Moris, note that "Spend 10" is strictly
dominated since

πPM (15, s2) > πPM (10, s2)

for every strategy s2 chosen by R.J.Reynolds.(every column)



Banning cigarette advertising on TV

Hence, the remaining matrix becomes the following (tiny)
matrix:

Finally, moving now to R.J. Reynolds,note that "Spend 10" is
also strictly dominated.
Therefore, the only strategy pro�le surviving IDSDS is
(Spend 15, Spend 15) ,with both �rms spending 15 million in
advertising,which entails an equillibrium payo¤ of $35 millions
for each �rm.



Banning cigarette advertising on TV

What if TV commercials were banned, making it unfeasible
for �rms to spend more than $10 million on advertising?

Then, our payo¤ matrix reduces to the following 2�2 matrix.



Banning cigarette advertising on TV

Let us apply IDSDS on this matrix, to check how the presence
of this ban on advertising modi�es our equilibrium results.

First, "Spend 5" is strictly dominated for Philip Morris since

πPM (10, s2) > πPM (5, s2)

for every strategy s2 selected by R.J.Reynolds (every column),
i.e., both for s2=Spend 5 and s2=Spend 10.



Banning cigarette advertising on TV

Hence, our matrix reduces to

We can now move to R.J. Reynlods and note that "Spend 5"
is also strictly dominated.
Therefore, the only strategy pro�le surviving IDSDS is (Spend
10, Spend 10), yielding equillibrium pro�ts of $40 million for
each �rm.
The ban actually helped �rms increase their pro�ts, from $35
to $40 million!!



Natural question at this point: Does the order of
deletion matter?

No!

That�s great news: in your application of IDSDS, it does not
matter which strategy you start deleting �rst,(whether you
start identifying strictly dominated strategies for the row or
the column player) you will end up �nding the same strategy
pro�le (or pro�les).

Check it with your classmate: start applying IDSDS in a large
matrix (3�3 for instance), you will end up with the same
equilibrium prediction.



Boxed Pigs game



The "Boxed-Pigs" game

Harrington, pp. 71-72.

Explanation of payo¤s:

If the large pig waits at the dispenser while the small pig
presses the button, the large pig gets 9 out of 10 units of food.
The small pig only gets 1, yielding a net payo¤ of 1-2=-1 once
we subtract the 2 units he spends from pressing the lever.

This explains the (-1,9) payo¤ pair.



The "Boxed-Pigs" game

Explanation of payo¤s:

If the small pig waits at the dispenser while the large pig
presses the button, the small pig gets 4 out of 10 units of
food. The large pig gets the remaining 6, yielding a net payo¤
of 6-2=4 once we subtract the 2 units he spends from pressing
the lever.

This explains the (4,4) payo¤ pair.



The "Boxed-Pigs" game

Explanation of payo¤s:

If both pigs press the button, then the small pig gets 3 out of
10 units of food, yielding a net payo¤ of 3-2=1. The large pig
gets the remaining 7 units, yielding a net payo¤ of 7-2=5.

This explains the (1,5) payo¤ pair.

If neither pig presses the button then they starve, yielding the
(0,0) payo¤ pair.



The "Boxed-Pigs" game

Let us check which strategy pair can be deleted using IDSDS:

First, the small pig�s payo¤s satisfy

usmall pig (Wait,s2) > usmall pig (Press,s2)

for every strategy s2 selected by player 2 (the large pig), i.e.,
both for s2=Press and for s2=Wait.



The "Boxed-Pigs" game

After the �rst step of IDSDS the remaining matrix is:

We can now move to the large pig, and note that his payo¤s
satisfy

uLarge pig (Press,s1) > uLarge pig (Wait,s1) , i.e., 4>0,

since the only surving strategy s1, we need to consider for the
small pig is s1 =Wait



The "Boxed-Pigs" game

Hence, the strategy pro�le (Wait, Press), in which only the
large pig presses the lever, is the only one surviving the
application of IDSDS.



The "Boxed-Pigs" game

One second. . .

The use of IDSDS implies that every pig is rational and
understands that the other pig is rational. . . Come on!!!

They might not operate using di¤erent levels of reasoning as
(most) humans do, but instead operate by trial and error.



Let us see one example about how pigs actually behaved in a
controlled experiment.



The Doping Game

Harrington, pp. 73-75

So far we analyzed strictly dominated strategies with only two
players.

What if we have three players?



The Doping Game

First, we check if Ben(the matrix player) has some strictly
dominated strategy.

We compare u3(steroids,s1, s2) against u3(No steroids,s1, s2)
where s1 and s3 are �xed across matrices.
No steroids is a strictly dominated strategy for Ben, as it
yields a lower payo¤ than steroids, for every pro�le (s1, s3) of
the other two athletes.
We can then delete "No steroids" from Ben by deleting the
right hand matrix.



The Doping Game

We are hence left with the left-hand matrix:

We can now move to Carl (column player) and search whether
he has strictly dominated strategies.

Similarlly as for Ben, Carl �nds "No steroids" to be strictly
dominated by "steroids", and hence we delete two columns
from the matrix.



The Doping Game

Hence, the above matrix reduces to the following 2�1 matrix:

Moving now to Maurice (row player), we note that "No
steroids" is strictly dominated by "steroids".

Hence, the only strategy pro�le surviving IDSDS is

(Steroids,Steroids,Steroids)



Another example:

Hence the only strategy pro�le surviving IDSDS is (B,Z).

Great! But can we apply IDSDS to all kinds of games and
obtain sharp predictions (a unique strategy pro�le)? No!



Imprecise equillibrium predictions

Harrington, pp. 76-78

Now what? Too much information?
Let�s clarify things, by rewriting the matrix after deleting the
strictly dominated strategies b and y.



Imprecise equillibrium predictions

We can now detect that x is strictly dominated for player 2,
and ...
that a is strictly dominated for player 1, which yields the
following 2�1 matrix:

However,at this point, there are no more strictly dominated
strategies for player 1 or player 2.



Imprecise equillibrium predictions

Hence, the only prediction that we can make using IDSDS is
that any of the following set of four strategy pairs surviving
IDSDS can be ultimately played:

(c,W),(c,Z),(d,W),(d,Z).

That�s not a very precise prediction about how the game will
be played!!



Battle of the Sexes game

Another example where applying IDSDS doesn�t allow us to
identify a unique outcome:

There are no strictly dominated strategies for the Husband.

There are no strictly dominated strategies for the Wife.

Hence, all four strategy pro�les (F.F).(F,O),(O,F),(O,O), are
the most precise equillibrium prediction we can provide
applying IDSDS.



Battle of the Sexes game

Is this imprecise equillibrium prediction only happening for this
particular example?.. No!



Matching Pennies game

Yet, another example in which the application of IDSDS yields
imprecise equillibrium predictions:

There are no undominated strategies for Player 1 or Player 2.

No predictive power! (Inexistence of a single strategy part that
perfectly describes how the game will be played).



Allowing for randomizations in IDSDS

So far we applied IDSDS by checking if a player�s play of a
particular strategy (with 100% probability, also referred as a
pure strategy) strictly dominates another pure strategy.

What if we check if a mixed strategy (where the player
randomizes among two or more strategies) strictly dominates
another strategy?

Let�s check this in the following example.



Allowing for randomizations in IDSDS

Watson, page 73

There are no strictly dominated strategies (using pure
strategies) for player 1 nor for player 2.



Allowing for randomizations in IDSDS

Mixing: If player 1 mixes between B (with probability q) and
C (with probability 1 � q) he obtains an expected utility that
exceeds the utility from selecting F, regardless of what
strategy player 2 chooses

In order to show this results, we must separately consider the
case in which player 2 chooses F (left column), C (middle
column), and B (right column).



Allowing for randomizations in IDSDS

If player 2 chooses F (in the left column), then player 1�s
EU from mixing is 5q + 2 (1� q), which exceeds his utility
from F (zero), if

5q + 2 (1� q) > 0) 5� 2q + 2 > 0) q > �2
3

which holds by assumption given that q 2 [0, 1].



Allowing for randomizations in IDSDS

If player 2 chooses C (in the middle column), then player 1�s
EU from mixing is 3q + 0 (1� q), which exceeds his utility
from F (2), if

3q + 0 (1� q) > 2) 3q > 2) q >
2
3

This is a necessary condition for the mixing to yield a larger
EU than F. (We will keep it in mind.)



Allowing for randomizations in IDSDS

If player 2 chooses B (in the right column), then player 1�s
EU from mixing is 2q + 3 (1� q), which exceeds his utility
from F (2), if

2q + 3 (1� q) > 2) 2q + 3� 3q > 2) 1 > q

which holds by assumption given that q 2 [0, 1].



Allowing for randomizations in IDSDS

Hence, as long as player 1 mixes between B and C and assigns
to B a probability q > 2

3 , he obtains an expected utility that
exceeds the payo¤ he obtains from selecting F, regardless of
the strategy player 2 selects.
We can therefore delete strategy F from the matrix, since it is
strictly dominated by a randomization between B and C, and
thus player 1 would never use it.
Deleting F (upper row), we obtain the following reduced
matrix:



Allowing for randomizations in IDSDS

Given the above reduced matrix, we can now move to player 2.

Can we identify a strictly dominated strategy for player 2?

Yes, F is strictly dominated by C for player 2.



Allowing for randomizations in IDSDS

We can hence delete the column corresponding to strategy F
for player 2 (since it is strictly dominated), yielding the
following reduced 2�2matrix:



Allowing for randomizations in IDSDS

However, for the remaining matrix does not have any further
strictly dominated strategies that we can delete for player 1:

since

u1 (C ,C )| {z }
0

< u1 (B,C )| {z }
3

if player 2 plays C

But u1 (C ,B)| {z }
3

< u1 (B,B)| {z }
0

if player 2 plays B

Hence, neither C is strictly dominated by B, nor B is strictly
dominated by C .



Allowing for randomizations in IDSDS

Nor for player 2. . .

u2 (C ,C )�u2 (C ,B) if player 1 plays C (top row)
But u2 (B,C )�u2 (B,B) if player 1 plays B (bottom row)

Check signs (> or <) as a practice.
Hence, we cannot further eliminate strictly dominated
strategies, and our (very imprecise) equilibrium prediction is
f(C ,C ) , (C ,B) , (B,C ) , (B,B)g .



Allowing for randomizations in IDSDS

Strategy profiles surviving
IDSDS in pure strategies

(9 as well in the
previous example)

All strategy
profiles

(9 in the
previous
example)

Strategy Profiles
surviving IDSDS when

we allow for mixed
strategies.

(4 in the previous
example)



Problems with dominance

1 1st problem: Lack of predictive power in some games (see
previous examples).

2 2nd problem: Order of elimination matters: only if we
eliminate weakly( rather than strictly) dominated strategies.

First, we eliminate Top as being weakly dominated by Bottom
No further deletions for player 2 since he is indi¤erent between
Left and Right.



Problems with dominance

But what if we start by eliminating Left from Player 2 (it is a
weakly dominated strategy for him).

No further dominated strategies to delete since player 1 is
indi¤erent between Top and Bottom.

Bottom line: the set of strategies surviving IDWDS (NOT for
IDSDS) depends on the order of deletion.



Problems with dominance:

3. 3rd problem: Layers of Rationality:

The application of IDSDS assumes the iterative thinking,
sometimes requiring many layers (many steps).
In the prisoner�s dilemma game it is reasonable to assume that
my opponent will never use NC since it such strategy is strictly
dominated. But we only require 2 steps of IDSDS in order to
�nd a unique equilibrium prediction.
What about 3�3 matrices requiring many levels of IDSDS.
More importantly, what about 3�3 matrices for which we can
only �nd strictly dominated strategies if we allow players to
randomize?

Let�s do one example (as a practice, and to con�rm how
cognitively demanding this process can be).



Problems with dominance

Layers of rationality(Example of 3�3 matrix)

5 , 1 0 , 4 1 , 0

3 , 1 0 , 0 3 , 5

3 , 3 4 , 4.5 2, 5

L C : (p) R : (1p)

Player 1

U

M

D

Player 2



Problems with dominance

As a practice, let�s check if L is strictly dominated by a mixed
strategy that puts p probability on C , and 1� p probability
on R.
Such mixed strategy yields a expected payo¤ for player 2 that
exceeds his payo¤ from L:

If player 1 plays U (top row),

p � 4+ (1� p) � 0 = 4p > 1(payo¤ from L) if p >
1
4

If player 1 plays M (middle row),

p � 0+ (1� p) � 5 = 5� 5p > 1 (from L) if 4 > 5p ) 4
5
p

If player 1 plays D (bottom row),

p � 4.5+ (1� p) � 5 = 4.5p + 5� 5p
= 5� 0.5p > 3 (from L) if 2 > 0.5p

) 4 > p



Problems with dominance

Hence, for all p 2
� 1
4 ,
4
5

�
, the mixed strategy between C and

R strictly dominates L, and we can delete L because of being
strictly dominated.

0 4
5

1
4

1
p



Problems with dominance

An example of the previous mixed strategy is one that assigns
p = 1

2 , since p =
1
2 indeed satis�es p 2

� 1
4 ,
4
5

�
, which yields

the following expected payo¤ for player 2:
If player 1 plays U,

1
2
� 4+ 1

2
� 0 = 2 > 1

If player 1 plays M,

1
2
� 0+ 1

2
� 5 = 5

2
> 1

If player 1 plays D,

1
2
� 4.5+ 1

2
� 5 = 9.5

2
= 4.75 > 3

And, hence, strategy L is strictly dominated by the mixed
strategy that puts probability p = 1

2 to C and 1� p =
1
2 to R.



Problems with dominance

And the remaining matrix after deleting strategy L for player
2, is

0 , 4 1 , 0

0 , 0 3 , 5

4 , 4.5 2, 5

C R

Player 1
U

M

D

Player 2



Problems with dominance

In the remaining matrix (after deleting strategy L) , we can
move to player 1, noting that U and M are strictly dominated
by D.

2nd Step

2nd Step



Problems with dominance

Hence, the remaining matrix is

4, 4.5 2, 5

C R

D

Player 2

Player 1

3rd step

Moving now to player 2, note that C is strictly dominated by
R.

Hence, (D,R) survives IDSDS, with associated payo¤s (2, 5) .

Can people go over 3 steps of IDSDS
(specially when the �rst involves mixing)?



Problems with dominance

3rd problem(cont�d):Layers of rationality

While in some games the layers of rationality might be
demanding (as in the game we just analyzed). . .
We can assume that, if the stakes are su¢ ciently high (millions
of dollars), individuals or �rms would spend as much time as
necessary in order to carefully analyze these players (it took us
only a few minutes!) in order to maximize their payo¤s as
much as possible.



EconS 424 - Strategy and Game Theory

Handout on Rationalizability and IDSDS1

1 Introduction

In this handout, we will discuss an extension of best response functions: Rationalizability.

Best response: As we have already covered, we know that we can de�ne si to be a best response

of player i to a pro�le of strategies s�i played by his opponents, s�i � (s1; s2; :::; sI) , if it yields a
larger utility than any other of his available strategies s0i 2 Si, that is

vi(si; s�i) � vi(s0i; s�i) for all s0i 2 Si

Rationalizability : A rationalizable strategy is a strategy that is a best response for a player,

given some beliefs about other players�s behavior. We can de�ne a belief as some probability, p,

that a player plays a particular strategy. Formally, a strategy is rationalizable if

si 2

Best Response function
conditioned on beliefsz }| {

BRi(p)

which says that strategy si 2 Si is a best response function given beliefs p. We will apply ra-
tionalizability in order to eliminate strategies that are never a best response (i.e., that are not

rationalizable as best responses for any beliefs that player i might sustain about his opponent�s
behavior).

Strictly dominant strategies: A strictly dominant strategy si 2 Si for player i yields a strictly
larger payo¤ than all of his available strategies s0i 2 Si, and does so for all possible strategies played
by his opponents. Formally,

vi(si; s�i) > vi(s
0
i; s�i) for all s0i 2 Si, and for all s�i 2 S�i, s0i 6= si

When this happens, we can assign a zero probability to our beliefs that this strategy will be a best

response for player i, and it will therefore not be rationalizable. E¤ectively, we can delete a strictly

dominated strategy from a normal form game, as it will never be played by a rational player. Recall

that eliminating all strictly dominated strategies for all players is referred to as IDSDS.

In the next examples, we explore settings in which applying IDSDS provides the same set of

equilibrium predictions as applying rationalizability (as in the �rst example), and in which settings

1Felix Munoz-Garcia, School of Economic Sciences, Washington State University, Pullman, WA 99164-6210. E-
mail: fmunoz@wsu.edu.
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the two equilibrium concepts di¤er (i.e., and analyze which one o¤ers more precise equilibrium

predictions); as illustrated in the second example.

2 Examples

First example. We will �rst �nd equilibrium predictions applying IDSDS, and then repeat the

process, but this time applying rationalizability (i.e., eliminating those strategies that are not best

responses).

2,	0

3,	1

0,	0

2,	0

0,	0

3,	1

3,	1

2,	1

2,	1

L C R
U

M

D

Player	1

Player	2

IDSDS. As can be seen in the �gure, strategy R is never chosen by player 2: it yields a payo¤

of -1 regardless of the strategy (row) selected by player 1, while selecting either L or C yields

payo¤s larger than -1. Hence, no matter what strategy player 1 plays, picking either strategy L or

C strictly dominates strategy R. Hence, we say that strategy R is strictly dominated and can be

thus deleted from this game (since a rational player 2 would never play it). Our new reduced form

game is shown in the next �gure.

2,	0

3,	1

0,	0

2,	0

0,	0

3,	1

L C
U

M

D

Player	1

Player	2

We now examine whether player 1 has strictly dominated strategies we could delete from the

reduced-form matrix. Unfortunately, we cannot �nd any strictly dominated strategies for player

1. Hence, the application of IDSDS would leave us with the above reduced-form matrix, with six

di¤erent strategy pro�les, as the most precise equilibrium prediction we can provide, i.e.,

f(U;L); (U;C); (M;L); (M;C); (D;L); (D;C)g
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Rationalizability. What about rationalizability? Does it provide any more precise equilibrium

predictions? We can start by investigating whether there are any conditions in which picking strat-

egy U is the best response for player 1, that is, we need to determine if strategy U is rationalizable.

Recall that a rationalizable strategy is a strategy that is the best response for a player, given some

beliefs about the other players. In our game, let�s de�ne p as the probability (belief) that player 2

is going to play strategy L. This would imply that the probability that player 2 plays strategy C

will be 1� p (since probabilities add up to 1). Putting these value into our game, we obtain in the
next �gure

2,	0

3,	1

0,	0

2,	0

0,	0

3,	1

L C
U

M

D

Player	1

Player	2
p 1		p

If player 2 is playing each of his strategies, L and C, with a probabilities p and 1�p, respectively,
then player 1 can calculate his expected utility for each of his own strategies. This is done by

multiplying each outcome for player 1�s strategy by the probability it occurs, then adding it up.

Player 1�s expected utilities are then

Expected utility
of player 1 when
he plays Uz }| {
EU1(U) =

Player 2
plays Lz}|{
2 �p+

Player 2
plays Cz}|{
2 �(1� p) = 2

EU1(M) = 3 � p+ 0 � (1� p) = 3p

EU1(D) = 0 � p+ 3 � (1� p) = 3� 3p

We can graph all of these expected utilities, as shown in the next �gure.
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EU1

p

2

3

0 1⅓	 ⅔	

EU1(U	)	=	2

EU1(M	)	=	3p

EU1(D	)	=	3	3p

For strategy U to be rationalizable, we must be able to �nd at least one value for p such that

the expected utility of playing strategy U is at least as good as the expected utilities of playing

both strategies M and D. Formally, we need EU1(U) � EU1(M) and EU1(U) � EU1(D) at the
same time for at least one value of p. Solving for these inequalities, we obtain

EU1(U) � EU1(M)

2 � 3p() p � 2

3
EU1(U) � EU1(D)

2 � 3� 3p() p � 1

3

Hence, any belief p that satis�es 13 � p �
2
3 will make player 1�s best response to choose strategy

U (We can also see this on our graph where the line depicting EU1(U) is above both of the other

lines). For example, if player 1 believed player 2 would play strategy L 50% of the time (p = 0:5),

then his expected utilities would be

EU1(U) = 2

EU1(M) = 3 � (0:5) = 1:5

EU1(D) = 3� 3 � (0:5) = 1:5

which clearly shows that choosing strategy U is player 1�s best response when p = 0:5. Hence,

since there exist beliefs for player 1 where strategy U is his best response, we say that strategy U is

rationalizable. We can also represent player 1�s best response function as a function of his beliefs:

BR1(p) =

8><>:
U if 13 � p �

2
3

M if p � 2
3

D if p � 2
3

4



This means that all strategies for player 1 are rationalizable, and the set of rationalizable strategies

is the same in this problem as given by IDSDS, meaning our equilibrium prediction cannot be

re�ned any further.

Second example. Let�s look at one more example. Consider the game depicted in the following
�gure.

2,	0

5,	1

0,	0

2,	0

0,	0

5,	1

L C
U

M

D

Player	1

Player	2
p 1		p

IDSDS. First, note that the application of IDSDS doesn�t have a bite, yielding the six possible

outcomes

f(U;L); (U;C); (M;L); (M;C); (D;L); (D;C)g

Rationalizability. However, the application of rationalizability has more predictive power (more

�bite�) than IDSDS. Let us determine if strategy U is rationalizable. This time, however, player

1�s payo¤ from strategies M and D is much higher. As before, we assign probability p to player 2

playing strategy L and calculate player 1�s expected utilities.

EU1(U) = 2 � p+ 2 � (1� p) = 2

EU1(M) = 5 � p+ 0 � (1� p) = 5p

EU1(D) = 0 � p+ 5 � (1� p) = 5� 5p

Graphing these values,
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EU1

p

2

5

0 1

EU1(U	)	=	2

EU1(M	)	=	5p

EU1(D	)	=	5	5p

Like before, we need to �nd values p for which EU1(U) � EU1(M) and EU1(U) � EU1(D). Solving
for these inequalities, yields

EU1(U) � EU1(M)

2 � 5p() p � 2

5
EU1(U) � EU1(D)

2 � 5� 5p() p � 3

5

In this case, there does not exist a value for p that is both less than 2
5 and greater than

3
5 at the

same time (As we can see on our graph, there is no point in which the line for EU1(U) is above the

other two lines). Hence, there are no beliefs for player 1 in which strategy U is the best response

and thus strategy U is not rationalizable. In this situation, player 1 will never choose strategy U

under any circumstances and we can delete it from our game, providing the following reduced form

matrix as shown in the next �gure.

5,	1

0,	0

0,	0

5,	1

L C
M

D
Player	1

Player	2

At this point, we cannot delete any other strategies for player 1 or 2 (as never being best

responses). In particular, for player 1, M is a best response to L, while D is a best response to C.

Similarly, for player 2 L is a best response to M , and C is a best response to D. While we cannot

eliminate any further strategies, in this case, rationalizability gives a more precise equilibrium
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prediction than IDSDS, namely

f(M;L); (M;C); (D;L); (D;C)g
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Best Response

Given the previous three problems when applying dominated
strategies, let�s examine another solution concept:

Using Best responses to �nd Nash equilibria

Best response:
A strategy s�i is a best response of player i to a strategy pro�le
s�i selected by all other players if it provides player i a larger
payo¤ than any of his available strategies si 2 Si .

ui (s
�
i , s�i ) � ui (si , s�i ) for all si 2 Si

For two players, s�1 is a best response to a strategy s2 selected
by player 2 if

u1(s
�
1 , s2) � u1(s1, s2) for all s1 2 S1

That is, when player 2 selects s2, the utility player 1 obtains
from playing s�1 is higher than by playing any other of his
available strategies.



Nash equilibrium

A strategy pro�le (s�1 , s
�
2 , ..., s

�
N ) is a Nash equilibrium if every

player�s strategy is a best response to his opponent�s
strategies, i.e., if

ui (s�i , s
�
�i ) � ui (si , s��i ) for all si 2 Si and for every player i

For two players, a strategy pair (s�1 , s
�
2 ) is a Nash equilibrium if

Player 1�s strategy, s�1 , is a best response to player 2�s strategy
s�2 ,

u1(s
�
1 , s

�
2 ) � u1(s1, s�2 ) for all s1 2 S1 =) BR1(s

�
2 ) = s

�
1

and similarly, player 2�s strategy, s�2 , is a best response to
player 1�s strategy

s�1 , u2(s
�
1 , s

�
2 ) � u2(s1, s�2 )foralls2 2 S2 =) BR2(s

�
1 ) = s

�
2



Nash equilibrium

In short, every player must be playing a best response against
his opponent�s strategies, and

Players�conjectures must be correct in equilibrium �!
Otherwise, players would have incentives to modify their
strategy.

The Nash equilibrium strategies are stable, since players don�t
have incentives to deviate.



Nash equilibrium

Note: While we have described the concept of best response
and Nash equilibrium for the case of pure strategies (no
randomizations), our de�nitions and examples can be
extended to mixed strategies too.

We will next go over several examples of pure strategy Nash
equilibria (psNE) and afterwards examine mixed strategy Nash
equilibria (msNE).



Example 1: Prisoner�s Dilemma

5,5 0,15

15,0 1,1

Confess Not Confess

Confess

Not Confess
Player 1

Player 2
If Player 2 confesses,

BR1(C )=C

Let�s start analyzing player 1�s best responses.
If player 2 selects Confess (left column), then player 1�s best
response is to confess as well.
For compactness, we represent this result as BR1(C ) = C ,
and underline the payo¤ that player 1 would obtain after
selecting his best response in this setting, i.e.,�5.



Example 1: Prisoner�s Dilemma

5,5 0,15

15,0 1,1

Confess Not Confess

Confess

Not Confess
Player 1

Player 2
If Player 2 does not confess,

BR1(NC )=C

Let�s continue analyzing player 1�s best responses.
If player 2 selects, instead, Not Confess (right column), then
player 1�s best response is to confess.
For compactness, we represent this result as BR1(NC ) = C ,
and underline the payo¤ that player 1 would obtain after
selecting his best response in this setting, i.e., 0.



Example 1: Prisoner�s Dilemma

5,5 0,15

15,0 1,1

Confess Not Confess

Confess

Not Confess
Player 1

Player 2If Player 1 confesses,
BR2(C )=C

Let�s now move to player 2�s best responses.
If player 1 selects Confess (upper row), then player 2�s best
response is to confess.
For compactness, we represent BR2(C ) = C , and underline
the payo¤ that player 2 would obtain after selecting his best
response in this setting, i.e., �5.



Example 1: Prisoner�s Dilemma

5,5 0,15

15,0 1,1

Confess Not Confess

Confess

Not Confess
Player 1

Player 2
If Player 1 does not confess,

BR2(NC )=C

Finally, if player 1 selects Not Confess (lower row), then player
2�s best response is to confess.

For compactness, we represent BR2(NC ) = C , and underline
the payo¤ that player 2 would obtain after selecting his best
response in this setting, i.e., 0.



Example 1: Prisoner�s Dilemma

Underlined payo¤s hence represent the payo¤s that players
obtain when playing their best responses.
When we put all underlined payo¤s together in the prisoner�s
dilemma game...

5,5 0,15

15,0 1,1

Confess Not Confess

Confess

Not Confess
Player 1

Player 2

We see that there is only one cell where the payo¤s of both
player 1 and 2 were underlined.
In this cell, players must be selecting mutual best responses,
implying that this cell is a Nash equilibrium of the game.
Hence, we say that the NE of this game is (Confess, Confess)
with a corresponding equilibrium payo¤ of (�5,�5).



Example 2: Battle of the Sexes

Recall that this is an example of a coordination game, such as
those describing technology adoption by two �rms.

3, 1 0, 0

0, 0 1, 3

Football Opera

Football

Opera
Husband

Wife

Husband�s best responses:
When his wife selects the Football game, his best response is
to also go to the Football game, i.e., BRH (F ) = F .
When his wife selects Opera, his best response is to also go to
the Opera, i.e., BRH (O) = O.



Example 2: Battle of the Sexes

3, 1 0, 0

0, 0 1, 3

Football Opera

Football

Opera
Husband

Wife

Wife�s best responses:

When her husband selects the Football game, her best response
is to also go to the Football game, i.e., BRW (F ) = F .
When her husband selects Opera, her best response is to also
go to the Opera, i.e., BRW (O) = O.



Example 2: Battle of the Sexes

3, 1 0, 0

0, 0 1, 3

Football Opera

Football

Opera
Husband

Wife

Two cells have all payo¤s underlined. These are the two Nash
equilibria of this game:

(Football, Football) with equilibrium payo¤ (3, 1), and
(Opera, Opera) with equilibrium payo¤ (1, 3).



Prisoner�s Dilemma �! NE = set of strategies surviving
IDSDS

Battle of the Sexes �! NE is a subset of strategies surviving
IDSDS (the entire game).

Therefore, NE has more predictive power than IDSDS.

Great!

IDSDS

NE

(Smaller subsets of equilibria indicate
greater predictive power)



The NE provides more precise equilibrium predictions:

All strategy
profiles

IDSDS strategy
profiles

Nash
equilibrium

Hence, if a strategy pro�le (s�1 , s
�
2 ) is a NE, it must survive IDSDS.

However, if a strategy pro�le (s�1 , s
�
2 ) survives IDSDS, it does not

need to be a NE.



Pareto coordination game

2, 2 0, 0

0, 0 1, 1

Tech A Tech B

Tech A

Tech B
Player 1

Player 2

While we can �nd two NE in this game,(A,A) and (B,B),
there are four strategy pro�les surviving IDSDS

Indeed, since no player has strictly dominated strategies, all
columns and rows survive the application of IDSDS.



2, 2 0, 0

0, 0 1, 1

Tech A Tech B

Tech A

Tech B
Player 1

Player 2

While two NE can be sustained, (B,B) yields a lower payo¤
than (A,A) for both players.

Equilibrium (B,B) occurs because, once a player chooses B,
his opponent is better o¤ at B than at A.

In other words, they would have to sumultaneously move to A
in order to increase their payo¤s.



Such a miscoordination into the "bad equilibrium" (B,B) is
more recurrent than we think:

Betamax vs. VHS (where VHS plays the role of the inferior
technology B, and Betamax that of the superior technology
A). Indeed, once all your friends have VHS, your best response
is to buy a VHS as well.



Mac vs. PC (before �les were mostly compatible).



QWERTY vs. DVORAK typewriter key arrangement, where the
current QWERTY arrangement plats the role of the inferior
technology B and the (never adopted) DVORAK arrangement
plays the role of the superior technology.



Blu-ray vs. HD-DVD.



Example 3: Coordination Game

1, 1 1, 1

1, 1 1, 1

Drive Left Drive Right

Drive Left

Drive Right
Thelma

Louise

Thelma�s best responses:

If Louise chooses to drives left, then Thelma�s best response is
to choose to drive left, i.e., BRT (LEFT ) = LEFT .
If Louise chooses to drive right, then Thelma�s best response is
to choose to drive right, i.e., BRT (RIGHT ) = RIGHT .



Example 3: Coordination Game

1, 1 1, 1

1, 1 1, 1

Drive Left Drive Right

Drive Left

Drive Right
Thelma

Louise

Louise�s best responses:

If Thelma chooses to drives left, then Louise�s best response is
to choose to drive left, i.e., BRL(LEFT ) = LEFT .
If Thelma chooses to drive right, then Louise�s best response is
to choose to drive right, i.e., BRL(RIGHT ) = RIGHT .

There are then two psNE: (LEFT, LEFT) and
(RIGHT,RIGHT).



Example 4: Anticoordination Game

The game of chicken is an example of an anticoordination
game.

0, 0 1, 1

1, 1 2, 2

Swerve Straight

Swerve

Straight
James

Dean

James�best responses:
When Dean selects Swerve, James�best response is to drive
Straight, i.e., BRJ (Swerve) = Straight.
When Dean selects Straight, James�best response is to
Swerve, i.e., BRJ (Straight) = Swerve.



Example 4: Anticoordination Game

0, 0 1, 1

1, 1 2, 2

Swerve Straight

Swerve

Straight
James

Dean

Dean�s best responses:

When James selects Swerve, Dean�s best response is to drive
Straight, i.e., BRD (Swerve) = Straight.
When James selects Straight, Dean�s best response is to
Swerve, i.e., BRD (Straight) = Swerve.



Example 4: Anticoordination Game

0, 0 1, 1

1, 1 2, 2

Swerve Straight

Swerve

Straight
James

Dean

Two cells have all payo¤s underlined. These are the two NE
of this game:

(Swerve, Straight) with equilibrium payo¤ (-1,1), and
(Straight, Swerve) with equilibrium payo¤ (1,-1).

Unline in coordination games, such as the Battle of the Sexes
or technology games, here every player seeks to choose the
opposite strategy of his opponent.



Example 5: Another Anticoordination Game

0, 0 2, 3

3, 2 1, 1

Call Wait

Call

Wait
Colleen

Winnie

Colleen�s best responses:

When Winnie selects Call, Colleen�s best response is to Wait,
i.e., BRC (Call) = Wait.
When Winnie selects Wait, Colleen�s best response is to Call,
i.e., BRC (Wait) = Call .



Example 5: Another Anticoordination Game

0, 0 2, 3

3, 2 1, 1

Call Wait

Call

Wait
Colleen

Winnie

Winnie�s best responses:

When Colleen selects Call, Winnie�s best response is to Wait,
i.e., BRW (Call) = Wait.
When Colleen selects Wait, Winnie�s best response is to Call,
i.e., BRW (Wait) = Call .



Example 5: Another Anticoordination Game

0, 0 2, 3

3, 2 1, 1

Call Wait

Call

Wait
Colleen

Winnie

Two cells have all payo¤s underlined. These are the two NE
of this game:

(Call, Wait) with equilibrium payo¤ (2,3), and
(Wait, Call) with equilibrium payo¤ (3,2).



Some Questions about NE:

1 Existence? �! all the games analyzed in this course will have
at least one NE (in pure or mixed strategies)

2 Uniqueness? �! Small predictive power. Later on we will
learn how to restrict the set of NE.



Rationalizable Strategies

Rationalizable Strategies: Strategies that survive the iterative
application of BR.

1 Example: Beauty Contest / Guess the Average [0, 100]

0 25 50 100

The guess which is closest to 1
2 the average wins a prize.

"Level 0"Players�!They select a random number from [0, 100],
implying an average of 50.

"Level 1" Players �! BR(s�i ) = BR(50) = 25

"Level 2" Players �! BR(s�1) = BR(25) = 12.5

... �! 0



Rationalizable Strategies

How many degrees of iteration do subjects use in experimental
settings?

About 1-2 for "regular" people.

So they say si = 50 or si = 25.

But...

One step more for undergrads who took game theory;
One step more for Portfolio managers;
1-2 steps more for Caltech Econ majors;
About 3 more for usual readers of �nancial newspapers
(Expansión in Spain and FT in the UK).

For more details, see Rosemarie Nagel "Unraveling in Guessing
Games: An Experimental Study" (1995). American Economic
Review, pp. 1313-26.



Example 6: Rock-Paper-Scissors

Not all games must have one NE using pure strategies...

0, 0 1, 1

1, 1 0, 0

Rock Paper

Rock

PaperBart

Lisa

1, 1

1, 1

1, 1 1, 1 0, 0

Scissors

Scissors

Bart�s best responses:
If Lisa chooses Rock, then Bart�s best response is to choose
Paper, i.e., BRB (Rock) = Paper .
If Lisa chooses Paper, then Bart�s best response is to choose
Scissors, i.e., BRB (Paper) = Scissors.
If Lisa chooses Scissors, then Bart�s best response is to choose
Rock, i.e., BRB (Scissors) = Rock.



Example 6: Rock-Paper-Scissors

0, 0 1, 1

1, 1 0, 0

Rock Paper

Rock

PaperBart

Lisa

1, 1

1, 1

1, 1 1, 1 0, 0

Scissors

Scissors

Lisa�s best responses:

If Bart chooses Rock, then Lisa�s best response is to choose
Paper, i.e., BRL(Rock) = Paper .
If Bart chooses Paper, then Lisa�s best response is to choose
Scissors, i.e., BRL(Paper) = Scissors.
If Bart chooses Scissors, then Lisa�s best response is to choose
Rock, i.e., BRL(Scissors) = Rock.



Example 6: Rock-Paper-Scissors

0, 0 1, 1

1, 1 0, 0

Rock Paper

Rock

PaperBart

Lisa

1, 1

1, 1

1, 1 1, 1 0, 0

Scissors

Scissors

In this game, there are no NE using pure strategies!

But it will have a NE using mixed strategies (In a couple of
weeks).



Example 7: Game with Many Strategies

0, 1 0, 1

1, 2 2, 2

w x

a

Player 1

Player 2

1, 0

4, 0

2, 1 0, 1 1, 2

y

3, 2

0, 2

1, 0

3, 0 1, 0 1, 1 3,1

z

b

c

d

Player 1�s best responses:
If Player 2 chooses w, then Player 1�s best response is to
choose d, i.e., BR1(w) = d .
If Player 2 chooses x, then Player 1�s best response is to
choose b, i.e., BR1(x) = b.
If Player 2 chooses y, then Player 1�s best response is to
choose b, i.e., BR1(y) = b.
If Player 2 chooses z, then Player 1�s best response is to
choose a or d, i.e., BR1(z) = fa, dg.



Example 7: Game with Many Strategies

0, 1 0, 1

1, 2 2, 2

w x

a

Player 1

Player 2

1, 0

4, 0

2, 1 0, 1 1, 2

y

3, 2

0, 2

1, 0

3, 0 1, 0 1, 1 3,1

z

b

c

d

Player 2�s best responses:
If Player 1 chooses a, then Player 2�s best response is to
choose z, i.e., BR1(a) = z .
If Player 1 chooses b, then Player 2�s best response is to
choose w, x or z, i.e., BR1(b) = fw , x , zg.
If Player 1 chooses c, then Player 2�s best response is to
choose y, i.e., BR1(c) = y .
If Player 1 chooses d, then Player 2�s best response is to
choose y or z, i.e., BR1(d) = fy , zg.



Example 7: Game with Many Strategies

0, 1 0, 1

1, 2 2, 2

w x

a

Player 1

Player 2

1, 0

4, 0

2, 1 0, 1 1, 2

y

3, 2

0, 2

1, 0

3, 0 1, 0 1, 1 3,1

z

b

c

d

NE can be applied very easily to games with many strategies.
In this case, there are 3 seperate NE: (b,x), (a,z) and (d,z).

Two important points:

Note that BR cannot be empty: I might be indi¤erent among
my available strategies, but BR is non-empty.
Another important point: Players can use weakly dominated
strategies, i.e., a or d by Player 1; y or z by Player 2.



Example 8: The American Idol Fandom

We can also �nd the NE in 3-player games.

Harrington, pp. 101-102.
More generally representing a coordination game between
three individuals or �rms.

"Alicia, Kaitlyn, and Lauren are ecstatic. They�ve just landed
tickets to attend this week�s segment of American Idol. The
three teens have the same favorite among the nine contestants
that remain: Ace Young. They�re determined to take this
opportunity to make a statement. While [text]ing, they come
up with a plan to wear T-shirts that spell out "ACE" in large
letters. Lauren is to wear a T-shirt with a big "A," Kaitlyn
with a "C," and Alicia with an "E." If they pull this stunt o¤,
who knows�they might end up on national television! OMG!



Example 8: The American Idol Fandom

While they all like this idea, each is tempted to wear instead
an attractive new top just purchased from their latest
shopping expedition to Bebe. It�s now an hour before they
have to leave to meet at the studio, and each is at home
trying to decide between the Bebe top and the lettered
T-shirt. What should each wear?"

2, 2, 2 0, 1, 0

1, 0, 0 1, 1, 0

C Bebe

A

Bebe
Lauren

Kaitlyn
Alicia chooses E

0, 0, 1 0, 1, 1

1, 0, 1 1, 1, 1

C Bebe

A

Bebe
Lauren

Kaitlyn
Alicia chooses Bebe



Example 8: The American Idol Fandom

2, 2, 2 0, 1, 0

1, 0, 0 1, 1, 0

C Bebe

A

Bebe
Lauren

Kaitlyn
Alicia chooses E

0, 0, 1 0, 1, 1

1, 0, 1 1, 1, 1

C Bebe

A

Bebe
Lauren

Kaitlyn
Alicia chooses Bebe

There are 2 psNE: (A,C,E) and (Bebe, Bebe, Bebe)



Example 9: Voting: Sincere or Devious?

Harrington pp. 102-106

Three shareholders (1, 2, 3) must vote for three options (A,
B, C) where

Shareholder 1 controls 25% of the shares
Shareholder 2 controls 35% of the shares
Shareholder 3 controls 40% of the shares

Their preferences are as follows:

Shareholder 1st Choice 2nd Choice 3rd Choice
1 A B C
2 B C A
3 C B A



Example 9: Voting: Sincere or Devious?

A B C

A A AA

A B AB

A A CC

1

2
3 votes for A

A B C

A B BA

B B BB

B B CC

1

2
3 votes for B

A B C

A C CA

C B CB

C C CC

1

2
3 votes for C

Example:
1 votes B, 2 votes B, 3 votes C:
Votes for B = 25 + 35 = 60%
Votes for C = 40%

B is the Winner

This implies the following
winners, for each possible
strategy profile:



Example 9: Voting: Sincere or Devious?

A B C

2,0,0 2,0,0 2,0,0A

2,0,0 1,2,1 2,0,0B

2,0,0 2,0,0 0,1,2C

1

2
3 votes for A

A B C

2,0,0 1,2,1 1,2,1A

1,2,1 1,2,1 1,2,1B

1,2,1 1,2,1 0,1,2C

1

2
3 votes for B

A B C

2,0,0 0,1,2 0,1,2A

0,1,2 1,2,1 0,1,2B

0,1,2 0,1,2 0,1,2C

1

2
3 votes for C

Each player obtains a payoff of:
2 if his most preferred option is adopted
1 if his second most preferred option is adopted
0 if his least preferred option is adopted



Example 9: Voting: Sincere or Devious?

A B C

2,0,0 2,0,0 2,0,0A

2,0,0 1,2,1 2,0,0B

2,0,0 2,0,0 0,1,2C

1

2
3 votes for A

A B C

2,0,0 1,2,1 1,2,1A

1,2,1 1,2,1 1,2,1B

1,2,1 1,2,1 0,1,2C

1

2
3 votes for B

A B C

2,0,0 0,1,2 0,1,2A

0,1,2 1,2,1 0,1,2B

0,1,2 0,1,2 0,1,2C

1

2
3 votes for C

5 NEs:
(A, A, A)
(B, B, B)
(C, C, C)
(B, B, C)
(A, C, C)



A comment on the NEs we just found

First point :Sincere voting cannot be supported as a NE of
the game.

Indeed, for sincere voting to occur, we need that each player
selects his/her most preferred option, i.e., pro�le (A,B,C),
which is not a NE.

Second point: In the symmetric strategy pro�les (A,A,A),
(B,B,B), and (C,C,C), no player is pivotal, since the outcome
of the election does not change if he/she were to vote for a
di¤erent option.

That is, a player�s equilibrium action is weakly dominant.



A comment on the NEs we just found

B

C

B B

B B

B B

C C

C C

C C

A A A

A A

A A

A B C

A

BB

CC

1

2
3 votes for A

A B C

AA

B

CC

1

2
3 votes for B

A B C

AA

BB

C

1

2
3 votes for C

This result can be easily
visualized by analyzing the
matrices representing the
results of each voting profile.

For instance, for (A,A,A),
option A arises. If only one
player changes his vote,
option A is still the winner.

A similar argument is
applicable to (B,B,B) ...

... and to (C,C,C).



A comment on the NEs we just found

Third point: Similarly, in equilibrium (B,B,C), shareholder 3
does not have incentives to deviate to a vote di¤erent than C
since he would not be able to change the outcome.

Similarly for shareholder 1 in equilibrium (A,C,C).



A comment on the NEs we just found

B

B

B

C

B B

B B

B B

C C

C C

C C

A A A

A A

A A

A B C

A

B

CC

1

2
3 votes for A

A B C

AA

B

CC

1

2
3 votes for B

A B C

AA

B

C

1

2
3 votes for C

In NE (B,B,C), option B is the
winner.

In (B,B,C) a unilateral
deviation of player 3 towards
voting for A (in the top
matrix) or for B (in the
middle matrix) still yields
option B as the winner.
Player 3 therefore has no
incentives to unilaterally
change his vote.



Nash equilibrium with N players

Felix Munoz-Garcia School of Economic Sciences
Washington State University

EconS 424 - Strategy and Game Theory



Games with n players

Main reference for reading: Harrington, Chapter 5.

Both symmetric (remember the de�nition) or asymmetric
games.

We will start with symmetric games, then move to asymmetric
games.

Two distinct classes of games:

In some, we will talk about network e¤ects (or tipping points).
In others, we will talk about congestion e¤ects.

This suggests that we might �nd asymmetric equilibria even
in games where players are symmetric.



Symmetric vs. Asymmetric Games

A game is symmetric if
all players share the same set of available strategies, and
when all players choose the same strategy, s_1=s_2=s, their
payo¤s coincide, i.e., u1 = u2.If we switch strategies, then
their payo¤s switch as well, i.e.,u1(s 0, s") = u2(s", s 0)

Intuitively, this implies that players�preferences over outcomes
coincide.

That is, players have the same ranking of the di¤erent
outcomes that can emerge in the game.

Example:

1, 1 3, 2

2, 3 2, 2

Low Moderate

Low

ModeratePlayer 1

Player 2

1, 2

2, 1

2, 1 1, 2 3, 3

High

High



Symmetric vs. Asymmetric Games

Symmetric NE:

All players use the same strategy.

Asymmetric NE:

Not all players use the same strategy.

Note that we can have an asymmetric NE in a symmetric
game if, for instance, congestion e¤ects exist.

Example: Consider a symmetric game where all drivers assign
the same value to their time, and they all have only two modes
of transportation (car vs. train).
When the number of drivers using the same route is
su¢ ciently high (congestion e¤ects are large), additional
drivers who consider which mode of transportation to use will
NOT use the car, leading to an asymmetric NE where a set of
drivers use their cars and another set use the train.



Symmetric vs. Asymmetric Games

Similarly, we can have symmetric NE in asymmetric games if
network e¤ects (also referred to as tipping points) are strong
enough.

Example: Consider an asymmetric game where a group of
consumers assign di¤erent values to two technologies A and B
(e.g., software packages).
If the number of customers who own technology A is
su¢ ciently high, even the individual with the lowest valuation
for A might be attracted to acquire A rather than B, leading
to a symmetric NE where all customers acquire the same
technology A.



Symmetric vs. Asymmetric Games

Very useful property:

Consider a symmetric game, and suppose you �nd an
asymmetric NE, meaning that not all players use the same
strategy.
Then, there are other asymmetric NE in this game that have
players swap strategies.

Example:

In a two-player symmetric game, if (s 0, s 00) is a NE, then so is
(s 00, s 0).
In a three-player symmetric game, if (s 0, s 00, s 000) is a NE, then
so are (s 0, s 000, s 00), (s 00, s 0, s 000), (s 00, s 000, s 0), (s 000, s 0, s 00), and
(s 000, s 00, s 0).

That is, if (Low, Moderate) was an asymmetric NE in the
previous payo¤ matrix, so is (Moderate, Low)



The airline security game

An airline�s security is dependent not just on what security
measures it takes, but also on the measures taken by other
airlines since bags are transferred

Example:

The suitcase that blew up the Pam Am �ight over Lockerbie,
Scotland, had been checked in Malta, transferred in Frankfurt
and then in London.



The airline security game



The airline security game

Players: n � 2 symmetric airlines.
Each selects a security level si = f1, 2, ..., 7g
Payo¤ for airline/airport i is

50+ 20minfs1, s2, ..., sng � 10si

Intuition: the overall security level is as high as its weakest
link. Hence, this game serves as an illustration of the more
general "weakest link coordination game."



The airline security game

Note that if airline i selects si > minfs1, s2, ..., sng it can
increase its payo¤ by reducing security without altering the
overall security level.

Hence, si > minfs1, s2, ..., sng cannot be an equilibrium.
Since this argument can be extended to all airlines, no
asymmetric equilibruim can be sustained.

Only symmetric equilibria exist.



The airline security game

Assume that, in a symmetric equilibrium, all airlines select
si = s 0 for all i .

Any airline�s payo¤ from selecting s 0 is

50+ 20minfs 0, s 0, ..., s 0g| {z }
s 0

� 10s 0 = 50+ 20s 0+ 10s 0 = 50+ 10s 0



The airline security game

Is there a pro�table deviation?

Let us �rst check the payo¤ from deviating to s 00 > s 0

50+ 20minfs 00, s 0, ..., s 0g| {z }
s 0

� 10s 0 = 50+ 20s 0 + 10s 00

= 50+ 10s 0 + 10s 0 � 10s 00

= 50+ 10s 0 � 10 (s 00 � s 0)| {z }
+ since s 00>s 0

which is lower than 50+ 10s 0 (payo¤ from selecting s 0).

Intuition: Security is not improved, but the airline�s costs go
up.



The airline security game

What if, instead, the airport deviates to s0 < s 0? Then its
payo¤s is

50+ 20minfs0, s 0, ..., s 0g| {z }
s0

� 10s0 = 50+ 20s0 � 10s0

= 50+ 10s0

which is lower than 50+ 10s 0 (payo¤ from selecting s 0).

Intuition: reduction in actual security swamps any cost
savings.



The airline security game

Hence, si = s 0 for all airports is the symmetric NE of this
game.

Seven symmetric NE, one for each security level.

Airports are, however, not indi¤erent among these equilibria.

50+ 10s 0 = 50+ 10 � 1 = 60 if s 0 = 1
= 50+ 10 � 7 = 120 if s 0 = 7

Hence, this game resembles a Pareto coordination game, since
in each NE players select the same action (same security
level), but some NE Pareto dominate others, i.e., payo¤s are
larger for all airports if they all select s 0 = 7 than if they all
choose s 0 = 1.



The airline security game

Which equilibrium emerges among the 7 possible NEs?
Let us check that with an experiment replicating this game,
using undergrads in Texas A&M as players.
The following table reports the percentage of students
choosing action s 0 = 7, s 0 = 6, ..., s 0 = 1 (in rows).
Let us �rst look at their �rst round of interaction (second
column)...
then at their last round of interaction (third column).



The airline security game

That is, a "race to the bottom" is observed as subjects
interact for more and more periods.

Before you cancel your airline reservation...

note that pre-play communication wasn�t allowed among
students, whereas it is common among airports.



Check your understanding - Exercise

"Check your understanding 5.2" in Harrington, page 125

(Answer at the end of the book).

Assume that the e¤ective security level is now determined by
the highest (not the lowest) security measures chosen by
airlines.

Airline i�s payo¤ is now:

50+ 20maxfs1, s2, ..., sng � 10si

Find all Nash Equilibria.



Mac versus Windows game

Strategy set: either buy a Mac or buy a PC.

n � 2 symmetric players.
Payo¤ from buying a Mac: 100+ 10m

Payo¤ from buying a PC (we denote it as w , for Windows):
10w = 10(n�m) since w +m = n.
Mac is assumed to be superior:

Indeed, if the same number of buyers purchase a Mac and a
PC, i.e., m = w , every individual�s payo¤ is larger with the
Mac, 100+ 10m > 10m.



Mac versus Windows game

Here we should expect Network e¤ects:

the more people using the same operating system that you use,
the more valuable it becomes to you
e.g., you can share �les with more people, software companies
design programs for that platform since their group of
potential customers grows, etc.



Mac versus Windows game

Let us �rst check if "extreme" equilibria exist where all
consumers buy Mac or all buy PC.

If all buy Mac, m = n, the payo¤ of any individual is
100+ 10n (equilibrium payo¤).

If, instead, I deviate towards PC, I obtain only
10[n� (n� 1)| {z }

m

] = 10.

Since the game is symmetric, we can extend the same
argument to all consumers.

Therefore, there is a NE where everybody buys a Mac.



Mac versus Windows game

What about the other extreme equilibrium?

If all buy PC, my payo¤ is 10n, since w = n.

If, instead, I deviate towards Mac, I obtain
100+ 10 � 1 = 110.
In order for this extreme equilibrium to exist we thus need

10n � 110, that is n � 110
10

= 11

Hence, if the total population is larger than 11 individuals, an
equilibrium where all individuals buy PC can be sustained.



Mac versus Windows game

We have then showed that there exist two extreme equilibria:

One where all players choose Mac, which can be sustained for
any population size n, and
One where all players choose PC, which can only be sustained
if the population size, n, satis�es n � 11.

But how can we more generally characterize all equilibria in
this type of games?

We just want to be sure we didn�t miss any!



Mac versus Windows game

Generally, I will be indi¤erent between buying a PC and a Mac
when the payo¤ from a PC, 10w , coincides with that of
buying a Mac, 100+ 10(n� w). That is

10w = 100+ 10(n� w)

and solving for w , we obtain

w = 5+
1
2
n

Example: if, for instance, n = 20, payo¤ become 10w for PC,
and 100+ 10(n� w) = 100+ 10(20� w) = 300� 10w for
Mac.

The value of w that makes me indi¤erent becomes
w = 5+ 1

2n = 5+
1
220 = 15.



Mac versus Windows game

The following �gure depicts individual payo¤s of buying a PC,
10w , and buying a Mac, 300� 10w , when n = 20. Note that
the individual is indi¤erent at w = 15.

If n = 50, you can check that payo¤s become 10w and
100+ 10(n� w) = 100+ 10(50� w) = 600� 10w for PC
and Mac, respectively. (Graphically, the payo¤ from PC remains
una¤ected, but the payo¤ from Mac shifts upwards).

The value of w that makes me indi¤erent becomes
w = 5+ 1

2n = 5+
1
250 = 30



Mac versus Windows game

10w

Payoff from Windows,
independent on n

600  10w

300  10w

600

300

15 30 w, # of PC owners.

Payoff from Mac
when n = 50

Payoff from Mac
when n = 20



Mac versus Windows game

When n > 11, two "extreme" equilibria can therefore arise, where
either all customers buy Mac or all buy PC.
Which one actually emerges depends on customers�expectations
about how many individuals will be buying/using Mac vs. Windows.
How can a �rm a¤ect those expectations in its favor?

Advertising can help, but it is not su¢ cient:
A potential consumer might be swayed towards a Mac
after watching the commercial, but he must be aware
that many other potential buyers were swayed as well.

That is, it must be common knowledge that the product is
compelling.
According to Harrington, "Perhaps the best generator of
common knowledge in the U.S. is a commercial during the
Super Bowl." Everyone watching it knows that almost
everyone is watching it.
It is thus not a coincidence that the Mac was introduced in a
60-second commercial during the 1984 Super Bowl.



Applying for an internship game

Strategy set: apply to JP Morgan (JPM) or to Legg Mason
(LM).

Players: n � 2 symmetric students.
One available position at JPM, but 3 available in LM.

Here there are no network e¤ects (or tipping points).

Rather, we have congestion e¤ects: the more students apply to
the same internship as you do, the less likely it is that you can
get it.



Applying for an internship game

Payo¤s are described in the following table with n = 10
students.

The more students that apply to JPM (�rst column), the lower
your expected payo¤ becomes if you apply to JPM (second
column) since you probably don�t get it.
The more students that apply to JPM (�rst column), the
higher your expected payo¤ becomes if you apply to LM
instead (third column) since you probably get it.

Number of
Applicants to JPM

Payoff to a JPM
Applicant

Payoff to an LM
Applicant

0 30

1 200 35

2 100 40

3 65 45

4 50 50

5 40 60

6 35 75

7 30 100

8 25 100

9 20 100

10 15



Applying for an internship game

Is there an equilibrium where no student applies to JPM? No, since
you would have incentives to deviate towards JPM.
Is there an equilibrium where only 1 student applies to JPM? No,
since you would have incentives to deviate towards JPM.
Similarly for equilibria with 2 and 3 students applying to JPM.
Not for the case where 4 students apply to JPM (and therefore 6
apply to LM).

Number of
Applicants to JPM

Payoff to a JPM
Applicant

Payoff to an LM
Applicant

0 30

1 200 35

2 100 40

3 65 45

4 50 50

5 40 60

6 35 75

7 30 100

8 25 100

9 20 100

10 15

No student applies
to JPM

Only one student
applies to JPM



Applying for an internship game

Is there an equilibrium where all 10 students apply to JPM? No,
since you would have incentives to deviate towards LM.
Is there an equilibrium where 9 students apply to JPM? No, since
you would have incentives to deviate towards LM.
Similarly for equilibria with 8, 7, 6 and 5 students applying to JPM.

Not for the case where 4 students apply to JPM (and therefore 6 apply
to LM).

Number of
Applicants to JPM

Payoff to a JPM
Applicant

Payoff to an LM
Applicant

0 30

1 200 35

2 100 40

3 65 45

4 50 50

5 40 60

6 35 75

7 30 100

8 25 100

9 20 100

10 15

All 10 students
apply to JPM



Applying for an internship game

Hence, although all students have the same options and
preferences (i.e., the game is symmetric), an asymmetric NE
exists where students make di¤erent choices: 4 choose to
apply to JPM and 6 choose to apply to LM.

Asymmetric behavior emerges from congestion e¤ects.



Location Problem (Waston, pp. 117-118)

10 �rms

Si = fLocate in downtown, Locate in the suburbsg.
Payo¤ for every �rm that locates in Downtown:

5n� n2 + 50

where n indicates the number of �rms located in Downtown.

Payo¤ for every �rm that locates in the Suburbs

48�m

where m represents the number of �rms located in the
suburbs.



Location Problem

In equilibrium, every �rm cannot increase its pro�ts by
changing its location

That is, every �rm must be indi¤erent between locating in
Downtown or in the Suburbs, as follows

5n� n2 + 50 = 48�m

and since m+ n = 10, we have that m = 10� n, which we
can use in order to rewrite the above equality, as follows:

5n� n2 + 50 = 48� (10� n)

which simpli�es to

�n2 + 4n+ 12 = 0



Location Problem

For the quadratic equation we obtained, �n2 + 4n+ 12 = 0,
we can �nd two roots:

n = 6, and
n = �2 (we can discard this solution as not meaningful)

(See the graphical representation on the next slide).

Threfore, the NE of this location game is that:

n = 6 �rms locate in Downtown, and
as a consequence, the remaining m = 10� n = 10� 6 = 4
�rms locate in the Suburbs.



Location Problem

38

6 10

Locate in Downtown Locate in Suburbs

48  m = 48 –(10 –n) = 38 + n

5n –n2 + 50

More firms in Downtown

More firms in the Suburbs

Profits from locating in the Suburbs

Profits from locating
in Downtown

Intuitively, the location of more �rms in Downtown creates
congestion e¤ects in Downtown (reducing pro�ts), and
"clears" the Suburbs, reducing congestion in the Suburbs.



Symmetric vs. Asymmetric Games

So far, the games we have analyzed with n players were
symmetric.

Same strategy set across players.
all players share the same set of available strategies, and
when all players choose the same strategy, s1=s2=....sn= s,
their payo¤s coincide, i.e., u1 = u2 = .....un .If we switch
strategies, then their payo¤s switch as well.

What if, instead, we allow for the game to be asymmetric?

That is, we allow for players to be heterogeneous in their
preferences?



Entry Game

Several industries experience entry by many �rms in certain
periods.

Recent examples: MP3 players, on-line book stores, apps for
mobile phones, etc.

Understanding entry patterns can help us predict entry in
other industries in the future...

and design policies that promote/hamper entry.
(We will examine entry decisions later on, when we introduce
incomplete information. Hot topic in regulatory economics for
decades.)

How can we use game theory to analyze the entry decision of
a potential entrant?



Entry Game

Consider 5 potential entrants, with the following entry costs:

Lower entry costs might re�ect the previous experience of the
entrant in related industries, e.g., Barnes and Nobles entering
the on-line business with bn.com.

Upon entry, �rms�pro�ts are described as follows



Entry Game

Therefore, the net pro�t from entering becomes...

0 1 2 3 4

900 300 150 50 0

840 240 90 10 60

820 220 70 30 80

800 200 50 50 100

790 190 40 60 110

1

2

3

4

5

Company
Number of Other Companies that Enter

How to read this table?

If you are in the shoes of company 2 (second row) and entered
when two other companies are active (third column), your
pro�ts are 250� 160 = 90 (net of entry costs).



Entry Game

Before analyzing the NEs of this game, note that there are no
strictly dominated strategies:

If you are �rm 1 (�rst row), entering yields a strictly higher
payo¤ than not entering ($0) only if 3 or less �rms have
entered.
If you are �rm 2 (second row), entering yields a strictly higher
payo¤ than not entering ($0) only if 2 or less �rms have
entered.

[A similar argument is applicable to �rms 3, 4 and 5.]

0 1 2 3 4

900 300 150 50 0

840 240 90 10 60

820 220 70 30 80

800 200 50 50 100

790 190 40 60 110

1

2

3

4

5

Company
Number of Other Companies that Enter



Entry Game

But, what is the set of NEs of this game?

Let�s start with an extreme case:
Checking if zero entrants can be a NE.
It cannot be, since, for instance, �rm 1 would obtain $1,000 in
pro�ts from entering, as opposed to $0 from not entering.



Entry Game

What is the set of NEs of this game?

Let us now check if one entrant can be a NE?
It cannot be. If only one �rm has entered, then we are in
column one (no other companies have entered, and the only
entering �rm is a monopoly). In this case, all �rms have
individual incentives to enter.

0 1 2 3 4

900 300 150 50 0

840 240 90 10 60

820 220 70 30 80

800 200 50 50 100

790 190 40 60 110

1

2

3

4

5

Company
Number of Other Companies that Enter



Entry Game

What is the set of NEs of this game?

Let us now check if two entrants can be a NE?
It cannot be: If only two �rms have entered, then we are in
column two (another �rm and me), and all �rms have
individual incentives to enter.

0 1 2 3 4

900 300 150 50 0

840 240 90 10 60

820 220 70 30 80

800 200 50 50 100

790 190 40 60 110

1

2

3

4

5

Company
Number of Other Companies that Enter



Entry Game

What is the set of NEs of this game?

Let us now check if three entrants can be a NE?
It can be a NE. Let�s see why...
If only three �rms have entered, then we are in column three
(two other �rms and me).

0 1 2 3 4

900 300 150 50 0

840 240 90 10 60

820 220 70 30 80

800 200 50 50 100

790 190 40 60 110

1

2

3

4

5

Company
Number of Other Companies that Enter



Entry Game

More on the NE with three entrants:
There are six possible pro�les, all of them including �rm 1:
(1,2,3), (1,2,4), (1,2,5), (1,3,4), (1,3,5) and (1,4,5).
Why can�t other pro�les with three �rms entering, such as
(3,4,5) be sustained as a NE?

Because if �rm 1 was not part of the industry, it would have
incentives to enter, obtaining a net payo¤ of 50.

0 1 2 3 4

900 300 150 50 0

840 240 90 10 60

820 220 70 30 80

800 200 50 50 100

790 190 40 60 110

1

2

3

4

5

Company
Number of Other Companies that Enter



Entry Game

Can we support a NE with four entrants? No.
Focus on column four (three �rms and me entering): Despite
�rm 1 having incentives to enter a market with 3 other �rms
(yielding four �rms in total)...
the pro�ts of the other three �rms (e.g., 2, 3 and 4, or any
other combination) becomes negative, so they would not want
to enter that market.

A similar argument applies to the case of �ve entrants:four
other �rms and I entered, as indicated in the last column.

0 1 2 3 4

900 300 150 50 0

840 240 90 10 60

820 220 70 30 80

800 200 50 50 100

790 190 40 60 110

1

2

3

4

5

Company
Number of Other Companies that Enter



Entry Game

We can hence conclude that only one "type" of NE occurs in
which three �rms (�rm 1 and two other �rms) enter the
industry.

This implies 6 possible strategy pro�les.

If the NE is (1,2,3), then the most e¢ cient �rms are entering
(those with the lowest entry costs).

However, if the NE (1,4,5) arises, we don�t have the most
e¢ cient �rms entering.



Check your Understanding

"Check your Understanding 5.3" in Harrington, page 134.

(Answer at the end of the book).

Eliminate company 1 from the Entry game,

Hence, only companies 2, 3, 4 and 5 simultaneously decide
whether to enter.

Find all Nash Equilibria.



Civil Unrest Game

Let�s now have a look at an application from political science:
the analysis of civil unrests and mass demonstrations in
non-democratic societies that ultimately led to democracy.

Examples abound: Former GDR, last years of dictatorships in
Spain and Portugal. More recent examples: Tunisia and Egypt.

We can also use game theory to analyze a citizen�s individual
decision to attend/not attend a demonstration.

How to introduce asymmetric players? We do so by allowing
for di¤erent costs of attending the demonstration.

Cost for a "radical" citizen: 6,000.
Cost for a "progressive" citizen: 8,000.
Cost for a "bourgeois" citizen: 20,000.



Civil Unrest Game

If a citizen does not protest, his payo¤ is zero. If he protests,
his payo¤ is an increasing function of the number of
protesters, 50m� Costi .
Hence, a citizen protests if

50m� Costi � 0,

where i = {Radical, Progressive, Bourgeois}.
It is therefore easy to check that the minimal number of
protesters that lead a citizen to attend the demonstration is
m � Costi

50
This minimal cuto¤ (the so-called "critical mass") is
6000
50 = 120 for a Radical, 800050 = 160 for a Progressive and
20000
50 = 400 for a Bourgeois.

In addition, let us assume that there are 100, 100, and 300 of
each type of citizen, respectively.



Civil Unrest Game

The following table summarizes the initial information of this
exercise.

Before we start �nding the set of NEs, note a useful property
of the above cuto¤s (critical masses):

It it is optimal for a Progressive to protest, then it is also
optimal for a Radical to do so.
If it is optimal for a Bourgeois to protest, then it is also
optimal for a Radical and a Progressive to do so.
(see �gures on next slides)



Civil Unrest Game

5000

120 160 400

Radicals do not attend

Progressives do not attend Progressives attend

Bourgeois do not attend Bourgeois attend

Radicals attend

Total number of citizens

1st

2nd

3rd



Civil Unrest Game

Summarizing...

5000

120 160 400

Total number of citizens

No type of citizen
attends the

demonstration

Only radicals
attend

Both radicals and progressives attend

All three groups (radicals,
progressives, and bourgeois)

attend



Civil Unrest Game

Let us now �nd the NEs of this game.

Starting simple, let us start with the pro�le in which none of
the three types protests.

This can be supported as a NE: if all types of citizens believe
that no one will show up in the demonstration (m = 0), then
the Radicals won�t �nd it optimal to attend, nor will
Progressives and Bourgeois.

What about the pro�le where only Radicals protest?

This cannot be a NE: if only Radicals protest, then m = 100,
which does not exceed the minimal cuto¤ for Radicals (nor
does it exceed the cuto¤ for Progressives of Bourgeois).
Hence, the Radicals won�t �nd it optimal to attend.



Civil Unrest Game

What about the pro�le where both Radicals and
Progressives protest?

This can be a NE: on one hand, m = 200, which exceeds the
minimal cuto¤ for Radicals and Progressives, leading both of
them to attend. On the other hand, m = 200 is still lower
than the minimal cuto¤ for the Bourgeois, inducing them to
stay home, as prescribed by this equilibrium.

What about the pro�le where all citizens protest?

This can be a NE: if m = 500, all types of citizens �nd it
optimal to attend, since m = 500 exceeds the cuto¤ of all
three types of citizens.



Civil Unrest Game

Summarizing, equlibrium can involve...

The total absence of demonstrations, i.e., m = 0.
A modest demonstration with only Radicals and Progressives,
i.e., m = 200.

We call it "modest" since these two groups only account for
40% = 100+100

500 of the population.

A massive demonstration with full participation (all citizens),
i.e., m = 500.



Civil Unrest Game

Which of these multiple equilibria actually occurs depends on
citizens�beliefs about participation.

If most people believe that the demonstration will be massive,
then the last equilibrium occurs.
If most people believe that very few citizens will attend the
demonstration, the �rst or second type of equilibrium occurs.

Example: GDR in Sept 1989 - Feb 1990

Turn out started to grow from one week to the next (a¤ecting
beliefs) until massive demonstrations of 3.2 million people!
More details in Harrington, and in the article by Susanne
Lohmann "The Dynamics of Informational Cascades: The
Monday Demonstrations in Leipzig, East Germany," World
Politics, 47 (1994), pp. 42-101.
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Games with Continuous Actions Spaces

So far, we considered that players select one among a discrete
list of availbale actions, e.g., si 2 fEnter ,NotEnterg,
si 2 fx , y , zg.
But in some economic settings, agents can select among an
in�nite list of actions.

Examples: an output level qi 2 R+ (as in the Cournot game
of output competition),
A price level pi 2 R+ (as in the Bertrand game of price
competition),
Contribution ci 2 R+ to a charity in a public good game,
Exploitation level xi 2 R+ of a common pool resource, etc.

Main reference for reading:

Harrington, Chapter 6
Osborne: Chapter 3 (posted in the course website)



Cournot Game of Output Competition

We �rst assume that N = 2 �rms compete selling a
homogenous product (no product di¤erentiation).

Later on (maybe in a homework) you will analyze the case
where �rms sell di¤erentiated products (easy! don�t worry).

Firm i�s total cost function is TCi (qi ) = ciqi .

Note that this allows for �rms to be symmetric in costs,
ci = cj , or asymmetric, ci > cj .

Inverse demand function is linear p(Q) = a� bQ, where
Q = q1 + q2 denotes the aggregate output, a > c and b > 0.

The pro�t maximization problem for �rm 1 is therefore

max
q1

π1(q1, q2) = [a� b(q1 + q2)]q1 � c1q1

= aq1 � b(q1 + q2)q1 � c1q1



Cournot Game of Output Competition

Taking �rst-order conditions with respect to q1,

a� 2bq1 � bq2 � c1 � 0

and solving for q1,

q1 =
� a�c1

2b �
1
2q2 if q2 �

a�c1
b

0 if q2 > a�c1
b

This is �rm 1�s best response function: it tells �rm 1 how
many units to produce in order to maximize pro�ts as a
function of �rm 2�s output, q2 [See �gure].



Cournot Game of Output Competition

Drawing a single BRF: q1(q2) =
� a�c1

2b �
1
2q2 if q2 �

a�c1
b

0 if q2 > a�c1
b

ac1
2b

½

At	this	point,	q1	=	0	=																									q2.1
2

q1

q2

ac1
2b

In order to �nd the horizontal intercept, where q1 = 0, we
solve for q2, as follows

0 =
a� c1
2b

� 1
2
q2 =)

a� c1
b

= q2

Hence, the horizontal intercept of BRF1 is q2 = a�c1
b



Cournot Game of Output Competition

Similarly for BRF2: q2(q1) =
� a�c2

2b �
1
2q2 if q1 �

a�c2
b

0 if q1 > a�c2
b

Note that we depict BRF_2 using the same axis as for
BRF_1 in order to superimpose both BRFs later on.

½

q1

q2
ac2
2b

ac2
b

Same	axis



Cournot Game of Output Competition

Putting both �rms�BRF together... we obtain two �gures:

one for the case in which �rms are symmetric in marginal
costs, c1 = c2, and
another �gure for the case in which �rms are asymmetric,
c2 > c1.



Cournot Game of Output Competition

If c1 = c2,(�rms are symmetric in costs),

q1

q2
ac2
2b

ac1
2b

ac1
b

ac2
b BR2(q1)

BR1(q2)

q1	=	q2

(q1,q2)*				*

45o



Cournot Game of Output Competition

Since c1 = c2, then

a� c1
2b

=
a� c2
2b

(vertical intercepts)

a� c1
b

=
a� c2
b

(horizontal intercepts)



Cournot Game of Output Competition

If c2 > c1(�rm 1 is more competitive),

q1

q2
ac2
2b

ac1
2b

ac1
b

ac2
b BR2(q1)

BR1(q2)

q1	=	q2

(q1,q2)*				*

45o

*						*	where	q1	>	q2

(above	the	45oline)



Cournot Game of Output Competition

Since c2 > c1,

a� c1
2b

>
a� c2
2b

(vertical intercepts)

a� c1
b

>
a� c2
b

(horizontal intercepts)



Cournot Game of Output Competition

How can we �nd the NE of this game?

We know that each �rm must be using its BRF in equilibrium.
We must then �nd the point where BRF1 and BRF2 cross
each other.
Assuming an interior solution,

BRF1 �! q1 =
a� c1
2b

� 1
2
q2 =

a� c1
2b

� 1
2

0BB@a� c22b
� 1
2
q1| {z }

BRF2

1CCA
and solving for q1,

q1 =
a� 2c1 + c2

3b

Similarly for q2,

q2 =
1� 2c2 + c1

3b



Cournot Game of Output Competition

What about Corner Solutions?

Using the �gures, we can easily determine a condition for �rm
2�s equilibrium output, q�2 , to be positive...
In particular, the vertical intercept of �rm 2�s BRF lies above
the vertical intercept of �rm 1�s BRF .

That is, if

a� c2
b
� a� c1

2b
() a+ c1

2
� c2

As depicted in the next �gure



Cournot Game of Output Competition

Corner Solution with only �rm 1 producing

q1

q2
ac2
2b

ac1
2b

ac1
b

ac2
b

(q1,q2)*				*

Note that (q�1 , q
�
2 ) is the only crossing point between BRF1

and BRF2, implying q�1 > 0, but q
�
2 = 0.



Cournot Game of Output Competition

This corner solution happens when

a� c1
2b

� a� c2
b

=) c2 �
a+ c1
2

Intuition: Firm 1 is super-competitive (High c2).



Cournot Game of Output Competition

Another Corner Solution with only �rm 2 producing:

q1

q2
ac2
2b

ac1
2b

ac1
b

ac2
b

(q1,q2)*				*

Note that (q�1 , q
�
2 ) is the only crossing point between BRF1

and BRF2, implying q�2 > 0, but q
�
1 = 0.



Cournot Game of Output Competition

This corner solution happens when

a� c2
2b

� a� c1
b

=) a+ c1
2
� c2

Intuition: Firm 2 is super-competitive (Low c2).



Cournot Game of Output Competition

Hence, aggregate output (assuming interior solutions) is

Q = q1 + q2 =
a� 2c1 + c2

3b
+
a� 2c2 + c1

3b
=
2a� c1 � c2

3b
and the equilibrium price is

p = a� bQ = a� b

0BB@2a� c1 � c23b| {z }
Q

1CCA =
a+ c1 + c2

3
.

Assuming symmetry (c1 = c2 = c), pro�ts are

πi = (p � c)qi =
�
a+ 2c
3
� c
�
a� c
3b

=
(a� c)2
9b

Practice: �nd pro�ts without symmetry. If we assume that
c2 > c1, which �rm experiences the highest pro�t?



Cournot Game of Output Competition

This is very similar to the prisoner�s dilemma!

Indeed, if �rms coordinate their production to lower
production levels, they would maximize their joint pro�ts.

Let us show how (for simplicity we assume symmetry in costs).

First, note that �rms would maximize their joint pro�ts by
choosing q1 and q2 such that

max π1 + π2 = [(a� b(q1 + q2))q1 � cq1]
+[(a� b(q1 + q2))q2 � cq2]

= (a� bQ)Q � cQ = aQ � bQ2 � cQ



Cournot Game of Output Competition

Taking �rst-order conditions with respect to Q, we obtain

a� 2bQ � c = 0

and solving for Q,we obtain the aggregate output level for the
cartel

Q =
a� c
2b

Since �rms are symmetric in costs, each produces half of this
aggregate output level,

qi =
1
2
a� c
2b



Cournot Game of Output Competition

Hence, equilibrium price is

p = a� bW = a� b
�
a� c
2b

�
=
a+ c
2

and pro�ts for every �rm i are

πi = p � qi � cqi =
a+ c
2

�
a� c
2b

�
� c

�
a� c
4b

�
=
(a� c)2
8b

which is higher than the individual pro�t for every �rm under
Cournot competition, (a�c )

2

9b .



Cournot Game of Output Competition

What if my �rm deviates to Cournot output?

πi = pqi � cqi =

26664a� b
0BBB@a� c3b| {z }
qCournoti

+
a� c
4b| {z }
qCartelj

1CCCA
37775 � a� c3b

�c
�
a� c
3b

�
=

5(a� c)2
36b

(and Firm j makes a pro�t of 5(a�c )
2

48b ).



Cournot Game of Output Competition

Putting everything together:

Participate	in	Cartel Compete	in	Quantities

Participate	in	
Cartel

Compete	in	
Quantities

Firm	1

Firm	2

(a	–c)2

8b
(a	–c)2

8b,

5(a	–c)2

32b
5(a	–c)2

48b,
(a	–c)2

9b
(a	–c)2

9b,

5(a	–c)2

48b
5(a	–c)2

32b,

Conditional on �rm 2 participating in the cartel, �rm 1
compares (a�c )

2

8b < 5(a�c )2
36b () 0.125 < 0.1388.

Conditional on �rm 2 competing in quantities, �rm 1
compares 5(a�c )

2

48b < (a�c )2
9b () 0.1 < 0.111.

(And similarly for �rm 2).



Hence, deviating to Cournot output levels is a best response
for every �rm regardless of whether its rival respects or
violates the cartel agreement.

In other words, deviating to Cournot output levels is a strictly
dominant strategy for both �rms, and thus constitutes the NE
of this game.

How can �rms then collide e¤ectively? By interacting for
several periods. (We will come back to collusive practices in
future chapters).



Bertrand Game of Price Competition

Competition in prices. The �rm with the lowest price attracts all
consumers. If both �rms charge the same price, they share
consumers equally.

Any pi < c is strictly dominated by pi � c .
No asymmetric Nash equilibrium: (See Figures)

1 If p1 > p2 > c , then �rm 1 obtains no pro�t, and it can
undercut �rm 2�s price to p2 > p1 > c . Hence, there exists a
pro�table deviation, which shows that p1 > p2 > c cannot be
a psNE.

2 If p2 > p1 > c . Similarly, �rm 2 obtains no pro�t, but can
undercut �rm 1�s price to p1 > p2 > c . Hence, there exists a
pro�table deviation, showing that p2 > p1 > c cannot be a
psNE.

3 If p1 > p2 = c , then �rm 2 would want to raise its price
(keeping it below p1). Hence, there is a pro�table deviation for
�rm 2, and p1 > p2 = c cannot be a psNE.

4 Similarly for p2 > p1 = c .



Bertrand Game of Price Competition

1 p1 > p2 > c

c p1p2

Profitable	deviation	of	firm	1.

2 p2 > p1 > c

c p2p1

Profitable	deviation	of	firm	2.



Bertrand Game of Price Competition

1 p1 > p2 = c

c	=	p2 p1

2 p2 > p1 = c

c	=	p1 p2



Bertrand Game of Price Competition

Therefore, it must be that the psNE is symmetric. If
p1 = p2 > c , then both �rms have incentives to deviate,
undercutting each other�s price (keeping it above c , e.g.,
p2 > p̃1 > c .

c p1	=	p2

p1
~

And	similarly	for	firm	2

Hence, p1 = p2 = c is the unique psNE.



Bertrand Game of Price Competition

The Bertrand model of price competition predicts intense
competitive pressures until both �rms set prices p1 = p2 = c .

How can the "super-competitive" outcome where
p1 = p2 = c be ameliorated? Two ways:

O¤ering price-matching guarantees.
Product di¤erentiaion



Price-matching Guarantees in Bertrand

These guarantees are relatively common in some industries

Walmart, Best Buy, Orbitz, etc.

Under this guarantee, �rm 1 gets

a price p1 for its products when p1 � p2, and...
a price p2 for its products when p1 > p2 (the low-price
guarantee kicks in)

Hence, �rm 1 sells its products at the lowest of the two prices,
i.e., minfp1, p2g.



Price-matching Guarantees in Bertrand

Before analyzing the set of NEs under low-price guarantees,
let�s �nd the price that �rm 1 would set under monopoly.

If both �rms�marginal costs are c = 10, and the demand
function is q = 100� p, �rm 1�s pro�ts are

π = pq� cq = p(100�p)� 10(100�p) = (p� 10)(100�p)

Taking FOCs with respect to p, we obtain 100� 2p + 10 = 0
which implies p = $55.
At this price, monopoly pro�ts become 2,025.



Price-matching Guarantees in Bertrand

Taking SOCs with respect to p, we obtain �2 < 0. Hence,
the pro�t function is concave and is represented below.



Price-matching Guarantees in Bertrand

Let us now examine the case where instead �rm 1 competes
with �rm 2 and both �rms o¤er low-price guarantees.

Firm 1�s pro�ts are

[minfp1, p2g| {z }
lowest price

�10] 1
2
[100�minfp1, p2g]| {z }

�rm 1�s sales

where the "1/2" is due to the fact that, under the low-price
guarantee, both �rms end up selling their products at the
same price, namely, the lowest price in the market, and each
�rm gets 50% of the sales.

Conside a symmetric strategy pair where both �rms set
p1 = p2 = p0 such that p0 2 [10, 55], i.e., above marginal
costs and below monopoly price.



Price-matching Guarantees in Bertrand

Firm 1�s pro�ts become

When p1 � p0, shop 1 sells at p1. This implies that its pro�ts
become

minfp1, p2g| {z }
lowest price

�10] 1
2
[100�minfp1, p2g]| {z }

�rm 1�s sales

= [p1� 10]
1
2
[100�p1]

which �rm 1 gets half of the total pro�t under monopoly.



Price-matching Guarantees in Bertrand

What if p1 > p0

In that case, shop 1 sells at p0 (because of the price-matching
guarantee). This implies that its pro�ts become

minfp1, p2g| {z }
lowest price

�10] 1
2
[100�minfp1, p2g]| {z }

�rm 1�s sales

= [p0� 10]1
2
[100�p0]

which is constant (independent) in p1, i.e., a �at line in the
�gure for all p1 > p0.



Price-matching Guarantees in Bertrand

In order to �nd the NE of this game, consider any symmetric
pricing pro�le p1 = p2 = p0 such that p0 2 [10, 55].
Can this be an equilibrium?

Let�s check if �rms have incentives to deviate from this
equilibrium.
No! If you are �rm 1, by undercutting �rm 2�s price (i.e.,
charging p1 = p2 � ε), you are not "stealing" customers.
Instead, you only sell your product at a lower price. Firm 2�s
customers are still with �rm 2, since the low-price guarantee
would imply that �rm 2 charges �rm 1�s (lowest) price.

A similar argument is applicable if you put yourself in the
shoes of �rm 2: You don�t want to undercut you rival�s price,
since by doing so you sell the same number of units but at a
lower price.



Price-matching Guarantees in Bertrand

Importantly, we were able to show that for any pricing pro�le
p1 = p2 = p0 such that p0 2 [10.55].
Hence, there is a continuum of symmetric NEs, one for each
price level from p0 = 10 to p0 = 55.

Wow! But then low-price guarantees destroy the incentive to
undercut a rival�s price and allows �rms to sustain higher
prices.

In Harrington�s words: "what appears to enhance competition
actually destroys it!"



Price-matching Guarantees in Bertrand

Empirical evidence:

We �rst need to set a testable hypothesis from our model

According to our theoretical results, products that are suddenly
subject to price-matching guarantees should experience a
larger increase in prices than products which were not subject
to the price-matching guarantee.

That is,∆PPM > ∆PNPM
Lets go to the data now.



This has been empirically shown for a group of supermarkets in
North Carolina.
In 1985, Big Star announced price-matching guarantees for a
weekly list of products.

These products experienced a larger price increase than the
products that were not included in the list.



Price-matching Guarantees in Bertrand

Example: Before introducing price-matching guarantees,
Maxwell House Co¤ee sold for $2.19 at Food Lion, $2.29 at
Winn-Dixie (two other groceries), and $2.33 at Big Star.

After announcing the price-matching guarantee, it sold for
exactly the same (higher) price, $2.89 in all three
supermarkets.
Price-matching guarantees hence allowed these groceries to
ameliorate price competition, and to coordinate on higher
prices.



Price Competition with Di¤erentiated Products

Another variation of the standard Bertrand model of price
competition is to allow for product di¤erentiation:

In the standard Bertrand model, �rms sell a homogeneous
(undi¤erentiated) product, e.g., wheat.
We will now see what happens if �rms sell heterogeneous
(di¤erentiated) products, e.g., Coke and Pepsi.

Let�s consider the following example from Harrington (pp.
160-164) analyzing the competition between Dell and HP.



Price Competition with Di¤erentiated Products

Demand for Dell computers

qDell (pDell , pHP ) = 100� 2pDell + pHP
so that an increase in pDell reduces the demand for Dell
computers (own-price e¤ect), but an increase in pHP actually
increases the demand for Dell computers (cross-price e¤ect).
Similarly for HP,

qHP (pHP , pDell ) = 100� 2pHP + pDell
Hence, pro�ts for Dell are

πDell (pDell , pHP ) = [pDell � 10]| {z }
Pro�ts per unit

(100� 2pDell + pHP )| {z }
qDell

or, expanding it,

100pDell � 2p2Dell + pHPpDell � 100+ 20pDell � 10pHP



Price Competition with Di¤erentiated Products

Taking FOCs with respect to pDell (the only choice variable
for Dell), we obtain

∂πDell (pDell , pHP )
∂pDell

= 100� 4pDell + pHP + 20 = 0

and solving for pDell we �nd

pDell =
120+ pHP

4
= 30+ 0.25pHP (BRFDell )

(See �gure).



Price Competition with Di¤erentiated Products

pDell

pHP

0.2530

BRFDell

pDell	=	30	+	0.25	pHP



Note the di¤erence with the Cournot model of price
competition: BRF is positively (not negatively) sloped.

Intuition: strategic complementarity vs. strategic
substitutability.



Price Competition with Di¤erentiated Products

Similarly operating with HP (where marginal costs are
c = 30), we have

πHP (pHP , pDell ) = [pHP � 30]| {z }
Pro�ts per unit

(100� 2pHP + pDell )| {z }
qHP

Taking FOCs with respect to pHP (the only choice variable for
HP), we obtain

∂πHP (pHP , pDell )
∂pHP

= 100� 4pHP + pDell + 60 = 0

and solving for pHP we �nd

pHP =
160+ pDell

4
= 40+ 0.25pDell (BRFHP )

(See �gure).



Price Competition with Di¤erentiated Products

pDell

pHP

0.25

40

BRFHP

pHP	=	40	+	0.25	pDell

Same	axis



Price Competition with Di¤erentiated Products

As a side, note that the SOCs for a max are also satis�ed
since:

∂2πDell (pDell , pHP )
∂p2Dell

= �4 < 0 (Dell�s pro�t function is concave),

∂2πHP (pHP , pDell )
∂p2HP

= �4 < 0 (HP�s pro�t function is concave)



Price Competition with Di¤erentiated Products

Indeed, if we graphically represent Dell�s pro�t function for
pHP = $60, that is

(pDell � 10)(100� 2pDell + 60) = 180p � 2p2 � 1600
we obtain the following concave pro�t function:



Price Competition with Di¤erentiated Products

Hence, both �rms�BRF s cross at

pDell = 30+ 0.25 (40+ 0.25pDell )| {z }
pHP

= 30+ 10+ 0.625pDell

and solving for pDell (the only unknown), we obtain
pDell = $42.67.
We can now �nd pHP by just plugging pDell = $42.67 into
BRFHP , as follows

pHP = 40+ 0.25pDell = 40.25+ 0.25 � 42.67 = $50.67



Price Competition with Di¤erentiated Products

Putting BRFDell and BRFHP together

pDell

pHP

0.25

40

BRFHP

0.2530

BRFDell

$42.67

$50.67



More Problems that Include Continuum Strategy Spaces

Let�s move outside the realm of industrial organization. There
are still several games where players select an action among a
continuum of possible actions.

What�s ahead...

Tragedy of the commons: how much e¤ort to exert in
�shing, exploiting a forest, etc, incentives to overexploit the
resource.

Tari¤ setting by two countries: what precise tari¤ to set.
Charitable giving: how many dollars to give to charity.
Electoral competition: political candidates locate their
platforms along the line (left-right, more or less spending,
more or less security, etc.)

Accident law: how much care a victim and an injurer exert,
given di¤erent legal rules.



Tragedy of the Commons

Reading : Harrington pp. 164-169.



n hunters, each deciding how much e¤ort ei to exert, where

e1 + e2 + . . .+ en = E

Every hunter i�s payo¤ is a function of the total pounds of
mammoth killed Pounds = E (1000� E )

Underexploitation Overexploitation



Tragedy of the Commons

From the total pounds of mammoth killed, hunter i obtains a
share that depends on how much e¤ort he contributed relative
to the entire group, i.e., eiE .
E¤ort, however, is costly for hunter i , at a rate of 100 per unit
(opportunity cost of one hour of e¤ort = gathering fruit?).
Hence, every hunter i�s payo¤ is given by

ui (ei , e�i ) =
ei
E|{z}
share

E (1000� E )| {z }
total pounds

� 100ei| {z }
cost

cancelling E and rearranging, we obtain

ei

241000� (e1 + e2 + . . .+ en)| {z }
E

35� 100ei



Tragedy of the Commons

Taking FOCs with respect to ei ,

∂ui (ei , e�i )
∂ei

= 1000� (e1 + e2 + . . .+ en)� ei � 100 = 0

and noting that
e1 + e2 + . . .+ en = (e1 + e2 + ei�1 + ei+1 + . . .+ en) + ei ,
we can rewrite the above FOC as

900� (e1 + e2 + ei�1 + ei+1 + . . .+ en)� 2ei = 0

(SOCs are also satis�ed and equal to -2)



Solving for ei ,

ei = 450�
e1 + e2 + ei�1 + ei+1 + . . .+ en

2
(BRFi )

Intuitively, there exists a strategic substitutability between
e¤orts:

the more you hunt, the less prey is left for me.



Tragedy of the Commons

Note that for the case of only two hunters,

e1 = 450�
e2
2

e1

e2

BRF1

450

900



Tragedy of the Commons

A similar maximization problem (and resulting BRF ) can be
found for all hunters, since they are all symmetric.

Hence, e�1 = e
�
2 = . . . = e�n = e� (symmetric equilibrium)

implying that e�1 + e
�
2 + e

�
i�1 + e

�
i+1 + . . .+ e�n = (n� 1)e�.

Putting this information into the BRF yeilds

e� = 450�
e�1 + e

�
2 + e

�
i�1 + e

�
i+1 + . . .+ e�n

2
= 450� (n� 1)e

�

2

and solving for e�, we obtain

e� =
900
n+ 1



Tragedy of the Commons

Comparative statics on the above result:
First, note that individual equilibrium e¤ort, e�, is decreasing
in n since

∂e�

∂n
= � 900

(n+ 1)2
< 0

Intuitively, this implies that an increase in the number of
potential hunters reduces every hunter�s individual e¤ort, since
more hunters are chasing the same set of mammoths. (Why
not gather some fruit instead?)



Tragedy of the Commons

Individual e¤ort in equilibrium

e� =
900
n+ 1

n

Effort



Tragedy of the Commons

Comparative statics on the above result:
Second, note that aggregate equilibrium e¤ort, ne�, is
increasing in n since

∂ne�

∂n
=
900(n+ 1)� 900n

(n+ 1)2
=

900
(n+ 1)2

> 0

Although each hunter hunts less when there are more hunters,
the addition of another hunter o¤sets that e¤ect, so the total
e¤ort put into hunting goes up.



Tragedy of the Commons

Finally, what about overexploitation?

We know that overexploitation occurs if E > 500 (the point at
which aggregate meat production is maximized).
Total e¤ort exceeds 500 if n 900n+1 > 500, or n > 1.2.
That is, as long as there are 2 or more hunters, the resource
will be overexploited.



Tragedy of the Commons

The exploitation of a common pool resource (�shing grounds,
forests, acquifers, etc.) to a level beyond the level that is
socially optimal is referred to as the "tragedy of the
commons."

Why does this "tragedy" occur?
Because when an agent exploits the resource he does not take
into account the negative e¤ect that his action has on the
well-being of other agents exploiting the resource (who now
�nd a more depleted resource).
Or more compactly, because every agent does not take into
account the negative externality that his actions impose on
other agents.



Tari¤ Setting by Two Countries

Reading : Watson pp. 111-112

Players: two countries i = f1, 2g, e.g., US and EU.
Each country i simultaneously selects a tari¤ xi 2 [0, 100].
Country i�s payo¤ is

Vi (xi , xj ) = 2000+ 60xi + xixj � x2i � 90xj



Tari¤ Setting by Two Countries

Let�s put ourselves in the shoes of country i .

Taking FOCs with respect to xi we obtain

60+ xj � 2xi = 0

and solving for xi , we have

xi = 30+
1
2
xj

We can check that SOCs are satis�ed, by di¤erentiating with
respect to xi again

∂2Vi (xi , xj )
∂x2i

= �2 < 0

showing that country i�s payo¤ function is concave in xi .



Tari¤ Setting by Two Countries

We can depict country i�s BRF , xi = 30+ 1
2xj (see next page)

The �gure indicates that country i�s and j�s tari¤s are strategic
complements: an increase in tari¤s by the EU is responded by
an increase in tari¤s in the US.



Tari¤ Setting by Two Countries

Country i�s BRF : xi = 30+ 1
2xj

xi

xj

30

BRFi

½	

Tariff	for	
country	j

Tariff	for	
country	i



By symmetry, country j�s BRF is

xj = 30+
1
2
xi

See �gure in the next slide



Tari¤ Setting by Two Countries

Country j�s BRF : xj = 30+ 1
2xi

xi

xjTariff	for	
country	j

Tariff	for	
country	i

30

BRFj

½	



Tari¤ Setting by Two Countries

Putting both countries�BRF together (see �gure on the next
page), we obtain

xi = 30+
1
2

�
30+

1
2
xi

�
| {z }

xj

simplifying

xi = 30+ 15+
1
4
xi

and solving for xi we obtain x�i = 60.

Therefore, the psNE of this tari¤ setting game is�
x�i , x

�
j

�
= (60, 60).



Tari¤ Setting by Two Countries

Both countries�BRF together:

xi

xj30

BRFj

½	30

BRFi

½	

60

60



Charitable Giving

Reading : Harrington pp. 169-174.

Consider a set of N donors to a charity.

Each donor i contributes an amount of si dollars.

Donor i bene�ts from the donations from all contributors
∑N
i=1 si (which includes his own contribution), obtaining a

bene�t of
q

∑N
i=1 si , i.e.,

p
S where S = ∑N

i=i si .

Finally, the marginal cost of giving one more dollar to the
charity for player i is ki (alternative uses of that dollar)



Charitable Giving

Therefore, donor i�s utility is

ui (si , s�i ) =

vuut N

∑
i=1
si| {z }

Public bene�t from
all donations

� ki si|{z}
Private cost of
my donation

Taking FOCs with respect to si we obtain

1
2

 
N

∑
i=1
si

!� 1
2

� ki � 0

which in the case on N = 2 players reduce to
1
2
(s1 + s2)�

1
2 � ki � 0

SOCs are � 14
�

∑N
i=1 si

�� 3
2
< 0 thus guaranteeing concavity.



Charitable Giving

In the case of N = 2, we obtain the following FOC:

1
2
(si + sj )�

1
2 = ki

or alternatively

() 1
si + sj

= 4k2i

Hence, we can solve for si , obtaining donor i�s BRF

si (sj ) =
1
4k2i
� sj

Graphical representation of players�BRF :

when kj = ki (continuum of solutions), and
when kj < ki , where sj = 0 and si > 0.



Charitable Giving

Donor i�s BRF :
si (sj ) =

1
4k2i
� sj

si

sj

BRFi

1
4k2

i

1
4k2

i

1

But how can we depict BRFj using the same axes?



Charitable Giving

Case 1: ki = kj = k

si

sj

BRFi

1
4k2

1
4k2

1

BRFj

1

"Total overlap" of BRF s: any combination of (si , sj ) on the
overlap is a NE.



Charitable Giving

Case 2: ki > kj =) 1
4k 2i

< 1
4k 2j

si

sj

BRFi

1

BRFj

1

1
4k2

j

1
4k2

i

1
4k2

i

1
4k2

j

Unique	NE:
si	=	0,	sj	=

1
4k2

j
**

Intuition: Donor i�s private cost from donating money to the
charity, ki , is higher than that of donor j , kj , leading the
former to donate zero and the latter to bear the burden of all
contributions.



Charitable Giving

Case 3: ki < kj =) 1
4k 2i

> 1
4k 2j

si

sj

BRFi

1

BRFj

1

1
4k2

j

1
4k2

i

1
4k2

i

1
4k2

j

Unique	NE:

si	=								,	sj	=	0
1

4k2
i

**

Intuition: Donor j�s private cost from donating money to the
charity, kj , is higher than that of donor i , ki , leading the
former to donate zero and the latter to bear the burden of all
contributions.



Charitable Giving

Another example: In Harrington, you have another example
of charitable giving where

ui (si , sj ) =
1
5
(si + s�i )� si|{z}

ki=1

, where s�i = ∑
j 6=i
sj

clearly, from FOCs,

∂ui (si , s�i )
∂si

=
1
5
� 1 = �4

5
for all si and sj

which implies that s�i = 0 for all players.



Charitable Giving

How can we represent that result using BRF s?

si

sj

BRFi:	s1	=	0
Regardless	of	s2

Unique	NE:

si	=	0,	sj	=	0**

BRFj:	s2	=	0
Regardless	of	s1



Charitable Giving

What if we add a matching grant, s̄? This is indeed
commonly observed (NPR, Warren Bu¤et, CAHNRS, etc).
In this setting, every donor i�s utility function

remains being 1
5 (si + s�i )� si if total contributions do not

exceed the matching grant from the philanthropist (i.e., if
si + s�i < s̄), but...
increases to 1

5 (si + s�i + s̄)� si if total contributions exceed
the matching grant from the philanthropist (i.e., if
si + s�i � s̄).

ui (si , s�i ) =
� 1

5 (si + s�i )� si if si + sj < s̄
1
5 (si + s�i + s̄)� si if si + sj � s̄

Note that this implies that donor i�s utility function is not
continuous at s̄, so you cannot start taking derivatives right
away.
Practice this exercise (all answers are in Harrington, pages
169-174). Good news: equilibrium donations increase!



Electoral Competition

Candidates running for elected o¢ ce compete in di¤erent
dimensions

advertising, endorsements, looks, etc.

Nonetheless, the most important dimension of competition
lies on their positions on certain policies

Gov�t spending on social programs, on defense, etc.

Let�s represent the position of candidates along a line [0, 1].

Candidates only care about winning the election: payo¤ of 2 if
winning, 1 if tying and 0 if losing.
Candidates cannot renege from their promises.

Each voter has an ideal position on the line [0, 1].

Voters are uniformly distributed along the line [0, 1].
Non-strategic voters: they simply vote for the candidate whose
policy is closest to their ideal.



Electoral Competition

0 1

xD xR

Candidate	D	and	R	positions	(Political	promises)

Ideal	voter	policies	are	uniformly	distributed	along	[0,1]



Electoral Competition

Let us consider two candidates for election: Democrat (D)
and Republican (R).

In order to better understand under which cases each
candidate wins (accumulates the majority of votes), let us
consider:

First, the case in which xD > xR . (See �gures in next slide)
Second, the case where xD < xR . (See �gures two slides
ahead)



Electoral Competition

If xD > xR , then:

0 1
xR xDxD	+	xR

2

Swing	voters

These	voters	vote	DemocratThese	voters	vote	
Republican

Midpoint	between	
xD	and	xR

Which party wins? It depends: we have two cases �!



Electoral Competition

If xD > xR , then:
1 xD+xR

2 < 1
2

0 1
xR xDxD	+	xR

2

Votes	for	D
(D	wins!)

Votes	for	R

xD		could	also	be	here,	as	long	as

<	½	xD	+	xR

2½	

2 xD+xR
2 > 1

2

0 1
xR xDxD	+	xR

2

Votes	for	D
(D	Loses)

Votes	for	R

xR		could	also	be	here,	as	long	as

>	½	xD	+	xR

2 ½	



Electoral Competition

If xD < xR , then:
1 xD+xR

2 < 1
2

0 1
xD xRxD	+	xR

2

Votes	for	D
(D	Loses)

Votes	for	R

xR		could	also	be	here,	as	long	as

<	½	xD	+	xR

2½	

2 xD+xR
2 > 1

2

0 1
xD xRxD	+	xR

2

Votes	for	D
(D	Wins!)

Votes	for	R

xD		could	also	be	here,	as	long	as

>	½	xD	+	xR

2 ½	



Electoral Competition

Hence, if xD < xR , candidate D wins if he selects a xD that
satis�es

xD + xR
2

>
1
2
() xD + xR > 1 () xD > 1� xR

And if xD > xR , candidate D wins if he selects a xD that
satis�es

xD + xR
2

<
1
2
() xD + xR < 1 () xD < 1� xR



Electoral Competition

Candidate D�s best response "set"

xD

xR

1

0
1

In	this	region,
xD	>	xR	and
xD	<	1		xR

In	this	region,
xD	<	xR	and
xD	>	1		xR

45o	(xD	=	xR)

xD	=	1		xR



Electoral Competition

Similarly for candidate R,

If xD < xR , candidate R selects xR that satis�es

xD + xR
2

<
1
2
() xD + xR < 1 () xD < 1� xR

If xD > xR , candidate R selects xR that satis�es

xD + xR
2

>
1
2
() xD + xR > 1 () xD > 1� xR



Electoral Competition

Candidate R�s best response "set"

xD

xR

1

0
1

In	this	region,
xD	>	xR	and
xD	>	1		xR

In	this	region,
xD	<	xR	and
xD	<	1		xR

45o	(xD	=	xR)

xD	=	1		xR



Electoral Competition

Superimposing both candidate�s best response "sets"...

We can see that the only point where they cross (or overlap)
each other is...
in the policy pair (xD , xR ) = (

1
2 ,
1
2 ).

This is the NE of this electoral competition game:

Both candidates select the same polict ( 12 ), which coincides
with the ideal policy for the median voter.
Political convergence among candidates.



Electoral Competition

We can alternatively show that this must be an equlibrium by
starting from any other strategy pair (x 0D , x

0
R ) di¤erent from

1
2 .

Where the black lettering represents the votes before D�s
deviation and the pink represents the votes after D�s deviation.
Candidate R would win.
However, candidate D can instead take a position x0D between
x 0R and

1
2 , which leads him to win.

Thus, (x 0D , x
0
R ) cannot be an equilibrium.



Electoral Competition

We can extend the same argument to any other strategy pair
where one candidate takes a position di¤erent from 1

2 .

Indeed, the other candidate can take a position between 1
2 and

his rival�s position, which guarantees him winning the election.

Therefore, no candidate can be located away from 1
2 ,

Hence, the only psNE is (xD , xR ) = (
1
2 ,
1
2 ).

Finally, note that a unilateral deviation from this strategy pair
cannot be pro�table (see �gure where D deviates)



Electoral Competition

We considered some simplifying assumptions:

Candidates:

Only two candidates (ok in the US, not for EU).
Candidates could not renege from their promises.
Candidate did not have political preferences (they only cared
about winning!)

Voters:

Voters�preferences were uniformly distributed over the policy
space [0, 1]. (If they are not, results are not so much a¤ected;
see Osborne)
Voters were not strategic: they simply voted for the candidate
whose policy was closest to their ideal.
Voters might be asymmetric about how much they care about
the distance between a policy and his ideal.



Accident Law

Reading: Osborne pp. 91-96.

Injurer (player 1) and Victim (player 2)

The loss that the victim su¤ers is represented by L(a1, a2).

which decreases in the amount of care taken by the injurer a1
and the victim a2.
It can be understood as the expected loss over many
occurrences.
Example : L(a1, a2) = 2� α(a1)2 � β(a2)2

Legal rule: it determines the fraction of the loss su¤ered by
the victim that must be borne by the injurer.

ρ(a1, a2) 2 [0, 1] (Think about what it means if it is zero or
one).

= 0 � The victim bears the entire loss
= 1 � The injurer bears the entire loss



Accident Law

Injurer�s payo¤ is

�a1 � ρ(a1, a2)L(a1, a2)

which decreases in the amount of care he takes a1 (which is
costly) and in the share of the loss that the injurer must bear.

The victim�s payo¤ is

�a2 � [1� ρ(a1, a2)]L(a1, a2)

which decreases in the amount of care taken by the injurer a1
and the victim a2.

Players simultaneously and independently select an amount of
care a1 and a2.



Accident Law

For simplicity, we will focus on a particular class of legal rules
known as "negligence with contributory negligence."
Each rule in this class requires the injurer to fully compensate
the victim for his loss, ρ(a1, a2) = 1, if and only if:

The injurer is su¢ ciently careless (i.e., a1 < X1), and
The victim is su¢ ciently careful (i.e., a2 > X2).
(Otherwise, the injurer does not have to pay anything, i.e.,
ρ(a1, a2) = 0).

Y(a1,a2)=1
(competition only in this

region)

a1

a2x2

X1



Note that, included in this class of rules, are those in which:

Pure negligence: X1 > 0, but X2 = 0 (the injurer has to pay
if she is su¢ ciently careless, even if the victim did not take
care at all).
Strict liability: X1 = +∞, but X2 = 0 (the injurer has to pay
regardless of how careful she is and how careless the victim is).



Accident Law

Consider we �nd out that standards of care X1 = â1 and
X2 = â2 are socially desirable.

That is, (â1, â2) maximizes the sum of the players�payo¤s

[�a1 � ρ(a1, a2)L(a1, a2)] + [�a2 � [1� ρ(a1, a2)]L(a1, a2)]

= �a1 � a2 � L(a1, a2)
= �a1 � a2 � (2� α(a1)

2 � β(a2)
2)

We want to show next that the unique NE of the game
generated with standards of care X1 = â1 = 1

2α and

X2 = â2 =
β2

4 is exactly (a1, a2) = (â1, â2) =.(
1
2α ,

β2

4 )

Note that by showing that, we would demonstrate that such a
legal rule induces players to voluntarily behave in equilibrium in
a socially desirable way.



Accident Law

Injurer:

Given that the victim�s action is a2 = â2 =
β2

4 in equilibrium,
the injurer�s payo¤ is

u1(a1, a2) =

(
�a1 � (2� α(a1)2 � β( β2

4 )
2) if a1 < 1

2α
�a1 if a1 > 1

2α

That is, the injurer only has to pay compensation when he is
su¢ ciently careless.

Let us depict this payo¤ in a �gure.



Accident Law

Injurer�s payo¤ function

u1(a1, a2) =

(
�a1 � (2� α(a1)2 � β( β2

4 )
2) if a1 < 1

2α
�a1 if a1 > 1

2α

a10 â1

	a1		L(a1,â2)

	a1	(if	a1						â1)

Payoff



Accident Law

Injurer:
Another way to see that â1 = 1

2α maximizes u1(a1, â2) is by
noticing that:

by de�nition we know that(â1, â2) maximizes

�a1�a2�(2� α(a1)
2�β(a2)

2)

Hence, given â2 =
β2

4 ,â1 maximizes

�a1�
β2

4
�(2� α(a1)

2�β(
β2

4
)2)



Accident Law

Injurer:cont�d..

And because â2 =
β2

4 is a constant, then

â1 maximizes �a1 � (2� α(a1)2 � β(
β2

4
)2)| {z }

which coincides with the injurer�s payo¤
when a1<â1 and a2=â2 .

Hence, action a1 = â1 = 1
2α is a BR of the injurer to action

â2 = (
β2

4 )
2 by the victim. (This was visually detected in our

previous �gure).



Accident Law

Victim: Since we just showed that when the injurer�s action is
a1 = â1 = 1

2α , the victim never receives compensation, yielding a
payo¤ of

u2(â1, a2) = �a2 � (2� α(
1
2α
)2 � β(a2)2)

We can use a similar argument as above: by de�nition we know that

(â1, â2) maximizes � a1 � a2 � (2� α(a1)2 � β(a2)2)

Hence, given â1 = 1
2α ,

â2 maximizes � (
1
2α
)� a2 � (2� α(

1
2α
)2 � β(a2)2)

And because â1 = 1
2α is a constant, then

â2 maximizes �a2 � (2� α(
1
2α
)2 � β(a2)2)| {z }

which coincides with the victim�s payo¤.



Accident Law

Victim�s payo¤ when the injurer selects a1 = â1 = 1
2α

a20 â2

	a2		L(â1,a2)

Payoff



Accident Law

Hence, action a2 = â2 =
β2

4 is a BR of the victim to action
â1 = 1

2α by the injurer.

Therefore, for standards of care X1 = â1 = 1
2α and

X2 = â2 =
β2

4 the NE of the game is exactly

(a1, a2) = (â1, â2) = ( 12α ,
β2

4 ).

It is easy to check that there are no other equilibria in this
game (see Osborne pp 95-96).

Hence, if legislators can determine the values of â1 and â2
that maximize aggregate welfare...

then by writing these levels into law they will induce a game
that has as its unique NE these socially optimal actions.



Accident Law

Reading recommendations. If you are more interested in
extensions on these topics you will enjoy these two books on
law and economics:

Economics of the Law: Torts,Contracts,Property and
Litigation. Thomas Miceli. Oxford University Press.
The failure of judges and the rise of regulators. Andrei
Shleifer. MIT Press.



Mixed strategy Nash equilibrium

Felix Munoz-Garcia

Strategy and Game Theory - Washington State University



Looking back...

So far we have been able to �nd the NE of a relatively large
class of games with complete information:

Games with two or several (n > 2) players.
Games where players select among discrete or continuous
actions.

But, can we assure that all complete information games where
players select their actions simultaneously have a NE?

We couldn�t �nd a NE for the matching pennies game!! (Next
slide)
We will be able to claim existence of a NE if we allow players
to randomize their actions.



Remembering the "matching pennies" game...

Recall that this was an example of an anti-coordination game:

1, 1 1, 1

1, 1 1, 1

Head Tail

Head

Tail
P1

P2

Indeed, there is no strategy pair in which players select a
particular action 100% of the times.

We need to allow players to randomize their choices.



Another example

Here we have another example of an anti-coordination game
with no psNE:

80, 20 0, 100

10, 90 60, 40

Street
Corner Park

Street
Corner

Park

Police
Officer

Drug DealerSurprise!

We need to allow players randomize their choices (i.e., to play
mixed strategies).



Mixed strategy Nash equilibrium

Harrington: Chapter 7, Watson: Chapter 11.

First, note that if a player plays more than one strategy with
strictly positive probability, then he must be indi¤erent
between the strategies he plays with strictly positive
probability.

Notation: "non-degenerate" mixed strategies denotes a set of
strategies that a player plays with strictly positive probability.

Whereas "degenerate" mixed strategy is just a pure strategy
(because of degenerate probability distribution concentrates all
its probability weight at a single point).



Degenerate Probability Distributions

Example of non-degenerate probability distributions

Prob.

Output, q
0 1 million units

Prob.

Output, q
0 q = 5 q = 10

2
3

1
3



Degenerate Probability Distributions

Example of a degenerate probability distribution

Prob.

Output, q
0 q = 8 units

1

The player (e.g., �rm) puts all probability weight (100%) on
only one of its possible actions: q = 8.



De�nition of msNE:

Consider a strategy pro�le σ = (σ1, σ2, ..., σn) where σi is a
mixed strategy for player i . σ is a msNE if and only if

ui (σi , σ�i ) � ui (s 0i , σ�i ) for all s 0i 2 Si and for all i

That is, σi is a best response of player i to the strategy pro�le
σ�i of the other N � 1 players, σi = BRi (σ�i ).



Notice that we wrote ui (σi , σ�i ) � ui (s0i , σ�i ) instead of
ui (σi , σ�i ) � ui (σ0i , σ�i ).
Why? If a player was using σ0i , then he would indi¤erent
between all pure strategies to which σ0i puts a positive
probability, for example ŝi and ši .

That is why it su¢ ces to check that no player has a pro�table
pure-strategy deviation.



Example 1:Matching pennies

Matching pennies

Player 2
q 1� q

Heads Tails
Player 1 p Heads 1,�1 �1, 1

1� p Tails �1, 1 1,�1
Two alternative interpretations of players�
randomization:

If player 1 is using a mixed strategy, it must be that he
indi¤erent between Heads and Tails
Alternatively, if player 1 is indi¤erent between Heads and Tails,
it must be that player 2 mixes with such probability q such
that player 1 is made indi¤erent between Heads and Tails:

EU1(H) = EU1(T ) () 1q+(1�q)(�1) = (�1)q+ 1(1�q)



Matching pennies

Matching pennies (example of a normal form game with no
psNE):

Player 2
q 1� q

Heads Tails
Player 1 p Heads 1,�1 �1, 1

1� p Tails �1, 1 1,�1

Solving for the EU comparison, we obtain

EU1(H) = EU1(T ) () 1q+(1�q)(�1) = (�1)q+ 1(1�q)

q =
1
2
�! Graphical Interpretation



Matching pennies

How to interpret this cuto¤ of q = 1
2 graphically?

1 We know that if q > 1
2 , then player 2 is very likely playing

Heads. Then, player 1 prefers to play Heads as well (p = 1).

Alternatively, note that q > 1
2 implies EU1(H) > EU1(T ).

2 Go to the �gure on the next slide, and draw p = 1 for every
q > 1

2 .
3 If q < 1

2 , player 2 is likely playing Tails. Then, player 1 prefers
to play Tails as well (p = 0).

4 Graphically, draw p = 0 for every q < 1
2 .



Matching pennies

(Player 2) q

0

1

(Player 1) p
1

q = ½

BR1(q)

From 1st and
2nd steps

From 3rd and
4th steps

Heads

Heads
Tails



Matching pennies

Similarly, if player 2 is using a mixed strategy, it must be that
he is indi¤erent between Heads and Tails:

EU2(H) = EU2(T )

(�1)p + 1(1� p) = 1p + (�1)(1� p) () p = 1
2

(See �gure after next slide)



Matching pennies

Player 2
1 We know that if p > 1

2 , player 1 is likely playing heads. Then
player 2 wants to play tails instead, i.e., q = 0.

2 Go to the �gure on the next slide, and draw q = 0 for all
p > 1

2 .
3 If p < 1

2 , player 1 is likely playing tails. Then player 2 wants to
play heads, i.e., q = 1.

4 Graphically, draw q = 1 for all p < 1
2 .



Matching pennies

(Player 2) q

0

1

(Player 1) p
1p = ½

Heads

Heads
Tails

q = 1 for all p < ½ (3rd and 4th steps)

q = 0 for all p > ½
(1st

d

and 2nd Steps)

BR2(p)



Matching pennies

We can represent these BRFs as follows:

Player 1

BR1(q) =

8<:
Heads if q > 1

2
fHeads, Tailsg if q = 1

2
Tails if q < 1

2

Player 1 is indi¤erent between Heads and Tails when q is
exactly q = 1

2

Player 2

BR2(p) =

8<:
Tails if p > 1

2
fHeads, Tailsg if p = 1

2
Heads if p < 1

2

Player 2 is indi¤erent between Heads and Tails when p is
exactly p = 1

2



Matching pennies

(Player 2) q

0

1

(Player 1) p
1p = ½

Heads

Heads
Tails

BR2(p)

BR1(q)

q = ½

Unique msNE
(No psNE)

Player 1: When q > 1
2 , Player 1 prefers to play Heads

(p = 1); otherwise, Tails.
Player 2: When p > 1

2 , Player 2 prefers to play Tails (q = 0);
otherwise, Heads.



Matching pennies

Therefore, the msNE of this game can be represented as��
1
2
H,
1
2
T
�
,

�
1
2
H,
1
2
T
��

where the �rst parenthesis refers to player 1(row player), and
the player 2(column player).



Battle of the sexes

2. Battle of the sexes (example of a normal form game with 2
psNE already!):

3, 1 0, 0

0, 0 1, 3

Football Opera

Football

Opera
Husband

Wife

p

q

1  p

1  q

If the Husband is using a mixed strategy, it must be that he
indi¤erent between Football and Opera:

EU1(F ) = EU1(O)

3q + 0(1� q) = 0q + 1(1� q)
3q = 1� q

4q = 1 =) q =
1
4



Battle of the sexes

Similarly, if the Wife is using a mixed strategy, it must be that she
is indi¤erent between Football and Opera:

EU2(F ) = EU2(O)9=;Practice!
p =

3
4

Therefore, the msNE of this game can be represented as

msNE =

8>>><>>>:
�
3
4
F ,
1
4
O
�

| {z }
Husband

,

�
1
4
F ,
3
4
O
�

| {z }
Wife

9>>>=>>>;



Battle of the sexes

(Wife) q

0

1

(Husband) p
1p = ¾

Football

Football
Opera

BR2(p) BR1(q)

q = ¼
msNE

Husband: When q > 1
4 , he prefers to go to the Football

game (p = 1); otherwise, the Opera.

Wife: When p > 3
4 , she prefers to go to the Football game

(q = 1); otherwise, the Opera.



Battle of the sexes

Best Responses for Battle of the Sexes are hence:

Player 1 (Husband)

BR1(q) =

8<:
Football if q > 1

4
fFootball, Operag if q = 1

4
Opera if q < 1

4

Player 2 (Wife)

BR2(p) =

8<:
Football if p > 3

4
fFootball, Operag if p = 3

4
Opera if p < 3

4



Battle of the sexes

Note the di¤erences in the cuto¤s: They reveal each player�s
preferences.

Husband: "I will go to the football game as long as there is a
slim probability that my wife will be there."
Wife: "I will only go to the football game if there is more than
a 75% chance my husband will be there."



Prisoner�s Dilemma

3. Prisoner�s Dilemma (One psNE, but are there any msNE?):

5, 5 0, 15

15, 0 1, 1

Confess Not Confess

Confess

Not
Confess

Player 1

Player 2

p

q

1  p

1  q

If the �rst player is using a mixed strategy, it must be that he
indi¤erent between Confess and Not Confess:

EU1(C ) = EU1(NC )

�5q + 0(1� q) = �15q + (�1)(1� q)
�5q = �15q � 1+ q

9q = �1 =) q = �1
9

?



Prisoner�s Dilemma

Similarly, if player 2 is using a mixed strategy, it must be that
she is indi¤erent between Confess and Not Confess:

EU2(C ) = EU2(NC )

�5p + 0(1� p) = �15p + (�1)(1� p)
�5p = �15p � 1+ p

9p = �1 =) p = �1
9

Hence, such msNE would not assign any positive weight to
strategies that are strictly dominated.

Some textbooks refer to this result by saying that "the support
of the msNE is positive only for strategies that are not strictly
dominated."



Tennis game (msNE with three available strategies)

4. Tennis game (No psNE, but how do we operate with 3
strategies?):

0, 5 2, 3

2, 3 1, 5

C B

C

B

Player 1

Player 2

p

q

1  p

1  q

2, 3

3, 2

5, 0 3, 2 2, 3

F

F

Remember this game? We used it as an example of how to
delete an strategy that was strictly dominated by the
combination of two strategies of that player.

Let�s do it again.



Tennis game (msNE with three available strategies)

F is strictly dominated for Player 1:

0, 5 2, 3

4, 1 , 3

C B

C , B1
Player 1

Player 2
q 1  q

2, 3

,

F

F

3
2
3

7
3

7
3

8
3

(2) +    (5) =      =41
3

2
3

12
3

(3) +    (0) = 11
3

2
3

(1) +    (3) =1
3

2
3

7
3

(5) +    (2) =      =31
3

2
3

9
3

(3) +    (2) =1
3

2
3

7
3

(2) +    (3) =1
3

2
3

8
3

We can hence rule out F from Player 1 because it is strictly
dominated by ( 13C ,

2
3B).



Tennis game (msNE with three available strategies)

After deleting F from Player 1�s available actions, we are left
with:

2, 3 1, 5

5, 0 3,2

C B

Player 1

Player 2

3, 2C

F

B 2, 3

Where we can rule out F from Player 2 because of being
strictly dominated by C .



Tennis game (msNE with three available strategies)

Once strategy F has been deleted for both players, we are left
with:

1, 5

3, 2

C B

Player 1

Player 2

3, 2C

B 2, 3

p

q

1  p

1  q

But we cannot identify any psNE, Let�s check for msNE:
If the �rst player is using a mixed strategy, it must be that he
indi¤erent between C and B:

EU1(C ) = EU1(B) ....	
Practice!

q =
1
3



Tennis game (msNE with three available strategies)

Similarly, if player 2 is using a mixed strategy, it must be that
she is indi¤erent between C and B:

EU2(C ) = EU2(NC ) ...9=;Practice!
p =

1
4

(See �gure on next slide)



Tennis game (msNE with three available strategies)

(Player 2) q

0

1

(Player 1) p
1p = CenterBack

BR2(p)

BR1(q)

q =

msNE

Center

1
3

1
4

Player 1: If q > 1
3 , then Player 1 prefers Back (p = 0);

otherwise Center.

Player 2: If p > 1
4 , then Player 2 prefers Center (q = 1);

otherwise Back.



Tennis game (msNE with three available strategies)

Best Responses in the Tennis Game

Player 1

BR1(q) =

8<:
Back if q > 1

4
fCenter, Backg if q = 1

4
Center if q < 1

4

(Recall that p = 0 implies playing strategy back with
probability one).

Player 2

BR2(p) =

8<:
Center if p > 1

4
fCenter, Backg if p = 1

4
Back if p < 1

4



Graphical representation of BRFs and msNE:

1 Matching pennies (Done X)
2 Battle of the sexes (coordination) (Done X)
3 Additional practice:

1 Lobbying game (Watson page 124).
2 Chicken game (anticoordination).



A few tricks we just learned...

Indi¤erence: If it is optimal to randomize over a collection of
pure strategies, then a player receives the same expected
payo¤ from each of those pure strategies.

He must be indi¤erent between those pure strategies over
which he randomizes.

Odd number: In almost all �nite games (games with a �nite
set of players and available actions), there is a �nite and odd
number of equilibria.

Examples: 1 NE in matching pennies (only one msNE), 3 NE
in BoS (two psNE, one msNE), 1 in PD (only one psNE), etc.

Never use strictly dominated strategies: If a pure strategy
does not survive the IDSDS, then a NE assigns a zero
probability to that pure strategy.

Example: PD game, where NC is strictly dominated, it does
not receive any positive probability.



What if players have three undominated strategies?

Consider the rock-paper-scissors game

0, 0 1, 1

1, 1 0, 0

Rock Paper

Rock

PaperPlayer 1

Player 2

1, 1

1, 1

1, 1 1, 1 0, 0

Scissors

Scissors

First, note that neither player selects a pure strategy (with
100% probability).



What if players have three undominated strategies?

Second, every player must be mixing between all his three
possible actions, R, P and S.

0, 0 1, 1

1, 1 0, 0

Rock Paper

Rock

PaperPlayer 1

Player 2

1, 1

1, 1

1, 1 1, 1 0, 0

Scissors

Scissors

If Player 1 only
mixes between
Rock and Paper

Otherwise: if P1 mixes only between Rock and Paper, then
Player 2 prefers to respond with Paper rather than Rock.
But if Player 2 never uses Rock, then Player 1 gets a higher
payo¤ with Scissors than Paper. Contradicton!
Then players cannot be mixing between only two of their
available strategies.



What if players have three undominated strategies?

Are you suspecting that the msNE is σ = ( 13 ,
1
3 ,
1
3 )? You�re

right!

0, 0 1, 1

1, 1 0, 0

Rock Paper

Rock

PaperPlayer 1

Player 2

1, 1

1, 1

1, 1 1, 1 0, 0

Scissors

Scissors

We must make every player indi¤erent between using Rock,
Paper, or Scissors.

That is, u1(Rock, σ2) = u1(Paper , σ2) = u1(Scissors, σ2) for
Player 1, and

u2(σ1,Rock) = u2(σ1,Paper) = u2(σ1,Scissors) for Player 2.



What if players have three undominated strategies?

Let�s separately �nd each of these expected utilities.
If player 1 chooses Rock (�rst row), he obtains

u1(Rock, σ2) = 0σ2(R) + (�1)σ2(P) + 1(1� σ2(R)� σ2(P))

= �1σ2(P) + 1� σ2(R)� σ2(P)

0, 0 1, 1

1, 1 0, 0

Rock Paper

Rock

PaperPlayer 1

Player 2

1, 1

1, 1

1, 1 1, 1 0, 0

Scissors

Scissors

σ2(R) σ2(P) 1  σ2(R)  σ2(P)First Row



What if players have three undominated strategies?

If player 1 chooses Paper (second row), he obtains

u1(Paper , σ2) = 1σ2(R) + 0σ2(P) + (�1)(1� σ2(R)� σ2(P))

= σ2(R)� 1+ σ2(R) + σ2(P)

0, 0 1, 1

1, 1 0, 0

Rock Paper

Rock

PaperPlayer 1

Player 2

1, 1

1, 1

1, 1 1, 1 0, 0

Scissors

Scissors

σ2(R) σ2(P) 1  σ2(R)  σ2(P)

Second Row



What if players have three undominated strategies?

If player 1 chooses Scissors (third row), he obtains

u1(Scissors, σ2) = (�1)σ2(R) + 1σ2(P) + 0(1� σ2(R)� σ2(P))

= �σ2(R) + σ2(P)

0, 0 1, 1

1, 1 0, 0

Rock Paper

Rock

PaperPlayer 1

Player 2

1, 1

1, 1

1, 1 1, 1 0, 0

Scissors

Scissors

σ2(R) σ2(P) 1  σ2(R)  σ2(P)

Third Row



What if players have three undominated strategies?

Making the three expected utilities

u1(Rock, σ2) = �1σ2(P) + 1� σ2(R)� σ2(P),

u1(Paper , σ2) = σ2(R)� 1+ σ2(R) + σ2(P), and

u1(Scissors, σ2) = �σ2(R) + σ2(P)

equal to each other, we obtain

σ2(R) = σ2(P) = 1� σ2(R)� σ2(P)

Hence, player 2 assigns the same probability weights to his
three available actions, thus implying

σ�2 =

�
1
3
,
1
3
,
1
3

�
A similar argument is applicable to player 1, since players�
payo¤s are symmetric.



Mixed strategy equilibria (msNE) with N players

Felix Munoz-Garcia

EconS 424 - Strategy and Game Theory
Washington State University



Summarizing...

We learned how to �nd msNE in games:

with 2 players, each with 2 available strategies (2x2 matrix)

e.g., matching pennies game, battle of the sexes, etc.

with 2 players, but each having 3 available strategies (3x3
matrix)

e.g., tennis game (which actually reduced to a 2x2 matrix after
deleting strictly dominated strategies), and
the rock-paper-scissors game, where we couldn�t identify
strictly dominated strategies and, hence, had to make players
indi¤erent between their three available strategies.

What about games with 3 players?



More advanced mixed strategy games

What if we have three players, instead of two?
(Harrington pp 201-204). "Friday the 13th!"



More advanced mixed strategy games

0, 0, 0 4, 1, 2

1, 4, 2 2, 2, 2

Front Back

Front

Back
Tommy

Beth

3, 3, 2 1, 4, 2

4, 1, 2 0, 0, 0

Front Back

Front

Back
Tommy

Beth

Jason, Front Jason, Back



More advanced mixed strategy games

Friday the 13th!

0, 0, 0 4, 1, 2

1, 4, 2 2, 2, 2

Front Back

Front

Back
Tommy

Beth

3, 3, 2 1, 4, 2

4, 1, 2 0, 0, 0

Front Back

Front

Back
Tommy

Beth

Jason, Front Jason, Back

1 First step: let�s check for strictly dominated strategies
(none).

2 Second step: let�s check for psNE (none). The movie is
getting interestin!

3 Third step: let�s check for msNE. (note that all strategies are
used by all players), since there are no strictly dominated
strategies.



msNE with three players

Since we could not delete any strictly dominated strategy,
then all strategies must be used by all three players.

In this exercise we need three probabilities, one for each player.

Let�s denote:

t the probability that Tommy goes through the front door
(�rst row in both matrices).
b the probability that Beth goes through the front door (�rst
column in both matrices).
j the probability that Jason goes through the front door
(left-hand matrix).



msNE with three players

Let us start with Jason, EUJ (F ) = EUJ (B), where

EUJ (F ) = tb0+ t(1� b)2| {z }
Tommy goes through
the front door, t

+ (1� t)b2+ (1� t)(1� b)(�2)| {z }
Tommy goes through
the back door, (1�t)

= �2+ 4t + 4b� 6tb

and

EUJ (B) = tb(�2) + t(1� b)2+ (1� t)b2+ (1� t)(1� b)0
= 2t + 2b� 6tb

since EUJ (F ) = EUJ (B) we have

�2+ 4t + 4b� 6tb = 2t + 2b� 6tb () t + b = 1| {z }
Condition (1)

(1)



msNE with three players

Let us now continue with Tommy, EUT (F ) = EUT (B), where

EUT (F ) = bj0+ (1� b)j(�4) + b(1� j)3+ (1� b)(1� j)(1)
= 1+ 2b� 5j � 2bj

and

EUT (B) = bj1+ (1� b)j2+ b(1� j)(�4) + (1� b)(1� j)(0)
= �4b+ 2j + 3bj

since EUT (F ) = EUT (B) we have

1+ 2b� 5j � 2bj = �4b+ 2j + 3bj () 7j � 6b+ bj = 1| {z }
Condition (2)

(2)



msNE with three players

And given that the payo¤s for Tommy and Beth are
symmetric, we must have that Tommy and Beth�s probabilities
coincide, t = b. Hence we don�t need to �nd the indi¤erence
condition EUB (F ) = EUB (B) for Beth. Instead, we can use
Tommy�s condition (2) (i.e., 7j � 6b+ bj = 1), to obtain the
following condition for Beth:7j � 6t + tj = 1

We must solve conditions (1),(2) and (3).



First, by symmetry we must have that t = b. Using this result
in condition (1) we obtain

t + b = 1 =) t + t = 1 =) t = b =
1
2

Using this result into condition (2), we �nd

7j � 6b+ bj = 7j � 61
2
+
1
2
j = 1

Solving for j we obtain j = 8
15 .



msNE with three players

Representing the msNE in Friday the 13th:

8>>><>>>:
�
1
2
Front,

1
2
Back

�
| {z }

Tommy

,

�
1
2
Front,

1
2
Back

�
| {z }

Beth

,

�
8
15
Front,

7
15
Back

�
| {z }

Jason

9>>>=>>>;



msNE with three players

Just for fun: What is then the probability that Tommy and
Beth scape from Jason?

They scape if they both go through a door where Jason is not
located.

1
2
1
2

8
15|{z}

Jason goes Front

+
1
2
1
2

7
15|{z}

Jason goes Back

=
15
60

The �rst term represents the probability that both Tommy
and Beth go through the Back door (which occurs with
1
2
1
2 =

1
4 probability) while Jason goes to the Front door.

The second term represents the opposite case: Tommy and
Beth go through the Front door (which occurs with 1

2
1
2 =

1
4

probability) while Jason goes to the Back door.



msNE with three players

Even if they escape from Jason this time, there is still...

There are actually NO sequels:

Their probability of escaping Jason is then ( 1560 )
10,about 1 in

a million !



Testing the Theory

A natural question at this point is how we can empirically
test, as external observers, if individuals behave as predicted
by our theoretical models.

In other words, how can we check if individuals randomize with
approximately the same probability that we found to be
optimal in the msNE of the game?



Testing the Theory

In order to test the theoretical predictions of our models, we
need to �nd settings where players seek to "surprise" their
opponents (so playing a pure strategy is not rational), and
where stakes are high.

Can you think of any?



Penalty kicks in soccer



Penalty kicks in soccer

.65, .35 .95, .05

.95, .05 0, 1

Left Center

Left

CenterKicker

Goalkeeper

.95, .05

.95, .05

.95, .05 .95, .05 .65, .35

Right

Right

His payoffs represent the probability that
the kicker does not score (That is why

within a given cell, payoffs sum up to one).

Payoffs represent the
probability he scores.



Penalty kicks in soccer

We should expect soccer players randomize their decision.

Otherwise, the kicker could anticipate where the goalie dives
and kick to the other side. Similarly for the goalie.

Let�s describe the kicker�s expected utility from kicking the
ball left, center or right.



Penalty kicks in soccer

EUKicker(Left) = gl � 0.65+ gr � 0.95+ (1� gr � gl ) � 0.95
= 0.95� 0.3gl (1)

EUKicker(Center) = gl � 0.95+ gr � 0.95+ (1� gr � gl ) � 0
= 0.95(gr + gl ) (2)

EUKicker(Right) = gl � 0.95+ gr � 0.65+ (1� gr � gl ) � 0.95
= 0.95� 0.3gr (3)



Penalty kicks in soccer

Since the kicker must be indi¤erent between all his strategies,
EUKicker(Left) = EUKicker(Right)

0.95� 0.3gl = 0.95� 0.3gr =) gl = gr =) gl = gr = g

Using this information in (2), we have

0.95(g + g) = 1.9g

Hence,

0.95� 0.3g| {z }
EUKicker(Left)

or
EUKicker(Right)

= 1.9g|{z}
EUKicker(Center )

=) g =
0.95
2.2

= 0.43



Penalty kicks in soccer

Therefore,

(σL, σC , σR ) = (0.43|{z}
gl

, 0.14|{z}
From the fact that
gl+gr+gc=1

, 0.43|{z}
gr ,

where gl=gr=g

)

If the set of goalkeepers is similar, we can �nd the same set of
mixed strategies,

(σL, σC , σR ) = (0.43, 0.14, 0.43)



Penalty kicks in soccer

Hence, the probability that a goal is scored is:

Goalkeeper dives left �!

0.43 � ( 0.43|{z}
Kicker
aims
left

�0.65+ 0.14|{z}
Kicker
aims
center

�0.95+ 0.43|{z}
Kicker
aims
right

�0.95)

Goalkeeper dives center �!

+0.14 � (0.43 � 0.95+ 0.14 � 0+ 0.43 � 0.95)

Goalkeeper dives right �!

+0.43 � (0.43 � 0.95+ 0.14 � 0.95+ 0.43 � 0.65)

= 0.82044, i.e., a goal is scored with 82% probability.



Penalty kicks in soccer

Interested in more details?

First, read Harrington pp. 199-201.
Then you can have a look at the article

"Professionals play Minimax" by Ignacio Palacios-Huerta,
Review of Economic Studies, 2003.



Summarizing...

So far we have learned how to �nd msNE is games:

with two players (either with 2 or more available strategies).
with three players (e.g., Friday the 13th movie).

What about generalizing the notion of msNE to games with N
players?

Easy! We just need to guarantee that every player is
indi¤erent between all his available strategies.



msNE with N players

Example: "Extreme snob e¤ect" (Watson).
Every player chooses between alternative X and Y (Levi�s and Calvin
Klein). Every player i�s payo¤ is 1 if he selects Y, but if he selects X
his payo¤ is:

2 if no other player chooses X, and
0 if some other player chooses X as well



Let�s check for a symmetric msNE where all players select Y with
probability α. Given that player i must be indi¤erent between X and
Y, EUi (X ) = EUi (Y ), where

EUi (X ) = αn�12| {z }
all other n�1 players select Y

+ (1� αn�1)0| {z }
Not all other players select Y



msNE with N players

and EUi (Y ) = 1, then EUi (X ) = EUi (Y ) implies

αn�12 = 1 () α =

�
1
2

� 1
n�1

Comparative statics of α, the probability a player selects
the "conforming" option Y, α =

� 1
2

� 1
n�1 :

α increases in the size of the population n.

That is, the larger the size of the population, the more likely it
is that somebody else chooses the same as you, and as a
consequence you don�t take the risk of choosing the snob
option X. Instead, you select the "conforming" option Y.



msNE with N players

Probability of choosing strategy Y as a function of the
number of individuals, n.

prob(x)

prob(y)

α  Probability

n

α= (½)
1

n  1

prob(X ) + prob(Y ) = 1, prob(X )...then, (X ) = 1� prob(Y )



Another example of msNE with N players

Another example with N players: The bystander e¤ect
The "bystander e¤ect" refers to the lack of response to help
someone nearby who is in need.

Famous example: In 1964 Kitty Genovese was attacked near
her apartment building in New York City. Despite 38 people
reported having heard her screams, no one came to her aid.
Also con�med in laboratory and �eld studies in psychology.



Another example of msNE with N players

General �nding of these studies:

A person is less likely to o¤er assistance to someone in need
when the person is in a large group than when he/she is alone.

e.g., all those people who heard Kitty Genovese�s cries knew
that many others heard them as well.

In fact, some studies show that the more people that are there
who could help, the less likely help is to occur.

Can this outcome be consistent with players maximizing their
utility level?

Yes, let�s see how.



Another example of msNE with N players

a c

d b

All ignore At least one
helps

Helps

Ignores
Player

Other players

where a > d �! so if all ignore, I prefer to help the person in
need.
but b > c �! so, if at least somebody helps, I prefer to
ignore.
Note that assumptions are not so sel�sh : people would prefer
to help if nobody else does.



Another example of msNE with N players

msNE:

Let�s consider a symmetric msNE whereby every player i :

Helps with probability p, and
Ignores with probability 1� p.



Another example of msNE with N players

EUi (Help) = (1� p)n�1 � a| {z }
If everybody
else ignores

+
�
1� (1� p)n�1

�
� c| {z }

If at least one of the
other n�1 players helps

EUi (Ignore) = (1� p)n�1 � d| {z }
If everybody
else ignores

+
�
1� (1� p)n�1

�
� b| {z }

If at least one of the
other n�1 players helps

When a player randomizes, he is indi¤erent between help and
ignore,

EUi (Help) = EUi (Ignore)

(1� p)n�1 � a+
�
1� (1� p)n�1

�
� c

= (1� p)n�1 � d +
�
1� (1� p)n�1

�
� b

=) (1� p)n�1(a� c � d + b) = b� c



Another example of msNE with N players

Solving for p,

(1� p)n�1 =
b� c

a� c � d + b

=) 1� p =
�

b� c
a� c � d + b

� 1
n�1

=) p� = 1�
�

b� c
a� c � d + b

� 1
n�1

Example: a = 4, b = 3, c = 2, d = 1, satisfying the initial
assumptions: a > d and b > c

p� = 1�
�

3� 1
4� 2� 1+ 3

� 1
n�1
= 1�

�
1
4

� 1
n�1



Another example of msNE with N players

Probability of a person helping, p�

More people makes me less likely to help.



Another example of msNE with N players

Probability that the person in need receives help, (p�)n

More people actually make it less likely that the victim is
helped!



Intuitively, the new individual in the population brings a
positive and a negative e¤ect on the probability that the
victim is �nally helped:

Positive e¤ect : the additional individual, with his own
probability of help, p*, increases the chance that the victim is
helped.
Negative e¤ect : the additional individual makes more likely,
that someone will help the victim,thus leading each individual
citizen to reduce his own probability of helping, i.e.,p*
decreades in n.

However, the fact that (p�)n decreases in n implies that the
negative e¤ect o¤sets the positive e¤ect.



Strictly Competitive Games

Felix Munoz-Garcia

Strategy and Game Theory - Washington State University



Reading materials - Strictly competitive games

Watson, Chapter 12:

3 pages long! This time I think it is too short.

Harrington, section 7.6 (about 3-4 pages as well).

Only one graphical example, similar to the "tennis game" we
will see in class.

Osborne, Chapter 11:

Posted on the course website (highly recommended).
It is only 15 pages long, including examples, �gures,
experiments, etc.



Strictly competitive games

Some strategic situations involve players with completely
opposite interests/incentives.

We analyze those situations with Strictly Competitive Games.

They are a type of simultaneous-move games, as those
described so far...

but with an additional assumption:

De�nition
A two-player, strictly competitive game is a two-player game
with the property that, for every two strategy pro�les s and s�,

u1(s) � u1(s 0) and u2(s) � u2(s 0)



Strictly competitive games

De�nition
A two-player, strictly competitive game is a two-player game with
the property that, for every two strategy pro�les s and s�,

u1(s) � u1(s 0) and u2(s) � u2(s 0)

Intuition: Hence, players have exactly opposite rankings over
the outcomes resulting from the strategy pro�le s and s�.

Alternatively: if my payo¤ increases if we play s = (s1, s2)
rather than s 0 = (s 01, s

0
2), then your payo¤ must decrease.



An implication is that, in a strictly competitive game,

if u1(s) = u1(s 0),then u2(s) = u2(s 0).



Alternatively, to check if a game is not strictly competitive,
we want to �nd two strategy pro�les (cells), s and s�for which
players�preferences are aligned, that is,

u1(s) > u1(s 0),then u2(s) > u2(s 0)



Example 1 - Matching pennies

Player 2

Heads Tails
Player 1 Heads 1,�1 �1, 1

Tails �1, 1 1,�1
One example of a strategy pro�le is s = (H,H), and another
is s 0 = (T ,H), where

u1(s) > u1(s 0) and u2(s) < u2(s 0)

Importantly, this is true for any two strategy pro�les: if one
player is improving his payo¤, the other player is reducing his.
In fact, many board games satisfy this condition: if we play in
such a way that I end up winning, it must be that my
opponent loses, and viceversa.
Examples: tennis, chess, football, etc.



Practice: (it will be part of Homework #5 or 6)

For the following games, determine which of them satisfy the
de�nition of strictly competitive games:

1 Matching Pennies (Anticoordination game),
2 Prisoner�s Dilemma,
3 Battle of the Sexes (Coordination game).



Matching Pennies

1, 1 1, 1

1, 1 1, 1

Heads Tails

Heads

Tails
P1

P2

Check if this game satis�es the de�nition of strictly
competitive games.

Recall that we must check that, for any two strategy pro�les s
and s 0,

u1(s) > u1(s
0) and u2(s) < u2(s

0)



Matching Pennies

Comparing each possible pair of outcomes
1 u1(H,H) > u1(H,T ), i.e., 1 > �1
u2(H,H) < u2(H,T ), i.e., �1 > 1

2 u1(H,T ) < u1(T ,T ), i.e., �1 < �1
u2(H,T ) > u2(T ,T ), i.e., 1 > �1

3 u1(H,H) = u1(T ,T ), i.e., 1 = 1
u2(H,H) = u2(T ,T ), i.e., �1 = �1

4 u1(H,T ) = u1(T ,H), i.e., �1 = �1
u2(H,T ) = u2(T ,H), i.e., 1 = 1



Prisoner�s Dilemma

5, 5 0, 15

15, 0 1, 1

Confess Not Confess

Confess

Not
Confess

Player 1

Player 2

Check if this game satis�es the above de�nition of strictly
competitive games.

[Hint: What happens when you compare (C ,C ) and
(NC ,NC )? Preference alignment].



Battle of the Sexes

3, 1 0, 0

0, 0 1, 3

Football Opera

Football

Opera
Husband

Wife

Check if this game is strictly competitive game:

[Hint: What happens when you compare (F ,O) and (F ,F )?
Preference alignment].



Zero-sum games

An interesting class of strictly competitive games: zero-sum
games.
A zero-sum game is an strictly competitive game in which the
payo¤s of the two players adds up to zero. That is

u1(s1, s2) + u2(s2, s1) = 0 for any strategy pair (s1, s2)

alternatively, u1(s1, s2) = �u2(s2, s1).
For a general strictly competitive game we were saying that:

�if one strategy pro�le (s1, s2) increases my payo¤, then...

...such strategy must reduce your payo¤�

but in a zero-sum game we are impossing an stronger
assumption:

�the payo¤ that I gain, is exactly what you lose�



Zero-sum games

The de�nition of a zero-sum game was satis�ed by the
matching pennies game....

Player 2

Heads Tails
Player 1 Heads 1,�1 �1, 1

Tails �1, 1 1,�1

since u1(s1, s2) + u2(s2, s1) = 1+ (�1) = 0, for any strategy
pro�le that especi�es one strategy for player 1 and one for
player 2, (s1, s2).



Constant-sum games

Some games are not zero-sum games, but they are
constant-sum games. (They are of course an special type of
strictly competitive game; verify).

The following Tennis game is a constant-sum game

Player 2

Right Left
Player 1 Right 20, 80 70, 30

Left 90, 10 30, 70

since u1(s1, s2) + u2(s2, s1) = 100, for any strategy pro�le
(s1, s2) that especi�es one strategy for player 1 and one for
player 2.



Constant-sum games

Hence, for any strategy pro�le (s1, s2)

u1(s1, s2) + u2(s1, s2) = 0, in zero-sum games
u1(s1, s2) + u2(s1, s2) = Constant, in constant-sum games

The Constant is exactly equal to zero in zero-sum games

Therefore

Strictly Competitive Games:
u1(s1,s2) + u2(s1,s2) Constant

ConstantSum Games

ZeroSum Games



Constant-sum games

Compact representation of the Tennis game:

Player 2

Right Left
Player 1 Right 20 70

Left 90 30

We don�t need to represent player 2�s payo¤, since we know
that in this constant-sum game

u1(s1, s2) + u2(s1, s2) = 100

for all strategy pro�les (s1, s2).

Hence, player 2�s payo¤s are 80, 30, 10, and 70



Constant-sum games

How to solve this class of games?

We could use the NE solution concept (implying the need to
rely on msNE for most of these games).
An alternative, historically developed before John Nash
introduced his "NE solution concept," is to use the so-called:

Security strategies
(also referred as Max-Min strategies).



Security or Max-min strategy

Compact representation of the Tennis game:

Player 2

Right Left
Player 1 Right 20 70

Left 90 30

Note that Player 1 wants to maximize his own payo¤s, and...

Player 2 also wants to maximize his own payo¤s, which
implies minimizing Player 1�s payo¤s, since we are in a
constant-sum game.



Security or Max-min strategy

Let us put ourselves in the worst case scenario:
First, for a given strategy s1 that player 1 selects, choose the
strategy of player 2�s that minimizes player 1�s payo¤s.

w1(s1) = min
s2
u1(s1, s2)

we refer to w1(s1) as the worst payo¤ that player 1 could
achieve by selecting strategy s1.
Alternatively, we can interpret that, if player 1 select strategy
s1, he guarantees to obtain a payo¤ of at least w1(s1).

A Security strategy gives player 1 the best of the worst case
scenarios:

max
s1
w1(s1) = max

s1
min
s2
u1(s1, s2)

The strategy that solves this maximization problem is referred
as the Security strategy, or Max-min strategy.



Security or Max-min strategy

max
s1
w1(s1) = max

s1
min
s2
u1(s1, s2)

The payo¤ max
s1
w1(s1) is usually referred as the

Security-payo¤ level.

Note what is happening here:

I maximize my payo¤, given that I know that my opponent will
minimize it (because he wants to maximize his own payo¤
since u2(s1, s2) = �u1(s1, s2)).



Security or Max-min strategy

We can generalize the above de�nition to mixed strategies,
i.e., talking about σi rather than si .

Player 1�s security payo¤ level is

max
σ1
w1(σ1) = max

σ1
min
s2
u1(σ1, s2)

And similarly for player 2:

max
σ2
w2(σ2) = max

σ2
min
s1
u2(σ2, s1)



Security or Max-min strategy

Let us �rst apply Security strategies to the example of the
Matching pennies game.

Afterwards, we will apply the same methodology to the Tennis
game.



Security or Max-min strategy

Note that, in order to �nd the security (or max-min) strategy
for player 1, we need to �nd

max
s1

min
s2
u1(s1, s2)

We hence need to �rst �nd:

EU1(pjH) conditional on player 2 choosing H.
EU1(pjT ) conditional on player 2 choosing T.

We can then �nd the min of these two expressions (i.e., their
"lower envelope").

Finally, we can �nd the max of the min.

Confused? Ok, let�s do one example together. �!



Security (Max-min) Strategy - Matching Pennies Game

1, 1 1, 1

1, 1 1, 1

Heads Tails

Heads

Tails
Player 1

Player 2

p

1  p

1st step: Find the expected payo¤ of player 1
If player 1 chooses H (In the �rst column), player 1�s EU
becomes:

EU1(pjH) = 1 � p + (�1)(1� p) = 2p � 1

If player 1 chooses T (In the second column), player 1�s EU
becomes:

EU1(pjT ) = (�1) � p + 1(1� p) = 1� 2p



Security (Max-min) Strategy - Matching Pennies Game

Remark

Note that EU1(pjH) represents the expected utility that player
1 obtains from randomizing between H (with probability p)
and T (with probability 1� p), conditional on player 2
selecting Heads (in the �rst column).
Do not confuse it with EU1(H) that we used in msNE, which
re�ects player 1�s expected utility from selecting H with
certainty but facing a randomization from his opponent (e.g.,
player 2 randomizing between H and T with probability q and
1� q respectively.



Security (Max-min) Strategy - Matching Pennies Game

2nd step: Let�s graphically depict EU1(pjH) and EU1(pjT )

p0

½
1

EU1(p| )

EU1(p|H) = 2p  1

EU1(p|T) = 1 –2p

1

1



Security (Max-min) Strategy - Matching Pennies Game

3rd step: Identify the lower envelope, i.e.,

min
s2
u1(s1, s2)

p0

½
1

EU1(p| )

EU1(p|H) = 2p  1

EU1(p|T) = 1 –2p

1

1
min u1(s1,s2) is the lower envelopes2



Security (Max-min) Strategy - Matching Pennies Game

4th step: Identify the highest peak of the lower envelope: i.e.,

max
s1
min
s2
u1(s1, s2)

p0

½
1

EU1(p| )

EU1(p|H) = 2p  1

EU1(p|T) = 1 –2p

1

1
min u1(s1,s2) is the lower envelopes2

Highest point of the lower
envelope, that is max min u1(s1,s2)s2s1



Security (Max-min) Strategy - Matching Pennies Game

Summarizing our results...

We just found that the Security (or Max-Min) strategy for
player 1 is:

To choose Heads with probability p = 1
2 .

What about player 2?

Well, we have to follow the same procedure we used with
player 1.
Practice on your own (see next two slides).
[Hint: you should �nd that player 2 also randomizes with
probability q = 1

2 ].



Security (Max-min) Strategy - Matching Pennies Game

Similarly for player 2 (Practice!)

1, 1 1, 1

1, 1 1, 1

Heads Tails

Heads

Tails
Player 1

Player 2
q 1  q

Expected payo¤ for player 2:

If player 1 plays H (�rst row):

EU2(qjH) =

If player 2 plays T (second column):

EU2(qjT ) =



Security (Max-min) Strategy - Matching Pennies Game

Graphical depiction for player 2

q0
1

EU2(q| )
1

1



Security (Max-min) Strategy - Tennis Game

Let�s go back to the Tennis game:

It is a constant-sum game, since the sum of players�payo¤s is
equal to a constant (100), for all possible strategy pro�les (i.e.,
for all possible cells in the matrix), but...
It is not a zero-sum game, since the sum of players�payo¤s is
not euqal to zero for all strategy pro�les.

20, 80 70, 30

90, 10 30, 70

Right Left

Right

Left
Player 1

Player 2

Let�s start with player 1:



Security (Max-min) Strategy - Tennis Game

p

1  p

20, 80 70, 30

90, 10 30, 70

Right Left

Right

Left
Player 1

Player 2

Player 1�s expected payo¤:

If player 2 chooses Right:

EU1(pjR) = 20p + 90(1� p) = 90� 70p

If player 2 chooses Left:

EU1(pjL) = 70p + 30(1� p) = 30+ 40p



Security (Max-min) Strategy - Tennis Game

Graphical depiction for player 1:

p0
1

EU1(p| )
EU1(p|R) = 90 –70p

EU1(p|L) = 30 + 40p

90

70

30

20

6
11

570
11

Lower envelope: min u1(s1,s2)s2



Security (Max-min) Strategy - Tennis Game

Trick:
max
s1
min
s2
u1(s1, s2)

coincides with the value of p for which

EU1(pjR) = EU1(pjL).

That is,

70� 70p = 30+ 40p =) 60 = 110p =) p =
6
11

Hence,

EU1(pjR) = 90� 70 �
6
11
=

570
11|{z}

This is the height of the highest
peak in the lower envelope.



Security (Max-min) Strategy - Tennis Game

Similarly, for player 2

q 1  q

20, 80 70, 30

90, 10 30, 70

Right Left

Right

Left
Player 1

Player 2

Player 2�s expected payo¤:

If player 1 chooses Right (�rst row):

EU2(qjR) = 80q + 30(1� q) = 30+ 50q

If player 2 chooses Left (second row):

EU2(qjL) = 10q + 70(1� q) = 70� 60q



Security (Max-min) Strategy - Tennis Game

Graphical depiction for player 2 (Practice!):

q0
1

EU2(p| )



Security or Max-min strategy

Security strategies were introduced at the beginning of the
century before Nash came out with his equilibrium concept...

For this reason, solving a game using security strategies does
not necessarily give us the same equilibrium prediction as if we
use Nash equilibrium.

Although there is one exception! Such exception is, of course,
stricty competitive games.



Security or Max-min strategy

Hence,

Security (Maxmin) Strategies

Nash Equilibrium
Strategies

Strictly Competitive Games

Let us see the relationship between the equilibrium predictions
using Security strategies and that using NE.



Security or Max-min strategy

Relationship between Security strategies and NE
strategies:

If a two-player game is strictly competitive and has a Nash
equilibrium s� = (s�1 , s

�
2 ), then...

s�1 is a security strategy for player 1 and s
�
2 is a security

strategy for player 2.

That is, if s�1 is a NE strategy for player 1 in a strictly
competitive game, then s�1 guarantees player 1 at least his
security payo¤ level, regardless of what player 2 does.

In other words, by playing the NE strategy a player guarantees
a payo¤ equal or higher than that he would obtain by playing
the Security (or Maxmin) strategy.

You will see that in a very easy exercise in Homework #6.



Practice: (it will be part of Homework #6)

2. Consider the following game:

Player 2

Left Right
Player 1 Top 6, 0 0, 6

Bottom 3, 2 6, 0

1 Find every player�s maxmin strategy.
2 What is every player�s expected payo¤ from playing her
maxmin strategy?

3 Find every player�s Nash equilibrium strategy, both using pure
strategies (psNE) and using mixed strategies (msNE).

4 What is every player�s expected payo¤ from playing her Nash
equilibrium strategy?

5 Compare players�payo¤ when they play maxmin and Nash
equilibrium strategies (from parts (b) and (d), respectively).
Which is higher?



What if a game is not strictly competitive?

Consider the following game:

Player 2

X Y
Player 1 A 3, 5 �1, 1

B 2, 6 1, 2

1 This is indeed an example of a game that does not satisfy
the de�nition of strictly competitive games. In particular, we
can �nd two strategy pro�les, (A,X) and (A,Y) for which

u1(A,X ) > u1(A,Y ) for player 1,

but also u2(A,X ) > u2(A,Y ) for player 2!!



What if a game is not strictly competitive?

3, 5 1, 1

2, 6 1, 2

X Y

A

B
Player 1

Player 2

1 The game has a unique psNE: (A,X ).
2 But, is A the security strategy for player 1?

We know that this is the case in strictly competitive games,
but...
this is not necessarily true in games that are not strictly
competitive (such as this one).
In order to check if A is a security strategy for player 1, let�s
�nd player 1�s security strategies �!



What if a game is not strictly competitive?

3, 5 1, 1

2, 6 1, 2

X Y

A

B
Player 1

Player 2

p

1  p

1 In order to check if A is the security strategy for player 1, we
must �nd EU1(pjX ) and EU1(pjY ).

EU1(pjX ) = 3p + 2(1� p) = 2+ p
EU1(pjY ) = �1p + 1(1� p) = 1� 2p



What if a game is not strictly competitive?

Graphical representation for player 1:

p
0 1

EU1(p| )

EU1(p|X) =2 + p

EU1(p|Y) = 1 –2p

1

1
min u1(s1,s2) is the lower envelopes2

1

2



What if a game is not strictly competitive?

EU1(pjX ) and EU1(pjY ) do not cross for any probability
p 2 (0, 1).
EU1(pjY ) is the minimum of EU1(pjX ) and EU1(pjY ), i.e.,
the "Lower envelope."

The lower envelope is maximized at p = 0.

Hence, player 1 does not assign any probability to action A,
but full probability to B =) B is player 1�s security strategy
(which di¤ers from his Nash Equilibrium strategy, A).



What if a game is not strictly competitive?

This con�rms our previous result that:
1 NE and Security strategies coincide for strictly competitive
games, but...

2 NE and Security strategies do not generally coincide for
games that are not strictly competitive.

Security (Maxmin) Strategies

Nash Equilibrium
Strategies

Strictly Competitive Games

Action B in the
previous example Action A in the

previous example



Subgame Perfect Equilibrium
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Sequential Move Games

Road Map:

Rules that game trees must satisfy.
How to incorporate sequential rationality in our solution
concepts in order to discard strategy pro�les that are not
credible.
Backward induction and Subgame Perfect Equilibrium.
Applications.

References:

Watson, Ch. 14-16.
Harrington, Ch. 8-9.
Osborne, Ch. 5-6.



Sequential Move Games

Trees

1

2.1

2.2

3.1

3.2

3.3

3.4

3.5

Terminal Nodes

Information Set

Initial Node

Predecessor of

Successor of
Node 1 is predecessor

of node 2.1.
Node 2.1 is successor

of node 1.

The initial node has
no predecessor.

Terminal (Final) nodes
have no successor.



Tree Rules

1) Every node is the successor of the initial node.

One single
initial node. No! Two initial nodes.

If they refer to the same player: two selves?

If they refer to two different players acting
simultaneously: We have a way to represent
such situations!

P1

P2



Tree Rules

2) Every node, except the initial node, has exactly one immediate
predecessor.

The initial node has no predecessor.f

No! Two predecessors!

If we want to represent that a certain player, e.g.,player 3, is
called on to move after two possible contingencies ("routes"
in the tree), we will then specify two nodes at which he is
called on to move (one after each contingency).



Tree Rules

3) Multiple branches, extending from the same node, have
di¤erent action labels.

A

A

C

IN

OUT

IN

OUT

IN

OUT

A

B

C

IN

OUT

IN

OUT

IN

OUT

Correct No, you must be referring to a
different action.
Otherwise collapse everything
under the same name.



Tree Rules

4) Each information set contains decision nodes for only one of
the players.

P1

P2

P2

P1

P3

P2

Correct Incorrect otherwise P2
knows  he is called on to
move after B.
(no uncertainty)



Tree Rules

5) All nodes in a given information set have the same number of
immediate successors, and they must have the same number
of action labels leading to these successors.

P1

P2

P2

Invest

Not Invest

A
B
C

A

B

No!
Otherwise  player 2
would  know  where  he
is (what action player 1
chose  before  him), by
just observing the set of
available actions that is
offered  to  him, either
{A,B} or {A,B,C}.



Perfect vs. Imperfect Recall

P1

P1

P1

X

Y

X

Y

First Floor

Second Floor

This is imperfect recall: Where did I park my
car, in the first or the second floor?

Is it realistic to assume perfect recall? Yes, if stakes are high.



Continuum of Actions

What if we want to represent that one player can choose
among a continuum of actions?

Draw in�nitely many branches? No!

P1

P2

d 1

0

1

Accept

Reject

Sometimes we add this  line, where d1 is
the  division  of  the  pie  that  player 1
chooses between 0 (0%) and 1 (100%).



Introducing a new solution concept

Why do we need a new solution concept?

Because when we apply NE to sequential-move games, some
NE predictions do not seem sensible (or credible).

Let us see one example of this: "Entry and Predation"



Entry and Predation

Entrant

Incumbent

In

Out

Accommodate
Entry

Fight
Entry

(2,2)

(1,1)

(0,4)

Payoff for Entrant
(1st Mover)

Payoff for Incumbent
(2nd Mover)



Entry and Predation

Normal form representation of the game:

2, 2 1, 1

0, 4 0, 4

Accom. Fight

In

Out

Incumbent

Entrant

There are two psNE for this game: (In, Accomodate) and
(Out, Fight).



Entry and Predation

1 The strategy pro�le (Out, Fight) is indeed a NE of the game
since:

1 BREntrant (Fight) = Out
2 BRIncumbent (Out) = fFight,Accomg

2 But is this equilibrium credible?

1 No! The entrant�s beliefs about the incumbent�s decision to
Fight after he enters are not rational (in a sequential way):
once the entrant is in, the best thing that the incumbent can
do is to Accomodate.

2 Then, only Accomodate is sequentially rational, and
(Out,Fight) is not sequentially rational.

3 The NE (In, Accom) satis�es sequential rationality.

3 But, how can we de�ne Sequential rationality more formally?



Sequential Rationality

Player i�s strategy is sequentially rational if it speci�es an
optimal action for player i at any node (or information set) of
the game where he is called on to move, even those
information sets that player i does not believe (ex-ante) that
will be reached in the game.

How to satisfy this long de�nition when solving games?

Using Backward Induction:

starting from every terminal node, every player uses
optimal actions at every subgame of the game tree.

Before we describe Backward Induction we must de�ne what
we mean by subgames.



Sequential Rationality

Subgame: Given an extensive form game, a node x is said to
initiate a subgame if neither x nor any of its successors are in
an information set that contains nodes that are not successors
of x .

Hence, a subgame is a tree structure de�ned by such a node x
and its successors.Graphically, a subgame can be identi�ed by
drawing a circle around a section of the game tree without
"breaking" any information set.

Graphical representation.�!



Sequential Rationality - Examples

P1

P2

P1

P2

Up

Down

A

B

C

D

E

F

(1,4)

(5,2)

(3,3)

(2,0)

(4,1)

Proper Subgame

Proper Subgame

Proper Subgame

The game as a whole



Sequential Rationality - Examples

P1

P2
(3,4)

(1,4)

(2,1)

(2,0)

(2,6)

P1

Up

Down

A

B

X

Y

X

Y

Smallest proper subgame

The game as a whole is the second smallest subgame.



Sequential Rationality - Examples

P1

P3

P2

Up

Down

A

B

X

Y

Z

W

P2

A

B

Z

W

P3

Proper Subgame

This cannot be a proper subgame
(We cannot break info. sets).

This  cannot  be  a  proper  subgame
either

This  cannot  be  a  proper  subgame
either



Sequential Rationality

After describing what is a proper subgame and what is not,
we are ready to solve sequential-move games.

How can we guarantee that our solution for these games
embodies the notion of "sequential rationality"?

By using the so-called "backward induction."
In particular, we �nd the strategy that every player i �nds
optimal when he is called to move at every proper subgame
along the game tree.



Once we are done applying backwards induction, we can claim
that:
Strategy pro�le (s�1 , s

�
2 , ...s

�
N ) is a Subgame Perfect Nash

Equilibrium (SPNE) of the game since it speci�es a NE for
each proper subgames of the game.

Let�s do a few examples together.�!



Using Backward Induction - Entry and Predation Game

Entrant

In

Out

Accommodate
Entry

Fight
Entry

(2,2)

(1,1)

(0,4)

Payoff for Entrant
(1st Mover)

Payoff for Incumbent
(2nd Mover)

Incumbent Smallest proper subgame.
(1st step)

2nd step

3rd step

Hence, there is only one Subgame Perfect Equilibrium in this
game: (In,Accomodate)

Among the two psNE we found, i.e., (In,Accomodate) and
(Out,Fight), only the �rst equilibrium is sequentially rational.



Backward Induction

P1

P2

P1

P2

Up

Down

A

B

C

D

E

F

(1,4)

(5,2)

(3,3)

(2,0)

(6,2)

Start Here!1st step3rd step 2nd step

1st step: What is optimal for player 1 in the last subgame?
2nd step: Given the outcome of the 1st step, what is optimal
for player 2?
3rd step: Given the outcome of the 2nd step, what is optimal
for player 1?



Backward Induction

P1

P2

P1

P2

Up

Down

A

B

C

D

E

F

(1,4)

(5,2)

(3,3)

(2,0)

(6,2)

Start Here!1st step3rd step 2nd step

Hence the SPNE of this game is {(Down,E),(A,C)} where the
�rst parenthesis applies to P1 and the second to P2.



Kidnapping Game (Harrington)

After identifying the smallest proper subgames, let�s �nd
optimal strategies for player "Guy" in these subgames. �!



Kidnapping Game

1st step 2nd step



Kidnapping Game

3rd step



Kidnapping Game

Alternatively, you can �nd spNE without having to redraw the
reduced versions of the game tree, as we do below for the
same example:

One spNE: {(Kidnap, Release after Pay, Kill after no Pay),Pay
Ransom}



Kidnapping Game

We found a unique SPNE by applying backward induction.

But, how many NEs are in this game?

In order to �nd that, we need to �rst represent this game in
its normal form.

For that, we �rst need to know how many strategies player 1
has (rows in the matrix) and how many strategies player 2 has
(columns in the matrix).

S2 = fPay ,Don0tPayg �! 2 columns in the following matrix

S1 must take into account all combinations of player 1�s
actions 2� 2� 2 �! 8 rows in the following matrix.



Kidnapping Game

5 psNE!

3, 5
3, 5
3, 5
3, 5

5, 3

Pay ransom Do not pay
ransom

Do not kidnap/Kill/Kill
Do not kidnap/Kill/Release
Do not kidnap/Release/Kill

Do not kidnap/Release/Release
Kidnap/Kill/Kill

Kidnap/Kill/Release
Kidnap/Release/Kill

Kidnap/Release/Release

3, 5
3, 5
3, 5
3, 5
4, 1 2, 2
4, 1 1, 4

2, 2
5, 3 1, 4

Vivica (kin of victim)

Guy (kidnapper)

However, all of the NE that involve Do not kidnap
(Highlighted yellow) are not sequentially rational.
Only the SPNE is sequentially rational (Highlighted green).

We found it by applying backward induction in the game tree a
few slides ago.



Kidnapping Game

Just for curiosity, which strategy pro�les survive the
application of IDSDS?

For Guy (row player), Kidnap/Kill/Kill and
Kidnap/Kill/Release are strictly dominated by a mixed
strategy.
In particular, we can construct a mixed strategy between Do
not Kidnap/Kill/Kill (with probability 23 ) and
Kidnap/Release/Kill (with probability 13 ) that yields an
expected utility of 4.3 for Guy when Vivica pays the ransom
(left column) and 2.6 when Vivica does not pay the ransom
(right column).
See next slide.



Kidnapping Game

3, 5
3, 5
3, 5
3, 5

5, 3

Pay ransom Do not pay
ransom

Do not kidnap/Kill/Kill
Do not kidnap/Kill/Release
Do not kidnap/Release/Kill

Do not kidnap/Release/Release
Kidnap/Kill/Kill

Kidnap/Kill/Release
Kidnap/Release/Kill

Kidnap/Release/Release

3, 5
3, 5
3, 5
3, 5
4, 1 2, 2
4, 1 1, 4

2, 2
5, 3 1, 4

Vivica (kin of victim)

Guy (kidnapper)

Prob. 2
3

Prob. 1
3

EU =      *3 +      *5 = 4.32
3

1
3 EU =      *3 +      *2 = 2.62

3
1
3



Kidnapping Game

Once we have deleted the rows corresponding to
Kidnap/Kill/Kill and Kidnap/Kill/Release...

We move to Vivica, and we cannot �nd any strictly dominated
strategy for her.

3, 5
3, 5
3, 5
3, 5

5, 3

Pay ransom Do not pay
ransom

Do not kidnap/Kill/Kill
Do not kidnap/Kill/Release
Do not kidnap/Release/Kill

Do not kidnap/Release/Release
Kidnap/Release/Kill

Kidnap/Release/Release

3, 5
3, 5
3, 5
3, 5

2, 2
5, 3 1, 4

Vivica (kin of victim)

Guy (kidnapper)

Hence, the 12 remaining cells are the 12 strategy pro�les that
survive IDSDS.



Kidnapping Game

We are getting more precise in our predictions!

IDSDS, e.g., 12 in the previous example

NE, e.g., 5 in the previous example

SPNE, e.g., 1 in the
previous example



Another Example: The Cuban Missile Crisis



Another Example: The Cuban Missile Crisis

Assumptions :
The US prefers that the USSR withdraw the missiles without
an air strike (i.e., 4 > 2).
The USSR prefers to maintain the missiles if no air strike
ensues (i.e., 4 > 3), but prefers to withdraw them if
maintaining the missiles triggers an air strike (i.e., 3 > 1)
If the missiles are maintained, however, the US prefers to
launch an air strike (i.e., 3 > 1).



Another Example: The Cuban Missile Crisis

Let�s apply backward induction to �nd the Subgame Perfect
Nash Equilibrium (SPNE) of this game.

Hence, SPNE is...

f(Blockade,Air strike if USSR maintains),Withdrawg



Practice - I: War of Attrition

Answer in Harrington, page 238.



Practice - II: Enron and Prosecurial Perogative

Delaney �! Midlevel executive.

Fastow �! CFO.

Hence, SPNE is... in Harrington, pp. 227-229.



Practice - III: Revised Kidnapping Situation

SPNE is... Exercise 5 in Harrington, Ch. 8



Practice - IV: Saturday Night Massacre

SPNE is... Exercise 7 in Harrington, Ch. 8



Centipede game

. . .P1 P2

Stop

Continue

S

C P1 P2

S

C

S

C P2

S

C P1 P2

S

C

S

C

u1
u2

1
1

0
3

2
2

1
3

97
100

99
99

98
101

100
100

Smallest proper subgame

Second smallest subgame

Start
Here

Using Backward Induction



Centipede game

Let us use backwards induction:

1st) In the last node, P2 is called to move, so he compares

u2(Stop) > u2(Continue) since 101 > 100

so he Stops.
2nd) In the previous to the last node, P1 knows that P2 will stop at

the last node, then P1 compares

u1(Stop) > u1(Continue) since 99 > 98

so he Stops.
.....

nth) In the �rst node, P1 knows that P2 will stop in the second
stage, since P1 stops in the third, etc., so P1 compares

u1(Stop) > u1(Continue) since 1 > 0

so P1 Stops.



Centipede game

Hence, the unique SPNE of the game is represented as
(Stopt , Stopt) during every period t 2 T , and for any �nite
lenght T of this centipede game.



This is a rather disturbing result : because of being extremely
rational and anticipating each other�s actions even in 100
rounds, players forgo the opportunity to earn a lot of money.

Why not start saying continue, and see what happens?

Experimentally tested.
(Some initial comments in Harrington. Many more in
Camerer).



Empirical test of Centipede Game

Di¤erence between the theoretical prediction and individuals�
observed behavior in experiments.

1) Bounded rationality. People seem to use backward induction
relatively well in the last 1-2 stages of the game, so they can
easily anticipate what their opponent will do in just a few of
posterior stages.

We could summarize this argument as Bounded rationality,
since individuals�ability to backward induct is limited, and
becomes more hindered as we move further away from the
terminal nodes of the game.



Empirical test of Centipede Game

2) Uncertainty about the presence of altruists in the
population. Another reason for their observed decision to
leave money on the table could be their uncertainty about
whether their opponent is an altruist.

If P2 is an altruist, she values not only her own money, but
also the money that P1 receives. Hence, P2 would leave
money on the table rather than grab it.
If you are in the shoes of P1 and you are uncertain about
whether P2 is an altruist, you should then leave the money on
the table, since P2 will respond leaving it on the table as well,
and wait until the last node at which you are called on to
move, where you grab the money.



For more references,see the article "An experimental study of
the centipede game" by Richard D. Mckelvey and Thomas R.
Palfrey, Econometrica,60(4),1992,pp.803-836.



Stackelberg game of sequential quantity competition

. . . . . . . . . . . .

. . .

Firm 1 (Leader)

Firm 2
(Follower)

q1 = 0 q1 = 1 q1 = 2 q1 =

q2 = 0 1 q2 = 0 1 q2 = 0 1 q2 = 0 1

π1
π2

. . .



Stackelberg game of sequential quantity competition

Firm 1 is the leader, Firm 2 is the follower. Demand is given
by

p(q1, q2) = 100� q1 � q2
and marginal costs are $10. Operating by backwards
induction, we �rst solve the follower�s pro�t maximization
problem

π2(q1, q2) = [100� q1 � q2] q2 � 10q2
Taking FOCs we obtain the BRF2,

q2(q1) = 45�
q1
2

Intuitively, q2(q1) represents the follower�s optimal action at
the smallest proper subgame (That initiated after Firm 1
chooses an output level, q1).



Now, the leader inserts �rm 2�s BRF into her own pro�t
function, since she knows how �rm 2 will react to �rm 1�s
production decision during the �rst stage of the game. Hence,

π1(q1, q2)| {z }
Leader�s Pro�ts

=

26664100� q1 � �45� q12 �| {z }
q2(q1)

37775 q1 � 10q1
=

1
2
(90� q1)q1 =

1
2
(90q1 � q21 )

Taking FOCs with respect to q1, we obtain

90
2
� 2q1

2
= 0 () 90 = 2q1 () q�1 = 45

Plugging this result into the follower�s BRF (BRF2), we obtain

q2(45) = 45�
45
2
= 22.5



Stackelberg game of sequential quantity competition

The SPNE of Stackelberg Game is, however, more general:

Firm 1 chooses output q�1 = 45
Firm 2 responds to q1 output from Firm 1 by producing:

q2(q1) = 45� q1
2| {z }

More general than
q2=22.5

(BRF2)

Graphically, BRF2 represents Firm 2�s best response to any
production of Firm 1, q1, that initiates any subgame (in which
Firm 2 chooses output).



For practice, you can check that this same exercise played
simultaneously (a la Cournot), leads to

q�1 = q
�
2 = 30



Stackelberg game of sequential quantity competition

A graphical representation of the equilibrium production levels
when �rms simultaneously choose their output levels (Cournot
competition):

q1

q2

BR2, q2(q1) = 45 
q1 = q2

(q1 ,q2 )C C

45o

q1 = 30

q2 = 30SIM

SIM

45

45

90

90

BR1, q1(q2) = 45  q2
2

q1
2

where (qC1 , q
C
2 ) is the equilibrium of the simultaneous-move

version of the game (Cournot).



Stackelberg game of sequential quantity competition

Superimposing our results about the sequential-move version
of the game (Stackelberg competition) on top of the previous
�gure, we �nd:

q1

q2

BR2, q2(q1) = 45 
q1 = q2

(q1 ,q2 )C C

45o

q1 = 30

q2 = 30SIM

SIM

45

45

90

90

BR1, q1(q2) = 45  q2
2

q1
2

q1 = 45SEQ

q2 = 22.5SEQ

(q1 ,q2 )S S

where (qS1 , q
S
2 ) is the equilibrium of the sequential-move

version of the game (Stackelberg).



What if there is imperfect information?

Harrington, Ch. 9

What if the game includes elements of imperfect information?

For instance, player 2 cannot observe what player 1 does
before him.

We can still use backward induction, but...

Remember that backward induction requires us to always start
from the smallest proper subgame.

Let�s do one example together.



What if there is imperfect information?

P1

P2

P1

Up

Down

A

B

X

Y

X

Y

(2,6)

(3,4)

(1,4)

(2,1)

(2,0)

Proper subgame



What if there is imperfect information?

1st) Focus on the smallest proper subgame, and �nd the NE of
that subgame.

3, 4 1, 4

2, 1 2, 0

X Y

A

B
P1

P2

(A, X) is the NE of the
subgame.



What if there is imperfect information?

2nd) Given the NE you have found above, �nd the NE of the next
subgame.

P1

Up

Down

(2,6)

(3,4)

From the NE (A,X) of the
subgame

Hence, the Subgame Perfect Nash Equilibrium of this game is
(Up/A,X ).



What if there is imperfect information?

Does this SPNE coincide with NE? No !

3, 4

2, 6

2, 6

1, 4

2, 1 2, 0

X Y

Up/A

Up/B

P1

P2

2, 6

2, 6

Down/A

Down/B

3 psNE: (Up/A,X ), (Down/A,Y ), and (Down/B,Y ).
The �rst psNE is the unique SPNE (Highlighted green), but
the latter two NE specify strategies that are not sequentially
rational since they are not the NE of the proper subgame
(Highlighted yellow).



What if the smallest subgame is played by three players?

Harrington, pp. 263-276.
Then we need to �nd the NE of the subgame, namely, a
simultaneous-move game played by three players.
Motivating example: IBM developing the OS/2 operating
system.

Microsoft developed MS-DOS for IBM in the 1980s.
IBM allowed Microsoft to retain the copyright of MS-DOS,
which is probably one of the worst business decisions in history.
Afterwards, IBM started to develop an alternative operating
system: OS/2.
However, the success of such operating system depended on
the number of software companies developing compatible
programs.
In the following game, we consider that developing OS/2 is
only pro�table for IBM if two or more software developers
write compatible applications. �!



The OS/2 game

Smallest proper subgame
(3 players simultaneously

choosing Develop / Not develop)



The OS/2 game

We can alternatively represent the previous subgame in which
companies 1-3 simultaneously and independently select
whether to develop software compatible with OS/2 , as
follows:

3, 3, 3 1, 0, 1

0, 1, 1 0, 0, 1

Develop Do not
develop

Develop

Do not
develop

Company 1

Company 2

Company 3, Develop

1, 1, 0 1, 0, 0

0, 1, 0 0, 0, 0

Develop Do not
develop

Develop

Do not
develop

Company 1

Company 2

Company 3, Do not Develop



The OS/2 game

Hence, we can identify two psNE in the subgame:

(D,D,D) with corresponding payo¤s (3,3,3), and
(ND,ND,ND) with corresponding payo¤s (0,0,0).

Let us separately introduce each of these results at the end of
the branch that has IBM developing the OS/2 system.

See the following two �gures, one for the (D,D,D) equilibrium
of the subgame and another for the (ND,ND,ND) equilibrium.



The OS/2 game

If (D,D,D) is equilibrium of the subgame, then

Therefore, (Develop OS/2, D, D, D) is a SPNE of this game.



The OS/2 game

If, instead, (ND, ND, ND) is equilibrium of the subgame, then

Therefore, (Don�t Develop OS/2, ND, ND, ND) is a SPNE of
this game.



The OS/2 game

One second... did we forget something?

Yes! We didn�t check for the possibility of a msNE in the
subgame initiated by IBM�s decision to develop OS/2.
In other words: is there a msNE in the three-player subgame?

Since all three software developers are symmetric, if they
randomize between D and ND, they must be doing so using
the same probability, e.g., d 2 [0, 1].



The OS/2 game

The expected payo¤ that company 1 obtains when developing
software is

Eπ1(D) = d23|{z}
if �rms 2 and 3 develop

+ d(1� d)2| {z }
if only �rm 2 develops

+

d(1� d)2| {z }
if only �rm 3 develops

+ (1� d)2(�1)| {z }
if neither 2 nor 3 develop

= 4d � 1

while that of not developing software is simply zero, i.e.,
Eπ1(ND) = 0, which is independent upon �rm 2 or 3
developing software.

Where are these payo¤s coming from?�!



The OS/2 game

Firm 1�s expected pro�t from developing (Only look at the
�rst row of every matrix):

3, 3, 3 1, 0, 1

0, 1, 1 0, 0, 1

Develop

Develop

Do not
develop

Company 1

Company 2

Company 3, Develop

1, 1, 0 1, 0, 0

0, 1, 0 0, 0, 0

Develop

Develop

Do not
develop

Company 1

Company 2

Company 3, Do not Develop

If firm 2 and 3 develop If firm 3 develops but
firm 2 does not.

If firm 2 develops but
firm 3 does not.

If neither firm 2 nor 3 develop

Do not
develop

Do not
develop

Eπ1(Dev) = d2 � 3+ d(1� d) � 1+ (1� d)d � 1+ (1� d)2 � (�1)
= 4d � 1



The OS/2 game

Firm 1�s expected pro�t from not developing (Second row in
all matrices):

3, 3, 3 1, 0, 1

0, 1, 1 0, 0, 1

Develop

Develop

Do not
develop

Company 1

Company 2

Company 3, Develop

1, 1, 0 1, 0, 0

0, 1, 0 0, 0, 0

Develop

Develop

Do not
develop

Company 1

Company 2

Company 3, Do not Develop

If firm 2 and 3 develop If firm 3 develops but
firm 2 does not.

If firm 2 develops but
firm 3 does not.

If neither firm 2 nor 3 develop

Do not
develop

Do not
develop

Eπ1(Not dev) = d2 � 0+ d(1� d) � 0+ (1� d)d � 0+ (1� d)2 � 0
= 0



The OS/2 game

If �rm 1 randomizes between Develop and Do not develop, it
must be that it is indi¤erent between D and ND, that is

Eπ1(Dev) = Eπ1(Not dev) =) 4d � 1 = 0

solving for probability d , we obtain d = 1
4 .



The OS/2 game

Since all three software companies are symmetric, they all
develop software with probability d = 1

4 .

Hence, IBM�s expected pro�t from developing OS/2 is

EπIBM (Dev) =

3 companies
developz}|{
d320 +

Only two companies develop
(1 and 2, 1 and 3, or 2 and 3)z }| {

3d2(1� d)15 +

+ 3d(1� d)2(�2)| {z }
Only one company develops
(3 possible companies)

+ (1� d)3(�3)| {z }
No company
develops



OS/2 game

And since d = 1
4 ,

EπIBM (Dev) =

�
1
4

�3
20+ 3

�
1
4

�2 �
1� 1

4

�
15+

+3
1
4

�
1� 1

4

�2
(�2) +

�
1� 1

4

�3
(�3)

=
20
64



The OS/2 game

Plugging EπIBM (Dev) = 20
64 as the expected pro�t that IBM

obtains from initiating the subgame...
We �nd that IBM chooses to develop OS/2.
Hence, we have found a third SPNE: (Develop OS/2, D with
probability d=1/4 for all software �rms i = f1, 2, 3g).

IBM

Develop
OS/2

Do not develop
OS/20

20
64



Strategic Pre-Commitment

Felix Munoz-Garcia

EconS 424 - Strategy and Game Theory
Washington State University



Strategic Commitment

Limiting our own future options does not seem like a good
idea.

However, it might be bene�cial if, by doing so, we can alter
other players�behavior (once they know that we will not be
able to use some of our available actions).



Strategic Commitment

Let�s see the bene�ts of commitment in an entry game, where
the incumbent �rm commits a huge investment in capacity in
order to modify post-entry competition.

As we will see, entry does not even occur!
Indeed, the entrant �nds entry unpro�table once the
incumbent has invested in capacity.



Entry deterrence game

Consider an incumbent �rm.

It monopolized a particular market for a few years (e.g., it was
the �rst �rm initiating a new technology).
But... now the incumbent is facing the threat of entry by a
potential entrant.

In the �rst stage, the entrant must decide whether to enter
the industry.

If it were to enter, then the established company and the
entrant simultaneously set prices. For simplicity: Low, Medium
or High prices.
Otherwise, the incumbent maintains its monopoly power.



Entry deterrence game

Potential	Entrant

Do	not	enterEnter

Established	Company

Potential	Entrant

L M H

L M H L M H L M H

300
50

350
25

400
100

325
0

400
50

500
25

250
50

325
150

450
100

1000
0

Smallest	proper	subgame



Entry deterrence game

Representing the post-entry subgame in its matrix form:

300,	50 350,	25

325,	0 400,	50

Low Medium

Low

Medium
Established

Company

Entrant

400,	100

500,	25

250,	50 325,	150 450,	100

High

High

Unique NE of this subgame: (Moderate,Moderate) with
corresponding payo¤s (400, 50).



Entry deterrence game

Therefore, plugging the payo¤s that arise in the equillibrium
of the post entry game, we obtain:

Potential	Entrant

Do	not	enterEnter

400
50

1000
0

Payoff	for	the	
established	company

Payoff	for	the	
potential	entrant

Inserting	here	the	
payoffs	from	the	NE	

of	the	subgame	
found	above

Hence, the unique SPNE is: (Enter/Moderate| {z }
Entrant

,Moderate| {z }
Incumbent

)



Entry deterrence game

What about the set of NE?

Note that the potential entrant has 2� 3 = 6 available
strategies.

The established company only has three available strategies.



0,	1000

Low Moderate

Do	not	enter/Low

Do	not	enter	/	Moderate

Established
Company

Potential	
Entrant

High

Do	not	enter	/	High

50,	300 0,	325

25,	350

50,	250

150,	325

100,	400 25,	500 100,	450

50,	400

0,	1000 0,	1000

0,	1000 0,	1000 0,	1000

0,	1000 0,	1000 0,	1000

Enter	/	Low

Enter/	Moderate

Enter	/	High



Entry deterrence game

Hence, there are four NEs:
1 Do not enter/Low, Low
2 Do not enter/Moderate, Low
3 Do not enter/High,Low, and
4 Enter/Moderate, Moderate [This NE coincides with the SPNE
of this game]

In the �rst three NEs, the potential entrant stays out because
he believes the incredible threat of low prices from the
incumbent. Upon entry, we know that only moderate prices
are sequentially rational for the incumbent.



Entry deterrence game

What actions can the incumbent take in order to avoid this
unfortunate result?

Resort to organized crime?

Example: New York garbage-hauling business.
As reported in The Economist, soon after a company began to
enter the market, an employee found a dog�s severed head in
his mailbox with the note:

"Welcome to New York"

Seriously... what legal actions can the incumbent take?

Invest in cost-reducing technologies (e.g., at a cost of $500).
This increases his own incentives to set low prices.
(See the following �gure)



Entry deterrence game

Potential	Entrant

Do	not	enterEnter

Established	Company

Potential	Entrant

L M H

L M H L M H L M H

25
50

25
25

75
100

75
0

0
50

100
25

175
50

100
150

25
100

700
0

Subgame	2

Potential	Entrant

Do	not	enterEnter

Established	Company

Potential	Entrant

L M H

L M H L M H L M H

300
50

350
25

400
100

325
0

400
50

500
25

250
50

325
150

450
100

1000
0

Subgame	1

Established	Company

Invest Do	not	invest



Entry deterrence game

Subgame 1 (after no investment) exactly coincides with the
smallest subgame we analyzed in the previous version of the
game where the incumbent didn�t have the possibility of
investing.

We know that the NE of that subgame is (Moderate,
Moderate) with payo¤s (400, 50) for the incumbent and
entrant, respectively.

Subgame 2 (after investment) was not analyzed before.

Let�s represent it in its matrix form in order to �nd the NE of
this subgame.
(See next slide).



Entry deterrence game

Subgame 1: (After no investment. Same pricing game as
when cost-reducing investments were not available).

300,	50 350,	25

325,	0 400,	50

Low Medium

Low

Medium
Established

Company

Entrant

400,	100

500,	25

250,	50 325,	150 450,	100

High

High

NE of this subgame: (Moderate,Moderate) with
corresponding payo¤s (400, 50).



Entry deterrence game

Subgame 2 (After investment) in its matrix form:

25,	50 25,	25

75,	0 0,	50

Low Medium

Low

Medium
Established

Company

Entrant

75,	100

100,	25

175,	50 100,	150 25,	100

High

High

Hence, the psNE of this subgame is (Low ,Moderate) with
associated payo¤s (25,�25).
Remark: The incumbent now �nds low prices to be a best
response to the entrant setting low or moderate prices.

In contrast, when the incumbent does not invest in
cost-reducing technologies, the incumbent�s dominant pricing
strategy is moderate regardless of the entrant�s price.



Entry deterrence game

We can now plug the payo¤s associated with the NE of both
subgame 1 (after no investment) and subgame 2 (after
investment) into our extensive form game.

700
0

Potential	Entrant

Do	not	enterEnter

Potential	Entrant

Do	not	enterEnter

Established	Company

Invest Do	not	invest

25
25

1000
0

400
50

From	the	NE	of	subgame	2 From	the	NE	of	subgame	2

Payoff	for	the	
established	company

Payoff	for	the	
potential	entrant

Hence, the SPNE is: (Invest/Low/Moderate, Do not
enter/Moderate//Enter/Moderate)



Describing the SPNE in the Entry deterrence game

Interpretation of the SPNE

(Invest/Low/Moderate| {z }
Incumbent

,

Do not enter/Moderate//Enter/Moderate| {z }
Potential Entrant

)

This SPNE strategy pro�le describes that:

Incumbent:

The incumbent invests in cost-reducing technologies.
If the incumbent makes such investment, it subsequently sets
a low price. If, in contrast, such investment does not occur,
the incumbent sets a moderate price.
[Notice that we specify the incumbent�s behavior both in
equilibrium and o¤-the-equilibrium path.]



Describing the SPNE in the Entry deterrence game

Entrant:

After observing that the incumbent invests, the entrant
responds by not entering.

If the entrant enters, however, it sets a moderate price. [Note,
that this is again an o¤-the-equilibrium behavior]

After observing that the incumbent does not invest, the
entrant responds entering.

If the entrant enters, it sets a moderate price. [Note, that this
is in-equilibrium behavior]

Equillibrium path (shaded branches): invest, do not enter .



Entry deterrence game

As a result, investing in cost-reducing technologies serves as
an entry-deterrence tool for the incumbent.

Note that essentially the incumbent conveys to the potential
entrant that it will price low in response to entry.

Thus, the entrant can anticipate entry to be unpro�table.



If the incumbent states that he will set low prices, the entrant
wouldn�t believe such a threat.

Instead, the incumbent can convey a more credible threat by
altering his own preferences for low prices:

By investing in cost-reducing technologies, he makes low prices
more attractive, and hence low prices become credible.



Entry deterrence game

Observability:

for an investment to work as a credible threat, it must be
observable by the potential entrant.

What would happen if, instead, the potential entrant didn�t
observe the incumbent�s investment before deciding whether
to enter?

See �gure in next slide.�!



Entry deterrence game

700
0

Potential	Entrant

Do	not	enterEnter

Potential	Entrant

Do	not	enterEnter

Established	Company

Invest Do	not	invest

25
25

1000
0

400
50

From	the	NE	of	subgame	2 From	the	NE	of	subgame	2

Unobservability:	The	potential	
entrant	is	uninformed	about	

whether	the	incumbent	invested.



Entry deterrence game

Since the game is now simultaneous, we can represent it in its
matrix form as follows

25,	25 700,	0

400,	50 1000,	0

Enter Do	not	
Enter

Invest

Do	not	
Invest

Established
Company

Entrant

Hence, the SPNE is:

Do not invest/Low/Moderate
Enter/Moderate/Moderate

No entry deterrence without observability!



A model of limit capacity

Watson, pp. 183-186 (Posted on Angel as Ch. 16)

Can it be rational for a �rm to overinvest in capacity in order
to deter entry? Yes!

Alcoa was found guilty of anticompetitive practices because of
doing this.

Consider a game where two �rms are analyzing whether to
sequentially enter a new industry

The inverse demand function is p(q1, q2) = 900� q1 � q2.



A model of limit capacity

Time structure of the game:
1 First, �rm 1 decides to invest in a small plant (S), large plant
(L), or to not invest (N).

2 Second, �rm 2, observing �rm 1�s decision to invest in S, L, or
N, decides similarily.

The cost of building these facilities is:

$50,000 for the small facility, which allows the �rm to produce
up to 100 units.
$175,000 for the large facility, which allows the �rm to produce
any number of units.

See �gure. �!



A model of limit capacity

1

2

5

6

7

8

9

3

4

Firm	1

Firm	2

Firm	2

Firm	2

N

S

L

N

S

L

N

S

L

N

S

L

Different	notation	
to	denote	if	firm	1	
selected	N,	S,	or	L	

respectively

Where
N:	No	Investment
S:	Small	Investment
L:	Large	Investment



Computing Pro�ts (Payo¤s in terminal nodes 1-9)

1) (No Investment,No Investment). Recall that no investment is
equivalent to no entry. Pro�ts = 0 for both �rms: (0, 0)



Computing Pro�ts (Payo¤s in terminal nodes 1-9)

2) (No Investment,Small) (Implies q1 = 0)

max
q2

(900� q2)q2 � 50, 000| {z }
Cost of building
the small plant

Taking FOCs with respect to q2,

900� 2q2 = 0 =) q2 = 450 > 100|{z}
Capacity constraint if
I build a small plant

Hence, pro�ts for �rm 2 are:

(900� 100) � 100| {z }
Max capacity

�50, 000 = 80, 000� 50, 000 = 30, 000

Payo¤ of (N,S) is then ( 0|{z}
Firm 1

(Did not enter)

, 30|{z}
Firm 2

(In Thousands)

)



Computing Pro�ts (Payo¤s in terminal nodes 1-9)

3) (No Investment,Large). Similarly to above,

max
q2

(900� q2)q2 � 175, 000| {z }
Cost of building
the large facility

Taking FOCs,

900� 2q2 = 0 =) q2 = 450|{z}
Now output is unconstrained
since my capacity is large.

Pro�ts for �rm 2 are:

(900� 450) � 450� 175, 000 = 202, 500� 175, 000 = 27, 500

Payo¤ of (N, L) is (0, 27.5).



Computing Pro�ts (Payo¤s in terminal nodes 1-9)

4) (Small, No Investment). This case is symmetric to case 2 of
(N,S). Hence, pro�ts are (30, 0).



Computing Pro�ts (Payo¤s in terminal nodes 1-9)

5) (Small, Small). Both �rms are in the market. Hence:

max
q1

(900� q1 � q2)q1 � 50, 000| {z }
Cost of building
a small plant

FOCs with respect to q1,

900� 2q1 � q2 = 0 =) q1 = 450�
1
2
q2 ((BRF ))

Plugging BRF2 into BRF1,

q1 = 450� 1
2

�
450� 1

2
q1

�
| {z }

q2(q1)

=) q1 = q2 = 300 > 100|{z}
Max. Capacity



Computing Pro�ts (Payo¤s in terminal nodes 1-9)

Therefore each �rm produces only up to capacity (100 units) which
yields,

Pro�ts1 = (900� 100� 100) � 100| {z }
Max. Capacity

�50, 000

= 70, 000� 50, 000 = 20, 000 (Similarly for �rm 2)

Payo¤ under (S ,S) is (20, 20)



Computing Pro�ts (Payo¤s in terminal nodes 1-9)

6) (Small, Large). Firm 1 su¤ers a capacity constraint, and
q1 = 100. Firm 2 plays a best response to
q1 = 100 =) q2(100) = 450� 1

2 � 100 = 400.
Pro�ts of Firm 1:

(900� 100|{z}
q1

(Max capacity)

� 400|{z}
q2

(Unconstrained)

) � 100� 50, 000| {z }
Cost of

small plant

= 40, 000� 50, 000 = �10, 000
Pro�ts of Firm 2:

(900� 100� 400) � 400� 175, 000| {z }
Cost of
large plant

= 160, 000� 175, 000 = �15, 000
Pro�ts under (S , L) are (�10,�15).



Computing Pro�ts (Payo¤s in terminal nodes 1-9)

7) (Large, No Investment). This case is symmetric to (N, L) in
case 3. Hence, pro�ts of (L,N) are (27.5, 0).

8) (Large, Small). This case is symmetric to (S , L) in case 6.
Hence, pro�ts of (L,S) are (�15,�10).



Computing Pro�ts (Payo¤s in terminal nodes 1-9)

9) (Large, Large). Since no �rm is constrained, we have
q1 = q2 = 300. (From BRF , see explanation in case 5).
Pro�ts are then,

(900� 300� 300) � 300� 175, 000
= 90, 000� 175, 000 = �85, 000

(And similarly for the other �rm, since both �rms produce the
same output, and incur the same large instalation costs).
Pro�ts of (L, L) are (�85,�85).



A model of limit capacity

We can now plug the payo¤s we obtained into the terminal
nodes 1 through 9 as follows:

1

2

5

6

7

8

9

3

4

Firm	1

Firm	2

Firm	2

Firm	2

N

S

L

N

S

L

N

S

L

N

S

L
(85,85)

(0,0)

(0,30)

(0,27.5)

(30,0)

(20,20)

(10,15)

(27.5,0)

(15,10)

From...



A model of limit capacity

We are now ready to apply backward induction!

1

2

5

6

7

8

9

3

4

Firm	1

Firm	2

Firm	2

Firm	2

N

S

L

N

S

L

N

S

L

N

S

L
(85,85)

(0,0)

(0,30)

(0,27.5)

(30,0)

(20,20)

(10,15)

(27.5,0)

(15,10)

From...

SPNE: (L,SS 0N 00).



A model of limit capacity

Summarizing...

As a consequence, �rm 1 invests in a large production facility...

and �rm 2 decides not to enter the industry.

Hence, investment in large capacity serves as an "entry
deterrence" tool.

Without the threat of entry: �rm 1 would have invested in a
small plant, making pro�ts of $30,000.[We know that by �xing
no plant for �rm 2, and thus comparing �rm 1 pro�ts from no
plant, 0, small facility, 30, and large facility,27.5.]
With the threat of entry: �rm 1 overinvests (in order to
deter entry), but obtains pro�ts of only $27,500.



Is overinvestment irrational? No! The previous two
statements are comparing two states of the world (with and
without entry threats): under threats of entry, the best �rm 1
can do is to overinvest in capacity.



Advertising and Competition

Watson, pp. 180-182 (Posted on Angel as Ch. 16).

Advertising is frequently used by �rms to make customers
aware of their product.

In a monopoly setting, the analysis of advertising is relatively
simple: my advertising a¤ects my sales.(see Perlo¤, or
Besanko and Braeutigam�s textbooks)

But, what about the e¤ect of advertising in a duopoly?

The theory of sequential-move games (and SPNE) can help us
examine advertising decisions in this context.



Advertising and Competition

Let�s consider the following sequential-move game:
1 In the �rst period, Firm 1 decides how much to invest in
advertising, a dollars. [The cost of advertising a is 2a

3

81 ]
2 In the second period, given Firm 1�s advertising expenditure,
both �rms choose their output level competing in quantities
(Cournot competition).

Inverse demand function is p(q1, q2) = a� b(q1 + q2).
For simplicity, we assume no marginal costs, i.e., c = 0.



Advertising and Competition

Hence, an increase in advertising, from a to a0, shifts market
demand upwards:

p

Q

a

a

p(Q	)	=	a	–b	*Q	=	a		b(q1	+	q2)

p(Q	)	=	a	–b	*Q	=	a		b(q1	+	q2)
1

1



Advertising and Competition

Second Period
We apply backward induction, by starting from the second
stage of the game:

We maximize the �rm�s pro�ts, for a given level of advertising
(which was chosen in the �rst stage).

max
q1

(a� q1 � q2)q1| {z }
Gross pro�ts

(We assume c=0)

� 2a3

81|{z}
Cost of

advertising

Taking FOCs,with respect to q1,

a� 2q1 � q2 = 0 =) q1(q2) =
a
2
� 1
2
q2 (BRF1)



Advertising and Competition

Likewise for �rm 2,

q2(q1) =
a
2
� 1
2
q1 (BRF2)

Let us graphically analyze the e¤ect of advertising on �rms�
BRFs.

Figures:

BRFs and Equilibrium output,
The e¤ect of advertising on the BRFs, and as a consequence
on equilibrium output. (Point where both BRFs cross each
other).



Increasing Advertising Shifts BRFs Upwards

q2

a

q1

a
2
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a
3

a
3

45oline	(q1	=	q2)

a
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1
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a
2

1
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2

1
2

a
2
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Increasing Advertising Shifts Both BRFs Upwards

q2

a

q1

a
2

aa
2

a
3

a
3

45oline	(q1	=	q2)

a
2

1
2BRF1:	q1(q2)	=															q2	(Low	Adv.)

a
2

1
2BRF2:	q2(q1)	=															q1	(Low	Adv.)

a
2

1
2BRF1:	q1(q2)	=															q2	(High	Adv.)

a
2

1
2BRF2:	q2(q1)	=															q1	(High	Adv.)

a
2

a
3

a

a

a
2

a
3

q1	=
q1	=

q2	=

q2	=



Hence, advertising attracts more customers to the market
(e.g., making the market more well-known), shifting both
�rms BRFs upwards.

As a consequence,both �rms�equilibrium output increases
from qi = a

3 to q
0
i =

a0
3 , where i = f1, 2g.

Advertising in this context can thus be interpreted as a public
good: while only Firm 1 is allowed to advertise in our model,
both �rms bene�t from its advertising.



Advertising and Competition

Plugging BRF1 into BRF2, we obtain the equillibrium output
level

q1 =
a
2
� 1
2

�
a
2
� 1
2
q1

�
| {z }

q2

=) q1 =
a
3

And similarly for �rm 2, q2 = a
3 .



Advertising and Competition

Hence, pro�ts for �rm 1 are

π1(a) = (a� q1 � q2)q1 �
2a3

81

= (a� a
3
� a
3
)
a
3
� 2a

3

81
=
a2

9
� 2a

3

81

(Note that pro�ts are only a function of the expenditure on
advertising, a, since we have already plugged in the
equilibrium output levels of q1 and q2.)



Advertising and Competition

First Period
Anticipating the pro�ts �rm 1 will obtain in the second stage,
a2
9 �

2a3
81 ,�rm 1 seeks to choose the value of advertising, a,

that maximizes its pro�ts, π1(a).

max
a

a2

9
� 2a

3

81
Taking FOCs with respect to a,

2a
9
� 6a

2

81
= 0

Solving for a on the above expression, 2a9 �
6a2
81 = 0, we have

2a
9
=
6a2

81
=) 18a = 6a2 =) 18 = 6a =) a� =

18
6
= 3

We are done!!



Advertising and Competition

But wait...

How should we report the SPNE of this game?

Firm 1 chooses advertising a� = 3, and output level q1(a) = a
3

and q2(a) = a
3 .

Note that we don�t write q1(a�) = 3
3 = 1 evaluating output

at the optimal level of advertising a� = 3.

Why? Because we need to specify equilibrium actions at every
subgame of the second period.
That is, we need to specify equilibrium output after every
advertising decision. (Even o¤-the-equilibrium path).



A classi�cation of dogs...

Consider the following game:

1. In the �rst period, Firm 1 chooses a pre-commitment strategy
that is visible and understandable by other players. In
addition, Firm 1 cannot renege from such commitment in
future periods.

Examples:

investment in new technology that reduces marginal costs,
expenditure on advertising,
investment in additional capacity in an already mature
industry that actually raises marginal costs.



A classi�cation of dogs...

Continues:

2. In the second period, given such pre-commitment strategy
from �rm 1, �rm 1 and 2 compete by simultaneously selecting
quantities (Cournot competition), or prices (Bertrand
competition for di¤erentiated products). [We will analyze
both cases].

Depending on the type of competition during the second period
(competition in quantities or prices), it is easy to show that �rm 1
will choose to make a certain investment, or to refrain from it.



First Case: "Top Dog"

q1

q2

q1 q1

q2
q2

q2

Δ	q1

BRF1

BRF1

BRF2

Example: Firm 1 invests in reducing marginal costs in the �rst
stage of the game.

1 BRF2 is decreasing in q1.
2 BRF1 increases (shifts upward) in the pre-commitment
strategy that �rm 1 takes (Lowering marginal costs shifts
BRF1 upwards).

Great! Another example: Advertising.



Second Case: "Puppy Dog Ploy"

p1

p2

p1p1

p2

p2

p1

BRF1

BRF1

BRF2

p2

Example: Firm 1 invests in reducing marginal costs in the �rst
stage of the game.

1 BRF2 is increasing (In this case in p1).
2 BRF1 decreases in the pre-commitment strategy of �rm 1
(Lowering marginal costs shifts BRF1 inwards).

Avoid!



Third Case: "Lean and Hungry Look"

q1

q2

q1q1

q2

q2

q1

Δ	q2

BRF1

BRF1

BRF2

1 BRF2 is decreasing (In this case in q1).
2 BRF1 decreases (shifts downward) in the pre-commitment
strategy chosen by �rm 1 in the �rst period of the game (e.g.,
additional capacity in a mature industry, which actually raises
marginal costs).

Avoid!



Fourth Case: "Fat Cat"

p1

p2

p1p1

p2

p2

BRF1

BRF1

BRF2

Δ	p2

Δ	p1

1 BRF2 is increasing (In this case in p1).
2 BRF1 increases (shifts outward) in the pre-commitment
strategy of �rm 1 in the �rst period of the game (e.g.,
additional capacity in a mature industry, which actually raises
marginal costs).

great !



All Four Cases Together

BRF1	increases	in	the	
precommitment	
strategy	of	firm	1.

BRF1	 decreases	 in	
the	 precommitment	
strategy	of	firm	1.

Strategic	Substitutes
(		slope)

Strategic	Complements	
(	+	slope)

Case	1:
TOP	DOG

Make

Case	4:
FAT	CAT

Make

Case	3:
LEAN	AND	HUNGRY	

LOOK
AVOID

Case	1:
PUPPY	DOG	PLOY

AVOID

Shifts	Outwards

Shifts	Inwards

Slope	of	BRF2



Examples:

One example we already saw in class: Firm 1 choosing how
much money to spend on advertising during the �rst period,
and then competing in quantities during the second period.

Firm 1 is playing �top dog� strategy (check it).

More examples:

Consider the following game with two �rms. In the �rst stage,
each �rm i independently decides how much capital ki to
invest in R&D. As a result of this investment, total costs of
�rm i become

TC (qi ) = F + (c0 � αki ) qi

where α represents the e¤ectiveness of the expenditure in
R&D.
In the second stage of the game, given the marginal costs of
every �rm, �rms compete in quantities. (Top Dog again!)



Examples:

Another example (of "Top Dog" behavior):

In the �rst stage of the game, every country independently
provides an export subsidy to domestic �rms.

Larger export subsidies �rms�marginal costs (resembeling
the e¤ect of R&D on �rms�marginal costs).

In the second stage of the game, �rms compete in quantities.
As a consequence, countries tend to provide too generous
export subsidies to their exporting �rms.



Examples:

Another example:

In the �rst stage of the game, every country independently sets
the environmental standards that �rms installed within its
jurisdiction must obey.

Laxer environmental standards reduce �rms�marginal
costs (resembeling the e¤ect of R&D on �rms�marginal
costs).

In the second stage of the game, �rms compete in quantities.
Hence, countries tend to set lax environmental standards in
order to facilitate the competitiveness of their national �rms...
leading to too much global pollution!!!



Examples:

What if... �rms compete during the second stage of the game
using prices instead of quantities.

Do you think a strategic government would set lax
environmental standards as well? No!

For more examples and references, read:

"The Fat Cat e¤ect, the Puppy-Dog Ploy and the Lean and
Angry look", by Drew Fudenberg and Jean Tirole, The
American Economic Review,1984, 74(2), pp.361-66. (super
short!!)



Bargaining games

Felix Munoz-Garcia

EconS 424 - Strategy and Game Theory
Washington State University



Bargaining Games

Bargaining is prevalent in many economic situations where
two or more parties negotiate how to divide a certain surplus.

These strategic settings can be described as a sequential-move
game where one player is the �rst mover in the game,
proposing a certain "split of the pie" among all players.

The players who receive the o¤er must then choose whether to
accept the o¤er or reject it (considering that, in such case,
they might have the opportunity to make countero¤ers).



Bargaining Games

Let�s start with a simple bargaining game in which
countero¤ers are not allowed.

This is the so-called "Ultimatum Bargaining" game.

We will then examine more elaborate bargaining games, where
receives can make countero¤ers.

Afterwards, we will even allow the initial proposer to make a
counter-countero¤er, etc.

Di¢ cult? No!

We will be using backward induction in all these examples to
�nd the SPNE.



Bargaining Games

Watson : Chapter 19 (posted on Angel).
Take-it-or-leave-it o¤er
Ultimatum Bargaining game :

The proposer makes an o¤er d to the responder, and if the
o¤er is accepted, the proposer keeps the remaining pie, 1-d.

1 –d
d

0
0

uproposer
uresponder

0 1

Proposer

Responder

Accept Reject

d

The size of the pie can
be normalized to 1,

d = is between 0 and 1.offer
size of pie



Bargaining Games

Applying backward induction in the ultimatum bargaining
game

1 –d
d

0
0

uproposer
uresponder

0 1

Proposer

Responder

Accept Reject

d

Smallest proper subgame

Division of the pie offered to the
responder (From 0% to 100%)



Ultimatum bargaining game

Let us use backward induction:

First, the responder accepts any o¤er such that

uR (Accept) � uR (Reject) () d � 0

Second, the proposer, anticiparing that any o¤er d � 0 is
accepted by the responder, he chooses the level of d that
maximizes his utility (his utility is the remaining pie, 1� d).
That is,

max
d�0

1� d

Taking FOCs with respect to d yields -1 (corner solution), so
the optimal division is d*=0



Therefore, the SPNE of the game prescribes that:

The proposer makes an o¤er d� = 0; and
The responder accepts any o¤er d � 0.

Note that we don�t say something as restrictive as:

�The responder accepts the equilibrium o¤er of the proposer
d� = 0,�. Instead, we describe what he would do
(Accept/Reject) after receiving any o¤er d from the proposer.
This is a common property when describing the SPNE of a
game in order to account for both in-equillibrium and
o¤-the-equillibrium behavior.



Two-period alternating o¤ers bargaining game

1 –d1

d1
u1
u2

0 1

Player 1

Player 2

Accept Reject

d1

0 1

d2

Player 2

Player 1

δ1d 2

δ2 (1 –d 2)
u1
u2

Accept Reject

0
0

t = 1

t = 2



Two-period alternating o¤ers bargaining game

Using backward induction:
During period t = 2,
Player 1 accepts any o¤er d2 coming from player 2 i¤ δ1d2 � 0,
i.e., d2 � 0.
Player 2, knowing that player 1 accepts any o¤er d2 satisfying
d2 � 0, makes an o¤er maximizing his utility function

max
d 2�0

δ2
�
1� d2

�
=) d2 = 0| {z }

Analog to the Ultimatum Bargaining Game

which gives her a payo¤ of δ2 (1� 0) = δ2.



During period t = 1,
Player 2 rejects any o¤er d1 from player 1 that is below what she
will get for herself during the next period, δ2, i.e., she rejects any
o¤er d1 such that

δ2 > d1

Player 1 then o¤ers to player 2 an o¤er d1 such that maximizes his
own utility, and guarantees that player 2 accepts such o¤er (i.e.,
d1 > δ2), that is,

max
d 1�δ2

1� d1 =) d1 = δ2

which gives him a payo¤ of 1� δ2.



Two-period alternating o¤ers bargaining game

δ2

1

1

1 –d 1

1 –d 1

d 1

These offers would be
rejected by player 2

d 1 δ2, offers to player 1,
d 1, that will be accepted

Player 2 payoff

Among all o¤ers to player 1 that will be accepted, d1 � δ2,
the o¤er d1 = δ2 provides player 2 the highest expected
possible payo¤.



Therefore, we can describe the SPNE of this game as follows:

Player 1 o¤ers d1 = δ2 in period t=1, and accepts any o¤er
d2 � 0 in t=2; and
Player 2 o¤ers d2 = 0 in period t=2, and accepts any o¤er
d1 � δ2 in t=1.



As a consequence, the SPNE payo¤s are (1� δ2, δ2), and the
game ends at the �rst stage.

Note also that, the more patient player 2 is (higher δ2), the
more he gets and the less player 1 gets in the SPNE of the
game.

(Figure on next slide)



Two-period alternating o¤ers bargaining game

Equilibrium payo¤s for player 1 and 2 in the two-period
alternating o¤ers bargaining game

δ2, discount factor
for player 2

1

1

u1 = 1 –δ2

$

u2 = δ2

0

When player 2 is very patient,
he gets most of the pie.



Here we saw a very useful trick to solve longer alternating
o¤er bargaining games. (More about this in future homework
assignments).

(Figures in the next slides:the "ladder method")



Two-period alternating o¤ers bargaining game

A useful trick for alternating o¤ers bargaining games:

Proposing Player Time Period

P1 t = 1 (1� δ2,

 �Remainingz}|{
δ2 � 1 )

P2 t = 2 (0,

"z}|{
1 )

Player 2 is indi¤erent between o¤ering himself the entire pie
in period t = 2, or receiving in period t = 1 an o¤er from
player 1 equal to the discounted value of the entire pie.
SPNE:

P1

�
O¤ers d1 = δ2 in period 1, and

Accepts any o¤er d2 � 0 in period 2.

P2

�
O¤ers d2 = 0 in period 2, and

Accepts any o¤er d1 � δ2 in period 1.



Four-period alternating o¤ers bargaining game

Generalizing this trick to more periods:

Proposer Period

P2 t = 1 (

Remaining �!z }| {
δ1(1� δ2(1� δ1)), 1� δ1(1� δ2(1� δ1)))

P1 t = 2 (

"z }| {
1� δ2(1� δ1),

 �Remainingz }| {
δ2(1� δ1) )

P2 t = 3 (

Remaining �!z}|{
δ1 � 1 ,

"z }| {
1� δ1)

P1 t = 4 (

"z}|{
1 , 0)

Pretty fast when dealing with multiple periods!



Bargaining over in�nite periods

Watson, pp. 220-222

Remember the �nite bargaining models we just covered?
In those models, we allowed players to bargain over a surplus
(or a pie) for a �nite number of periods, T = 2, 3, 4, ...

What if we allow them to negotiate for as many periods as
they need?

(Of course they would not bargain forever, since they discount
the future.)



Bargaining over in�nite periods

Player 1 makes o¤ers to player 2, d2, in periods 1, 3, 5, ...

Player 2 makes o¤ers to player 1, d1, in periods 2, 4, 6, ...

Hence, at every odd period, player 2 compares the payo¤ he
gets by accepting the o¤er he receives from player 1, d2, with
respect to...

the payo¤ he can get tomorrow by making an o¤er of d1 to
player 1, and keeping the rest of the pie for himself, 1� d1
In addition, this payo¤ is discounted, since it is received
tomorrow. Hence, δ2(1� d1).

Therefore, player 2 accepts the o¤er d2 from player 1 if and
only if:

d2 � δ2(1� d1)



Bargaining over in�nite periods

And since player 1 wants to minimize the o¤er he makes to
player 2, d2, in order to keep the largest remaining pie for
himself, player 1 will o¤er the minimal division to player 2, d2,
that guarantees acceptance

d2
�z}|{
= δ2(1� d1)

Importantly, this is valid at every odd period t = 1, 3, 5, ...
(not only at period t = 1),



Bargaining over in�nite periods

Similarly, at every even period t = 2, 4, 6, ..., player 1
compares the payo¤ he gets by accepting the o¤er he receives,
d1, with respect to...

the payo¤ he can get tomorrow by making an o¤er of d2 to
player 2, and keeping the rest of the pie for himself, 1� d2
In addition, this payo¤ is discounted. since it is received
tomorrow. Hence, δ1(1� d2).

Therefore, player 1 accepts the o¤er d1 from player 2 if and
only if:

d1 � δ1(1� d2)



Bargaining over in�nite periods

And since player 2 wants to minimize the o¤er he makes to
player 1, d1, in order to keep the largest remaining pie for
himself, player 2 will o¤er the minimal division to player 1, d1,
that guarantees acceptance.

d1
�z}|{
= δ1(1� d2)

Importantly, this is valid at every even period, t = 2, 4, 6, ...
(not only at period t = 2).



Bargaining over in�nite periods

Therefore, the division from player 1 to player 2, d2, and that
from player 2 to player 1, d1, must satisfy

d2 = δ2(1� d1) and d1 = δ1(1� d2)
Two equations with two unknowns!

Plugging one condition inside the other, we have

d2 = δ2(1� (δ1(1� d2))| {z }
d1

)

Rearranging,

δ2 � δ2δ1 + δ2δ1 + δ2δ1d2 = d2

and rearranging a little bit more,

δ2(1� δ1) = d2(1� δ2δ1) =) d�2 =
δ2(1� δ1)

1� δ2δ1



Bargaining over in�nite periods

And similarly for the division that player 2 makes to player 1,

d�1 =
δ1(1� δ2)

1� δ1δ2

Hence, in the �rst period, player 1 makes this o¤er d�2 to
player 2, who immediately accepts it, since d�2 = δ2(1� d�1 ).

(Hence, the game is over after the �rst stage.)

Therefore, equilibrium payo¤s are:

d�2 =
δ2(1� δ1)

1� δ2δ1
for player 2



Bargaining over in�nite periods

and the equilibrium payo¤s for player 1 is:

1� d�2 = 1� δ2(1� δ1)

1� δ2δ1

=
1� δ2δ1 � δ2 + δ2δ1

1� δ2δ1

=
1� δ2
1� δ2δ1



Bargaining over in�nite periods

Note that player 2�s payo¤, d�2 =
δ2(1�δ1)
1�δ2δ1

, increases in his
own discount factor, δ2:

∂
�

δ2(1�δ1)
1�δ2δ1

�
∂δ2

=

�0z }| {
1� δ1

(1� δ2δ1)2
� 0 since δ1 2 [0, 1]

That is, as player 2 assigns more weight to his future payo¤,
δ2 ! 1 (intuitively, he becomes more patient), he gets a
larger payo¤.

That is, as he becomes more patient, he can reject player 1�s
proposals, and wait until he is the player making proposals.



Bargaining over in�nite periods

In contrast, player 2�s payo¤, d�2 =
δ2(1�δ1)
1�δ2δ1

decreases in the
discount factor of player 1 (his opponent), δ1:

∂
�

δ2(1�δ1)
1�δ2δ1

�
∂δ1

=
δ2

�0z }| {
(δ2 � 1)

(1� δ2δ1)2
� 0 since δ2 2 [0, 1]

That is, as player 1 assigns more weight to his future payo¤,
δ1 ! 1 (intuitively, he becomes more patient), player 2 must
o¤er him a larger share of the pie in order to induce him to
accept today.



Bargaining over in�nite periods

Interpretation: In bargaining games, patience works as a
measure of bargaining power:

First, if you are more patient, you will not accept low o¤ers
from your opponent today, since you can wait until the next
period (when you make the o¤ers), and the payo¤ you get
tomorrow (your own o¤er) is not heavily discounted.
Second, a more patient opponent is "more di¢ cult to please"
with low o¤ers (since he can simply wait until the next period),
and as a consequence, you must make him higher o¤ers in
order to achieve acceptance.

Bottom line: the more patient you are (higher δi ), and the less
patient your opponent is (lower δj ), the larger the share of the
pie you keep, and the lower the share he/she keeps in the
SPNE of the game.



Bargaining over in�nite periods

What if all player are equally patient? (i.e., δ1 = δ2 = δ)?
Then equilibrium payo¤s become:

d�2 =
δ� δ2

1� δ2
for player 2, and d�1 = 1�d�2 =

1� δ

1� δ2
for player 1

1

0

½

½ 1

Payoffs

δ

1 –δ 2
1 –δ

δ –δ 2

1 –δ 2

d1 =                 (Player 1 payoff)*

d1 =                 (Player 2 payoff)*

Common discount
factor δ= δi = δj



Bargaining over in�nite periods

1

0

½

½ 1

Payoffs

δ

Player 1 payoff (proposer in t = 1)

Player 2 payoff (responder in t = 1)

Interpretation:
When both players are totally impatient (δ = 0), the �rst
player to make an o¤er gets the entire pie, o¤ering nothing to
the responder.
When both players are completely patient (δ = 1), they split
the surplus evenly.
As we move from impatient to patient players, the �rst player
to make an o¤er reduces his equilibrium payo¤, and the
responder increases his.



Multilateral bargaining

What if we generalize the previous model to negotiations
between three players?

Note that now player 1�s proposal contains three components

x = (x1, x2, x3)

where every xi represents the share assigned to player i , out of
a pie of size 1, Hence, the sum of the three shares must satisfy

x1 + x2 + x3 = 1



Multilateral bargaining

Rules:
Every proposal is voted using unanimity rule.

Example: player 1 o¤ers x2 to player 2 and x3 to player 3.
Then players 2 and 3 independently decide if they
accept/reject the proposal.
If they both accept, players get x = (x1, x2, x3).
If either player rejects, the o¤er from player 1 is rejected
(because we are using unanimity), and
player 2 becomes the proposer in period 2, o¤ering x1 and x3
to player 3. Observing these o¤ers, players 1 and 3 must
decide if they accept player 1�s proposal.
...



Multilateral bargaining

Let�s put ourselves in the shoes of any player i (you can think
about player 1, for instance).

1 Let xprop denote the o¤er the proposer makes himself,
2 Let xnext denote the o¤er the proposer makes to the player
who would be next to make proposals,and

3 Let x two denote the o¤er the proposer makes to the player
who would be making proposals two periods from now.

We know that the total size of the pie is 1:

xprop + xnext + x two = 1



Multilateral bargaining

The o¤er that the proposer makes must satisfy the following
two conditions:

1 First, the o¤er he makes to the player who would be next
making proposals, xnext , must be higher than the discounted
value of the o¤er that such a player would make himself during
the next period as the proposer, δxprop .

xnext � δxprop (and xnext is minimized when xnext = δxprop)

2 Second, the o¤er he makes to the player who would be making
proposals two periods from now, x two , must be higher than
the discounted value of the o¤er that such player would make
himself two periods from now as the proposer, δ2xprop .

x two � δ2xprop (and x two is minimized when xnext = δ2xprop)



Multilateral bargaining

Using the fact that the total size of the pie is 1, and using
these two condition, xnext = δxprop and x two = δ2xprop , we
obtain

xprop + xnext + x two = xprop + δxprop| {z }
x next

+ δ2xprop| {z }
x two

= 1

We now have an equation with just one unknown, xprop .
Solving for xprop yields

xprop =
1

1+ δ+ δ2



Multilateral bargaining

Using this result, xprop = 1
1+δ+δ2

, into the expressions of

xnext = δxprop and x two = δ2xprop , we obtain the equillibrium
payo¤s for the other two players�xnext = δxprop = δ 1

1+δ+δ2
and

x two = δ2xprop = δ2 1
1+δ+δ2



Multilateral bargaining

How are these payo¤s varying in the discount factor, δ?

1

0

3

½ 1

Payoffs

δ

1

Payoff for proposer

Payoff for next player

Payoff for two

1 +δ+ δ 2
1

1 +δ+ δ 2
δ

1 +δ+ δ 2
δ 2

xprop =

xnext =

xtwo =

Intuition (similar to the two-player bargaining game):
When players are relatively impatient, the player who gets to
make the �rst proposal fares better than do the others.
When players are relatively patient, all players get relatively
similar equilibrium payo¤s (approaching 1

3 when δ! 1).



Multilateral bargaining

Interested in more about bargaining games?

Muthoo, Bargaining Theory with Applications, Cambridge
University Press, 1999.

Interested in the application of bargaining games to political
science?

Many political science departments are crazy to get game
theorists!
"Bargaining in Legislatures," (1989) American Political
Science Review, 83(1), pp. 1181-1206.
Political Game Theory (textbook, mentioned in the syllabus).



Repeated games

Felix Munoz-Garcia

Strategy and Game Theory - Washington State University



Repeated games are very usual in real life:

1 Treasury bill auctions (some of them are organized monthly,
but some are even weekly),

2 Cournot competition is repeated over time by the same group
of firms (firms simultaneously and independently decide how
much to produce in every period).

3 OPEC cartel is also repeated over time.

In addition, players’interaction in a repeated game can help
us rationalize cooperation...

in settings where such cooperation could not be sustained
should players interact only once.



We will therefore show that, when the game is repeated, we can
sustain:

1 Players’cooperation in the Prisoner’s Dilemma game,
2 Firms’collusion:

1 Setting high prices in the Bertrand game, or
2 Reducing individual production in the Cournot game.

3 But let’s start with a more "unusual" example in which
cooperation also emerged: Trench warfare in World War I.
−→ Harrington, Ch. 13



Trench warfare in World War I



Trench warfare in World War I

Despite all the killing during that war, peace would
occasionally flare up as the soldiers in opposing tenches would
achieve a truce.

Examples:

The hour of 8:00-9:00am was regarded as consecrated to
"private business,"
No shooting during meals,
No firing artillery at the enemy’s supply lines.

One account in Harrington:

After some shooting a German soldier shouted out "We are
very sorry about that; we hope no one was hurt. It is not our
fault, it is that dammed Prussian artillery"

But... how was that cooperation achieved?



Trench warfare in World War I

We can assume that each soldier values killing the enemy, but
places a greater value on not getting killed.

That is, a soldier’s payoff is

4+ 2× (enemy soldiers killed)− 4(own soldiers killed)

This incentive structure produces the following payoff matrix,

This matrix represents the so-called "stage game", i.e., the
game players face when the game is played only once.

2,	2 6,	0

0,	6 4,	4

Kill

KillAllied	
Soldiers

German	Soldiers
Miss

Miss



Trench warfare in World War I

Where are these payoffs coming from?

For instance, (Miss,Kill) implies a payoff pair of (0, 6) since

uAllied = 4+ 2 ∗ 0− 4 ∗ 1 = 0, and
uGerman = 4+ 2 ∗ 1− 4 ∗ 0 = 6

Similarly, (Kill ,Kill) entails a payoff pair of (2, 2) given that

uAllied = 4+ 2 ∗ 1− 4 ∗ 1 = 2, and
uGerman = 4+ 2 ∗ 1− 4 ∗ 1 = 2



Trench warfare in World War I

If this game is played only once...

2,	2 6,	0

0,	6 4,	4

Kill

KillAllied	
Soldiers

German	Soldiers
Miss

Miss

(Kill ,Kill) is the unique NE of the stage game (i.e.,
unrepeated game).

In fact, "Kill" is here a strictly dominant strategy for both
players,

making this game strategically equivalent to the standard PD
game (where confess was strictly dominant for both players).



Trench warfare in World War I

But we know that such a game was not played only once, but
many times.

For simplicity, let’s see what happens if the game is played
twice. Afterwards, we will generalize it to more than two
repetitions.

(See the extensive form game in the following slide)



Trence warfare in World War I

Twice-repeated trench warfare game

Kill

Miss

Kill

Miss

Kill Miss

Kill

Miss

Kill

Miss

Kill Miss

Miss

Kill

Miss

Kill Miss

Miss

Kill

Miss

Kill Miss

Kill Kill

Kill Miss Kill Miss

Kill Miss

Allied

Allied

German

German

Allied
German

12
0

4
4

8
2

2
8

6
6

8
2

6
6

10
4

2
8

6
6

0
12

4
10

6
6

10
4

4
10

8
8

Subgame	1 Subgame	2 Subgame	3 Subgame	4

First
period

Second
period



Trench warfare in World War I

We can solve this twice-repeated game by using backward
induction (starting from the second stage):

Second stage:

We first identify the proper subgames: there are four, as
indicated in the figure, plus the game as a whole.
We can then find the NE of each of these four subgames
separately.
We will then be ready to insert the equilibrium payoffs from
each of these subgames, constructing a reduced-form game.

First stage:

Using the reduced-form game we can then solve the first stage
of the game.



Trench warfare in World War I

Subgame 1 (initiated after (Kill Kill) arises as the outcome of
the first-stage game):

4,	4 8,	2

2,	8 6,	6

Kill

KillAllied	
Soldiers

German	Soldiers
Miss

Miss

Only one psNE of Subgame 1: (Kill ,Kill).



Trench warfare in World War I

Subgame 2 (initiated after (Kill Miss) outcome emerges the
first-stage game)

8,	2 12,	0

6,	6 10,	4

Kill

KillAllied	
Soldiers

German	Soldiers
Miss

Miss

Only one psNE of Subgame 2: (Kill ,Kill).



Trench warfare in World War I

Subgame 3 (initiated after (Miss, Kill) outcome in the first
stage):

2,	8 6,	6

0,	12 4,	10

Kill

KillAllied	
Soldiers

German	Soldiers
Miss

Miss

Only one psNE of Subgame 3: (Kill ,Kill).



Trench warfare in World War I

Subgame 4 (initiated after the (Miss, Miss) outcome in the
first stage):

6,	6 10,	4

4,	10 8,	8

Kill

KillAllied	
Soldiers

German	Soldiers
Miss

Miss

Only one psNE of Subgame 4: (Kill ,Kill).



Trench warfare in World War I

Inserting the payoffs from each subgame, we now construct
the reduced-form game:

Kill Miss

Allied

German

Allied
German

4
4

8
2

2
8

6
6

Kill MissKill Miss

From subgames 14



Trench warfare in World War I

Since the above game tree represents a simultaneous-move
game, we construct its Normal-form representation:

4,	4 8,	2

2,	8 6,	6

Kill

KillAllied	
Soldiers

German	Soldiers
Miss

Miss

We are now ready to summarize the Unique SPNE:
Allied Soldiers: (Kill1,Kill2 regardless of what happened in
period 1)
German Soldiers: (Kill1,Kill2 regardless of what happened in
period 1)



Trench warfare in World War I

But then the SPNE has both players shooting to kill during
both period 1 and 2!!

As Harrington puts it:

Repeating the game only twice "was a big fat failure!" in our
goal to rationalize cooperation among players.

Can we avoid such unfortunate result if the game is, instead,
played T > 2 times? Let’s see... (next slide)

Caveat: we are still assuming that the game is played for a
finite T number of times.



What if the game was repeated T periods?

This would be the normal form representation of the subgame
of the last period, T .

AT−1 denotes the sum of the Allied soldier’s previous T − 1
payoffs.
GT−1 denotes the sum of the German soldier’s previous T − 1
payoffs.

AT		1	+	2,	GT		1	+	2

Kill

KillAllied	
Soldiers

German	Soldiers
Miss

Miss AT		1,	GT		1	+	6

AT		1	+	6,	GT		1

AT		1	+	4,	GT		1	+	4

Only one psNE in the subgame of the last stage of the game:
(KillT ,KillT ).



What if the game was repeated T periods?

Given the (KillT ,KillT ) psNE of the stage-T subgame, the
normal form representation of the subgame in the T − 1
period is:

AT		2	+	4,	GT		2	+	4

Kill

KillAllied	
Soldiers

German	Soldiers
Miss

Miss AT		2	+	2,	GT		2	+	8

AT		2	+	8,	GT		2	+2

AT		2	+	6,	GT		2	+	6

Again, only one psNE in the subgame of period T − 1.
Similarly for any other period T − 2,T − 3, . . . , 1.



Trench warfare in World War I

But this is even worse news than before:

Cooperation among players cannot be sustained when the
game is repeated a finite number of times, T (not for T = 2
or T > 2).



Trench warfare in World War I

Intuition:

Sequential rationality demands that each players behaves
optimally at every node (at every subgame) at which he/she is
called on to move.
In the last period T , your action does not affect your previous
payoffs, so you’d better maximize your payoff at T (how?
shooting to kill).
In the T − 1, your action does not affect your previous payoffs
nor your posterior payoffs – since you can anticipate that the
NE of the posterior subgame is (killT , killT )– so you’d better
maximize your payoff at T − 1 (how? shooting to kill).
Similarly at the T − 2 period... and all other periods until the
first.



Finitely repeated games

This result provides us with some interesting insight:

Insight: If the stage game we face has a unique NE, then
there is a unique SPNE in the finitely-repeated game in which
all players behave as in the stage-game equilibrium during all T
rounds of play.
Examples:

Prisoner’s dilemma,
Cournot competition,
Bertrand competition (both with homogeneous and
differentiated products).
etc.

What about games with more than one NE in the stage
game? (We will discuss them later on).



Infinitely repeated games

In finitely repeated games, players know when the game will
end: in T = 2 periods, in T = 7 periods, etc.

But... what if they don’t?

This setting illustrates several strategic contexts where
firms/agents simply know that there is a positive probability
they will interact again in the next period
For instance, the soldiers know that there is a probability
p = 0.7 that war will continue the next day, allowing for the
game to be repeated an infinite number of times.
Example: After T = 100 rounds (e.g. days), the probability
two soldiers interact one more round is 0.7100 (which is one in
millions!)

Let us analyze the infinitely-repeated version of this game.



Trench warfare - infinitely repeated version

First, note that (killt , killt ) at every period t is still one of the
SPNE of the infinitely repeated game game.
In order to show that, note that if a player chooses killt at
every period t, he obtains

2+ δ2+ δ22+ ... =
1

1− δ
2

If, instead, he unilaterally deviates to "miss" at a particular
time period, he obtains

Payoff when he
misses but his
opponent shoots

to kill︷︸︸︷
0 +

Discounted stream of payoffs
when this player reverts to kill
(the NE of the stage game).︷ ︸︸ ︷

δ2+ δ22+ ...

= δ[1+ δ2+ ...] =
δ

1− δ
2



Trench warfare - infinitely repeated version

Hence, this player does not deviate from killt since

1
1− δ

2 >
δ

1− δ
2⇔ 2 > 2δ⇔ 1 > δ

is satisfied given that the discount factor is restricted by
definition in the range δ ∈ (0, 1).



Trench warfare - infinitely repeated version

But, can we sustain cooperation as a SPNE of this
infinitely-repeated game? Yes!

Consider the following symmetric strategy:

In period t = 1, choose "miss" (i.e., cooperate).
In period t ≥ 2,

keep choosing "miss" if both armies chose "miss" in all
previous periods, or
choose "kill" thereafter for any other history of play, i.e., if
either army chose "kill" in any previous period.

This strategy is usually referred to as a Grim-Trigger
strategy, because any deviation triggers a grim punishment
thereafter. Note that the punishment implies reverting to the
NE of the unrepeated version of the game (Kill,Kill).



Trench warfare - infinitely repeated version

We need to show that such Grim-Trigger strategy (GTS) is a
SPNE of the game.

In order to show that, we need to demonstrate that it is an
optimal strategy for both players at every subgame at which
they are called on to move. That is, using the GTS strategy
must be optimal:

at any period t, and
after any previous history (e.g., after cooperative rounds of
play and after periods of non-cooperation).

A formidable task? Not so much!

In fact, there are only two cases we need to consider.



Trench warfare - infinitely repeated version

Only two cases we need to consider.
First case: Consider a period t and a previous history in
which every one has been cooperative ( i.e., no player has ever
chosen "kill.")

If you choose miss (cooperate), your stream of payoffs is

4+ δ4+ δ24+ ... =
1

1− δ
4

If, instead, you choose to kill (defect), your payoffs are

6︸︷︷︸
You choose to deviate
towards "kill" while
your opponent behaves

cooperatively by "missing"

+ δ2+ δ22+ ...︸ ︷︷ ︸
Then your opponent detects
your defection (one of his
soldiers dies!) and reverts

to kill thereafter.

= 6+
δ

1− δ
2



Trench warfare - infinitely repeated version

Second case: Consider now that at period t some army has
previously chosen to kill. We need to show that sticking to the
GTS is optimal, which in this case implies implementing the
punishment that GTS prescribes after defecting deviations.

If you choose kill (as prescribed), your stream of payoffs is

2+ δ2+ δ22+ ... =
1

1− δ
2

If, instead, you choose to miss, your payoffs are

0+ δ2+ δ22+ ... =
δ

1− δ
2

After this history, hence, you prefer to choose kill since δ < 1.



Trench warfare - infinitely repeated version

We can hence conclude that the GTS is a SPNE of the
infinitely-repeated game if

1
1− δ

4 ≥ 6+ δ

1− δ
2 ←− Unique Condition.

Multiplying both sides by (1− δ), we obtain

4 ≥ 6+ 2(1− δ)

and solving for δ, we have δ ≥ 1
2 .

that is, players must assign a suffi cient high value of payoffs
received in the future (more than 50%)



Trench warfare - infinitely repeated version

This condition is graphically represented in the following
figure:

Intuition: if I suffi ciently care about future payoffs, I won’t
deviate since I have much to lose.



Finitely repeated prisoner’s dilemma

2,	2 0,	3

3,	0 1,	1

Coop

Coop
Player	1

Player	2
Defect

Defect

Finitely repeated game: Note that the SPNE of this game is
(Defect, Defect) during all periods of time.
Using backward induction, the last player to move (during the
last period that the game is played) defects. Anticipating that,
the previous to the last defects, and so on (unraveling result).
Hence the unique SPNE of the finite repeated PD game has
both players defecting in every round.



Infinitely repeated prisoner’s dilemma

Infinitely repeated game: They can support cooperation by
using, for instance, Grim-Trigger strategies.

For every player i , the Grim-Trigger strategy prescribes:
1 Choose C at period t = 1, and
Choose C at period t > 1 if all players selected C in previous
periods.

2 Otherwise (if some player defected), play D thereafter.

At any period t in which players have been cooperating in all
previous rounds, every player i obtains the following payoff
stream from cooperating

2+ 2δ+ 2δ2 + 2δ3 + ... = 2(1+ δ+ δ2 + δ3 + ...) = 2
1

1− δ



And if any player i defects during a period t, while all other
players cooperate, then his payoff stream becomes

3︸︷︷︸
current gain

+ 1δ+ 1δ2 + 1δ3 + ...︸ ︷︷ ︸
future punishment

= 3+ 1(δ+ δ2 + δ3 + ...)

= 3+ 1
δ

1− δ



Hence, from any period t, player i prefers to keep his
cooperation (instead of defecting) if and only if

EUi (Coop) ≥ EUi (Defect) ⇐⇒ 2
1

1− δ
≥ 3+ 1 δ

1− δ

and solving for δ, we obtain that cooperation is supported as
long as δ ≥ 1

2 .

(Intuitively, players must be “suffi ciently patient” in order to
support cooperation along time).



Graphical illustration of:
1 short-run increase in profits from defecting (relative to
respecting the cooperative agreement); and

2 long-run losses from being punished forever after (relative to
respecting the cooperative agreement).



Payoffs

Time	Periods

3

2

1

t t	+	1 t	+	2 t	+	3 t	+	4 ...

Instantaneous	gain	from Defect

Future	loss	(punishment)	from	deviating

Cooperate



Introducing the role of δ in the previous figure:

A discount factor δ close to zero "squeezes" the future loss
from defecting today.

Payoffs

Time	Periods

3

2

1

t t	+	1 t	+	2 t	+	3 t	+	4 ...

Instantaneous	gain	
from	deviating

Future	loss	from	
deviating

Discounted	profits	
from	cooperation

Discounted	profits	after	
the	Nash	reversion



More SPNE in the repeated game

Watson: pp. 263-271

So far we showed that the outcome where players choose
cooperation (C ,C ) in all time periods can be supported as a
SPNE for suffi ciently high discount factors, e.g., δ ≥ 1

2 .

We also demonstrated that the outcome where players choose
defection (D,D) in all time periods can also be sustained as a
SPNE for all values of δ.

But, can we support other partially cooperative equilibria?

Example: cooperate during 3 periods, then defect for one
period, then start over, which yields an average per-period
payoff lower than that in the (C ,C ) outcome but still higher
than the (D,D) outcome.
Yes!



More SPNE in the repeated game

Before we show how to sustain such a partially cooperative
equilibria, let’s be more general and explore all per-period
payoff pairs that can be sustained in the infinitely-repeated
PD game.

We will do so with help of the so called "Folk Theorem"



The Folk Theorem

Define the set of feasible payoffs (FP) as those inside the
following diamond.−→

(Here is our normal form game again, for reference)

2,	2 0,	3

3,	0 1,	1

Coop

Coop
Player	1

Player	2
Defect

Defect



The Folk Theorem

u2

u1

1

2

3

1

2

3

(3,0)	from	(D,C	)

(2,2)	from	(C,C	)

(0,3)	from	(C,D	)

(1,1)	from	(D,D	)

Set	of	feasible	payoffs



The Folk Theorem

Why do we refer to these payoffs as feasible?

you can draw a line between, for instance, (2,2) and (1,1).
The midpoint would be achieved if players randomize between
cooperate and defect with equal probabilities.
Other points in this line (and other lines connecting any two
entices) can be similarly constructed to implement other points
in the diamond



The Folk Theorem

Define the set of individually rational payoffs (IR) as those
that weakly improve player i’s payoff from the payoff he
obtains in the Nash equilibrium of the stage game, v̄i .

(In this example, v̄i = 1 for all player i = {1, 2}).



The Folk Theorem

Individual rational (IR) set

u1≥1

u2≥1

We consider the set of feasible and individually rational
payoffs, denoting it as the FIR set.
We overlap the two sets FP and IR,and FIR is their
intersection (common region).



The Folk Theorem

u2

u1

1

2

3

1

2

3

(3,0)	from	(D,C	)

(2,2)	from	(C,C	)

(0,3)	from	(C,D	)

(1,1)	from	(D,D	)

u2					1

u1					1

Set	of	feasible	payoffs

Set	of	feasible,	individually	
rational	(FIR)		payoffs

FIR: ui ≥ maximin payoff for player i , e.g., u1 ≥ 1 u2 ≥ 1
For simple games with a unique psNE, this payoff coincides
with the psNE payoff. (We now that from the chapter on
maximin strategies.)



The Folk Theorem

Therefore, any point on the edge or interior of the shaded FIR
diamond can be supported as a SPNE of the
infinitely-repeated game as long as:

The discount factor δ is close enough to 1 (players care about
the future).



The Folk Theorem (more formally)

Consider any infinitely-repeated game.

Suppose there is a Nash equilibrium that yields an equilibrium
payoff vector v̄i for every player i in the unrepeated version of
the game.

Let v = (v1, v2, ..., vn) be any feasible average per-period
payoff such that every player i obtains a weakly higher payoff
than in the Nash equilibrium of the unrepeated game, i.e.,
vi ≥ v̄i for every player i .
Then, there exists a suffi ciently high discount factor δ ≥ δ̄
(e.g., δ ≥ 1

2 ) for which the payoff vector v = (v1, v2, ..., vn)
can be supported as a SPNE of the infinitely-repeated game.



Another example:

Here is another version of the repeated prisoner’s dilemma
game:

3,	3 0,	5

5,	0 1,	1

Coop

Coop
Player	1

Player	2
Defect

Defect

(FP set on next slide)−→



Another example:

u2

u1

1

5

3

1

5

3

(5,0)

(3,3)

(0,5)

(1,1)

2

2

Set	of	feasible	payoffs



Another example:

Since the NE of the unrepeated game is (Defect, Defect), with
equilibrium payoffs (1,1), then we know that the IR set must be to
the northeast of (1,1) for both players to be weakly better.

u2

u1

1

5

3

1

5

3

(5,0)

(3,3)

(0,5)

(1,1)

2

2

Set	of	feasible	payoffs
u2					1

u1					1

Set	of	feasible,	individually	
rational	(FIR)		payoffs



Can (C,C) be supported as a SPNE of the game?

In any given time period t in which cooperation has been
always observed in the past, if player i cooperates, he i obtains

3+ δ3+ δ23+ ... =
3

1− δ

If, instead, he deviates his stream of discounted payoffs
become

5︸︷︷︸+
Current

δ1+ δ21+ ...︸ ︷︷ ︸
Future punishment

= 5+
δ

1− δ



Can (C,C) be supported as a SPNE of the game?

Hence, comparing the two payoff streams and solving for δ,

3
1− δ

≥ 5+ δ

1− δ
=⇒ 3 ≥ 5(1− δ) + δ

=⇒ 3 ≥ 5− 4δ =⇒ 4δ ≥ 2 =⇒ δ ≥ 1
2



Partial cooperation

So far we just showed that the upper right-hand corner of the
FIR diamond can be sustained as a SPNE of the infinitely
repeated game.

What about other payoff pairs that belong to the FIR set, such
as the points on the edges of the FIR diamond?

Take, for instance, the average per-period payoff (4,1.5) in the
frontier of the set of FIR payoffs.



Partial cooperation

u2

u1

1

5

3

1

5

3

(5,0)

(3,3)

(0,5)

(1,1)

2

2

Set	of	feasible	payoffs
u2					1

u1					1

Set	of	feasible,	individually	
rational	(FIR)		payoffs

4

1.5
(4,1.5)



Partial cooperation

Intuitively, we must construct a randomization between
outcome (C,C) and (D,C) in order to be at a point in the line
connecting the two outcomes in the FIR diamond.

1 Let us consider the following “modified grim-trigger strategy”:

1 players alternate between (D,C) and (C,C) over time, starting
with (C,C) in the first period.

2 If either or both players has deviated from this prescription in
the past, players revert to the stage Nash profile (D,D) forever.



Partial cooperation

Modified Grim Trigger Strategy that alternates between (C,C) and
(D,C) outcomes

t	=	1

t	=	2

t	=	3

Action Payoff Action Payoff

Player	1 Player	2

C

D

C

C

C

C

3

5

3

3

0

3
.
.
.

Resulting

outcome

(C,C)

(D,C)

(C,C)



Partial cooperation

2. To determine whether this strategy profile is a SPNE, we
must compare each player’s short-run gain from deviating to
the associated punishment he would suffer.

Since the actions that this modified GTS prescribes for each
player are asymmetric (player 2 always plays C as long everyone
cooperated in the past, whereas player 1 alternates between C
and D), we will have to separately analyze player 1 and 2.
Let’s start with player 2.



Partial cooperation

1 Player 2: Starting with player 2, his sequence of discounted
payoffs (starting from any odd-numbered period, in which
players select (C,C)) is:

3+ 0δ+ 3δ2 + 0δ3 + ... =

= 3[1+ δ2 + δ4 + ...] + 0δ[1+ δ2 + δ4 + ...]

=
3

1− δ2

And starting from any even-numbered period (in which players
select (D,C)) player 2’s sequence of discounted payoffs is:

0+ 3δ+ 0δ2 + 3δ3 + ... =

= 0[1+ δ2 + δ4 + ...] + 3δ[1+ δ2 + δ4 + ...]

=
3δ

1− δ2



Partial cooperation

1 Incentives to cheat for player 2 in an odd-numbered period:

1 By cheating player 2 obtains an payoff of 5 (instantaneous gain
of 2), but

2 His defection is detected, and punished with (D,D) thereafter.
This gives him a payoff of 1 for every subsequent round, or

δ
1−δ thereafter.

3 Instead, by respecting the modified GTS, he obtains a payoff
of 3 during this period (odd-numbered period, when they play
(C,C)).

1 In addition, the discounted stream of payoffs from the next
period (an even-numbered period) thereafter is 3δ2

1−δ2
.

4 Hence, player 2 prefers to stick to this modified GTS if

3+
3δ2

1− δ2
≥ 5+ δ

1− δ
⇐⇒ δ ≥ 1+

√
33

8
' 0.84 (1)



Partial cooperation

1 Incentives to cheat for player 2 in an even-numbered period:

1 By cheating player 2 obtains an payoff of 1 (instantaneous loss
of 2), moreover. . .

2 His defection is detected, and punished with (D,D) thereafter.
This gives him a payoff of 1 for every subsequent round, or

δ
1−δ thereafter.

3 Instead, by respecting the modified GTS, he obtains a payoff
of 0 during this period (even-numbered period, when they play
(D,C) and he is player 2). In addition, the discounted stream
of payoffs from the next period (an odd-numbered period)
thereafter is 3δ

1−δ2
.

4 Hence, player 2 prefers to stick to this modified GTS if

0+
3δ

1− δ2
≥ 1+ δ

1− δ
⇐⇒ δ ≥ 1

2
(2)



Partial cooperation

And because 1+
√
33

8 ' 0.84 (for odd-numbered period) is
larger than −1+

√
3

2 ' 0.37 (for even-numbered period),
Thus, player 2 cooperates in any period (odd or even) as long

as δ ≥ 1+
√
33

8 ' 0.84.



Partial cooperation

1 On your own: analyze the incentives to cheat for player 1 in
odd-numbered periods, and in even-numbered periods
following the same approach as we just used for player 2.

1 You should obtain that he conforms to the modified GTS for
all δ ∈ (0, 1) .

2 And since δ ≥ 1+
√
33

8 ' 0.84 (for player 2), all δ ∈ (0, 1) (for
player 1), we can conclude that the modified GTS can be

supported as a SPNE for any δ ≥ 1+
√
33

8 ' 0.84.

10

d,	discount	
factor

Player	1	cooperates

Player	2	cooperates0.84



The Folk Theorem

Therefore, any payoff vector within the diamond of FIR
payoffs can be supported as a SPNE of the game for
suffi ciently high values of δ.

Advantages and disadvantages.



Advantages and Disadvantages of the Folk Theorem:

Good: effi ciency is possible

Recall that any improvement from (D,D) in the PD game
constitutes a Pareto superior outcome.

Bad: lack of predictive power

Anything goes!
Any payoff pair within the FIR shaded area can be supported
as a SPNE of the infinitely repeated game.



Incentives to cooperate in the PD game:

Our results depend on the individual incentives to cheat and
cooperate.

When the difference between the payoffs from cooperate and
not cooperate is suffi ciently large, then δ doesn’t have to be
so high in order to support cooperation.

Intuitively, players have stronger per-period incentives to
cooperate (mathematically, the minimal cutoff value of δ that
sustains cooperation will decrease).
Let’s show this result more formally.



Incentives to cooperate:

Consider the following simultaneous-move game

a,	a c,	b

b,	c d,	d

Coop

Coop
Player	1

Player	2
Defect

Defect

1 To make this a Prisoner’s Dilemma game, we must have that
D, "defect," is strictly dominant for both players.

2 That is, D must provide every player a higher payoff, both:
1 when the other player chooses C, “cooperate” (given that
b > a), or

2 when the other player defects as well (since d > c).



Incentives to cooperate:

Hence, the unique NE of the unrepeated game is (D,D).

What if we repeat the game infinitely many times?

We can then design a standard GTS to sustain cooperation.



In the infinitely repeated game...

At any period t, my payoff from cooperating is...

a+ δa+ δ2a+ ... =
1

1− δ
a

If, instead, I deviate my payoff becomes...

b︸︷︷︸
current gain

+ δd + δ2d + ...︸ ︷︷ ︸
future loss

= b+
δ

1− δ
d



In the infinitely repeated game...

Hence, players cooperate if

1
1− δ

a ≥ b+ δ

1− δ
d

Rearranging,

a ≥ b(1− δ) + δd , or δ ≥ b− a
b− d



Intuition behind this cutoff for delta...

(b− a) measures the instantaneous gain you obtain by
deviating from cooperation to defection. (more temptation to
cheat!)

(b− d) measures the loss you will suffer thereafter as a
consequence of your deviation.



Intuition behind this cutoff for delta...

Payoffs

Time	Periods

b

a

d

t t	+	1 t	+	2 t	+	3 t	+	4 ...

Current	gain	from	defecting

Payoff	from	cooperating

Future	loss	from	
defecting	at	period	t.

b	–a
Gain	in	

payoff	from	
defection.

a	–d
Loss	in	

payoff	from	
defection.



Intuition behind this cutoff for delta...

Therefore,

An increase in (b− a) or a decrease in (b− d) implies an
increase in δ̄ = b−a

b−d , i.e., cooperation is more diffi cult to
support.
A decrease in (b− a) or an increase in (b− d) implies a
decrease in δ̄ = b−a

b−d , i.e., cooperation is easier to support.



Intuition behind this cutoff for delta...

When (b− a) ↑ or (b− d) ↓ the cutoff δ̄ = b−a
b−d becomes

closer to 1.

10

δ,	discount	
factorb		a

b		dδ	=

Coop.	can	only	be	sustained	if	players	
discount	factor	is	this	high.

When (b− a) ↓ or (b− d) ↑ the cutoff δ̄ = b−a
b−d becomes

closer to zero.

10

δ,	discount	
factorb		a

b		dδ	=

Coop.	can	be	sustained	for	this	large	
set	of	discount	factors



What if we have 2 NE in the stage game...

Note that the games analyzed so far had a unique NE in the
stage (unrepeated) game.

What if the stage game has two or more NE?



What if we have 2 NE in the stage game...

Consider the following stage game:

5,	5 2,	7

7,	2 3,	3

x

x

Player	1

Player	2
y

y

3,	1 1,	0

1,	3

0,	1

2,	2z

z

There are indeed 2 psNE in the stage game: (y , y) and (z , z).

Outcome (x , x) is the socially effi cient outcome, since the
sum of both players’payoffs is maximized.

How can we coordinate to play (x , x) in the infinitely repeated
game? Using a "modified" GTS.



A modified grim-trigger strategy:

1 Period t = 1: choose x ("Cooperate")
2 Period t > 1: choose x as long as no player has ever chosen y,

1 If y is chosen by some player, then revert to z forever.

(This implies a big punishment, since payoffs decrease to
those in the worst NE of the unrepeated game $2, rather than
those in the best NE of the unrepeated game, $3.)

Note: If the other player deviates from x to z while I was
cooperating in x, I don’t revert to z (I do so only after
observing he played y).

Later on, we will see a more restrictive GTS, whereby I revert
to z after observing any deviation from the cooperative x,
which can also be sustained as a SPNE.



A modified grim-trigger strategy:

At any period t in which the history of play was cooperative,
my payoffs from sticking to the cooperative GTS (selecting x)
are

5+ δ5+ δ25+ ... =
1

1− δ
5

If, instead, I deviate towards my "best deviation" (which is y),
my payoffs are

7︸︷︷︸
current gain

+ δ2+ δ22+ ...︸ ︷︷ ︸
Punishment thereafter

= 7+
δ

1− δ
2

One second! Shouldn’t it be

7+ δ0+ δ22+ δ3 + ... = 7+
δ2

1− δ
2

No. My deviation to y in any period t, also triggers my own
reversion towards z in period t + 1 and thereafter.



A modified grim-trigger strategy:

Hence, every player compares the above stream of payoffs,
and choose to keep cooperating if

1
1− δ

5 ≥ 7+ δ

1− δ
2

Rearranging...

5 ≥ 7(1− δ) + 2δ, or δ ≥ 2
5



ANOTHER modified grim-trigger strategy:

What if the modified GTS was more restrictive, specifying
that players revert to z as soon as they observe any deviation
from the cooperative outcome, x .

That is, I revert to z (the "worst" NE of the unrepeated game)
as soon as you select either y or z .
In our previous "modified GTS" I only reverted to z if you
deviated to y .

That is, the GTS would be of the following kind:
1 At t = 1, choose x (i.e., start cooperating).
2 At t > 1, continue choosing x if all players previously selected
x . Otherwise, deviate to z thereafter.



ANOTHER modified grim-trigger strategy:

At any period t in which the previous history of play is
cooperative, my payoffs from sticking to the cooperative GTS
(selecting x) are

5+ δ5+ δ25+ ... =
1

1− δ
5

If, instead, I deviate towards my "best deviation" (which is
y), my payoffs are

7︸︷︷︸
current gain

+ δ2+ δ22+ ...︸ ︷︷ ︸
Punishment thereafter

= 7+
δ

1− δ
2

Hence, cooperation in x can be sustained as SPNE of the
infinitely-repeated game as long as

1
1− δ

5 ≥ 7+ δ

1− δ
2, or δ ≥ 2

5
(Same cutoff as with the previous "modified GTS").



Summary:

When the unrepeated version of the game has more than one
NE, we can still support cooperative outcomes as SPNE of
the infinitely repeated game whereby all players experience an
increase in their payoffs.

Usual trick: make the punishments really nasty!

For instance, the GTS can specify that we start cooperating...
but we will both revert to the "worst" NE (the NE with the
lowest payoffs in the unrepeated game) if any player deviates
from cooperation.

The analysis is very similar to that of unrepeated games with
a unique NE.



Many things still to come...

Note that so far we have made several simplifying assumptions...

Observability of defection: When defection is more diffi cult
to observe, I have more incentives to cheat.

Then, δ needs to be higher if we want to support cooperation.

Starting of punishments: When the punishment is only
triggered after two (or more) periods of defection, then the
short run benefits from defecting become relatively larger.

Then, δ needs to be higher if we want to support cooperation.

Thereafter punishments: Punishing you also reduces my
own payoffs, why not go back to our cooperative agreement
after you are disciplined?



Many things still to come...

We will discuss many of these extensions in the next few
days(Chapter 14 in Harrington).

But let’s finish Chapter 13 with some fun!
Let’s examine how undergraduates actually behaved when
asked to play the PD game in an experimental lab:

One period (unrepeated game)
Two to four periods (finitely repeated game)
Infinite periods (How can we operationalize that in an
experiment?? chaining them to their desks?)



Recall our general interpretation of the discount factor

δ represents players’discounting of future payoffs, but also...

The probability that I encounter my opponent in the future, or

Probability that the game continues one more round.

This can help us operationalize the infinitely repeated PD
game in the experimental lab...

by simply asking players to roll a die at the end of each round
to determine whether the game continues,
i.e., probability of continuation p (equivalent to δ) can be, for
instance, 50%.



Experimental evidence for the PD game

Consider the following PD game presented to 390 UCLA
undergraduates...

2,	2 4,	1

1,	4 3,	3

Mean

Mean
Player	1

Player	2
Nice

Nice

where "Mean" is the equivalent of "defect" and "Nice" is the
equivalent of "cooperate" in our previous examples.



Experimental evidence for the PD game

The PD game provides us very sharp testable predictions:
1 If the PD game is played once, players will choose "mean."
2 If the PD game is played a finite number of times, players will
choose "mean" in every period.



Experimental evidence for the PD game

More testable predictions from the PD game...
1 If the PD game is played an indefinite (or infinite) number of
times, players are likely to choose "nice" some of the time.

1 Why "some of the time"? Recall that the folk theorem allows
for us to cooperate all the time, yielding a payoff in the
northeast corner of the FIR diamond, or...

2 cooperate every other period, yielding payoffs in the interior of
the FIR diamond, e.g., at the boundary but not at the
northeast corner, as in the partially cooperative GTS we
described

2 If the PD game is played an indefinite (or infinite) number of
times, players are more likely to choose "nice" when the
probability of continuation (or the discount factor) is higher.



Experimental evidence for the PD game

Frequency of cooperative play in the PD game:

Not	zero,	but	close.

Unrepeated

Finitely	
Repeated

Infinitely	
Repeated	

with
p	~	δ	

In the last round of the finitely repeated game, players play
"as if" they were in an unrepeated (one-shot) game.
They are not capable of understanding the SPNE of the game
in the finitely repeated game (second and third row), but...

Their rates of cooperation increase in p (' δ), as illustrated in
the last two rows.



Experimental evidence for the PD game

A common criticism to experiments is that stakes are too low
to encourage real competition.

e.g., average payoff was about $19 per student at UCLA.

What if we increase the stakes to a few thousand dollars?

Is cooperation less supported than in experiments, as theory
would predict?
Economists found a natural experiment: "Friend or Foe?" TV
show.
Check at YouTube
http://www.youtube.com/watch?v=SBgalflgx2U&feature=related



Friend or Foe?

Two people initially work together to answer trivia questions.

Answering questions correctly results in contributions of
thousands of dollars to a trust fund.



Friend or Foe?

Afterwards, players are separated and asked to simultaneously
and independently choose "Friend" (i.e., evenly share the
trust fund) or "Foe" (i.e., get it all if the other player is
willing to share), with these resulting payoffs...

0,	0 V,	0

0,	V ,

Foe

Foe
Player	1

Player	2
Friend

Friend V
2

V
2

Note that choosing "Foe" is a dominant strategy for each
player, although it is weakly (not strictly) dominant. [Close
enough to the PD]



Friend or Foe?

A lot at stake!

1st	stage
2nd	stage:

	Play	Fried	or	Foe

>

<

<

But the details in these results are even more intriguing!



Friend or Foe?

> ~

< =

< >



Interpretation:

1 Gender:
1 Men are more cooperative when his opponent is also a man,
than when she is a woman.

2 Women, in contrast, are as cooperative with men as they are
with women.

2 Age group:
1 Young contestants are slightly more cooperative with mature
than with young contestants.

2 Mature contestants are as cooperative with other mature
contestants as they are with young opponents.

3 Race:
1 White contestants are more cooperative with a non-white
contestant than with another white contestant, but...

2 Non-white contestants are less cooperative with another
non-white contestant than with a white contestant.
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Repeated games - Extensions

Temporary punishment:

Temporary (rather than permanent) reversion to the psNE of
the unrepeated game.

Nasty punishments:

How to sustain cooperation by the design of punishments in
which players obtain a lower payo¤ than in the psNE of the
unrepeated game.

More equitable punishments:

The cheated party obtains a lower average payo¤ in the
standard GTS than the cheater. We will �x that with a
modi�ed GTS.

Imperfect monitoring:

Players may not observe cheaters instantaneously.



Temporary punishment

Two main auction houses in the world of �ne art: Sotheby�s
and Christie�s

Their competition is in the commission they charge.



Temporary punishment

The following �gure illustrates their competition, with payo¤s
in millions of dollars.

0,	0 2,	1

1,	2 4,	4

4%

4%

Christie	s

Sotheby	s

1,	4 1,	7

4,	1

7,	1

5,	5

6% 8%

6%

8%

Unique psNE in the unrepeated game: (6%, 6%) with
equilibrium pro�ts (4, 4)



Temporary punishment

But, can these two auction houses increase their pro�ts?

5,	5

0,	0 2,	1

1,	2 4,	4

4%

4%

Christie	s

Sotheby	s

1,	4 1,	7

4,	1

7,	1

6% 8%

6%

8%

Sure! If they coordinate towards the cooperative outcome
(8%, 8%) their pro�ts become (5, 5).

Is this legal? No. Did it occur? Yes, over the course of 7 years.
Were they caught? Yes, Sotheby�s chairman went to jail and
his company had to pay $7.5 million in �nes.



Temporary punishment



Temporary punishment

In order to understand how this price-�xing can be sustained,
let�s �rst examine a standard GTS in this setting:

In period t = 1, cooperate by charging 8%.
In period t > 1,

charge 8% if both auction houses charged 8% in previous
periods, or
charge 6% if one or both auction houses did not charge 8% in
all previous periods.

(Note that charging 6% is the usual reversion towards the
psNE of the unrepeated game that we discussed in other
games.)



Temporary punishment

At any given time period t, for which all players cooperated in
all precious rounds, the pro�ts of any auction house i from
charging 8% are

5+ δ5+ δ25+ ... =
5

1� δ

If, instead, it unilaterally denotes towards its most pro�table
deviation (charging 6% yields a payo¤ of 7, while changing
4% only yields a payo¤ of 4), 6% its pro�ts become

7|{z}
current gain

+ δ4+ δ24+ ... = 7+
δ

1� δ
4



Temporary punishment

Hence, for each auction house to have incentives to cooperate
in the collusive agreement (charging 8%) in the SPNE of the
in�nitely repeated game, we need that

5
1� δ

� 7+ δ

1� δ
4

Multiplying both sides by (1� δ), yields

5 � 7(1� δ) + δ4

and solving for δ, we have

5 � 7� 7δ+ 4δ =) δ � 2
3



Temporary punishment

Why don�t we modify the usual grim-trigger strategy in order
to have a reversion to moderate rates (6%, which is the psNE
of the stage game) during just a few periods? Temporary
reversion.



Temporary punishment

Temporary reversion in the Grim-Trigger strategy:
1 In period t = 1: choose 8% (cooperative outcome).
2 In period t > 1: choose 8% as long as both auction houses
charged 8%, or

choose 6% during three periods if one (or both) auction
houses did not charge 8% in the previous period. Then return
to 8%.

You can, of course, consider other temporary reversions for
more than 3 periods. For less than three periods the GTS
might not be able to sustain cooperation (check, as a
practice).



Christie�s and Sotheby�s Game

Permanent Reversion:

Payoffs

Time	Periods

$7

$5

$4

t t	+	1 t	+	2 t	+	3 t	+	4 ...

Deviation	to	6%

Cooperate	by	
charging	8%

Future	permanent	
punishment



Christie�s and Sotheby�s Game

Temporary Reversion:

Payoffs

Time	Periods

$7

$5

$4

t t	+	1 t	+	2 t	+	3 t	+	4 ...

Deviation	to	6%

Cooperate	by	
charging	8%

Future	permanent	
punishment



Christie�s and Sotheby�s Game

Let�s redo the previous example with temporary reversion:
At any period t at which all players cooperated in all previous
rounds, the pro�ts from charging 8% are:

5+ δ5+ δ25+ δ35+ δ45+ δ55+ ...

In contrast, the pro�ts from deviating towards the "best
deviation" of 6% are:

7|{z}
Immediate pro�t
from cheating

+ δ4+ δ24+ δ34| {z }
Temporary reversion to

6% by other �rm (and me!)

+ δ45+ δ55| {z }
Return to

cooperation, 8%

+...



Christie�s and Sotheby�s Game

Hence, a �rm has incentives to stick to this modi�ed GTS
with temporary reversion if:

5+ δ5+ δ25+ δ35+((((
(((δ45+ δ55+ ...

� 7+ δ4+ δ24+ δ34+((((
(((δ45+ δ55+ ...

Rearranging,

=) (5� 4)δ+ (5� 4)δ2 + (5� 4)δ3 � 7� 5
() δ+ δ2 + δ3 � 2 =) δ � 0.81



Temporary reversion:

Plot of equation δ3 + δ2 + δ = 2, for any discount factor
δ 2 (0, 1).

δ
0.2 0.4 0.6 0.8 1.0

1.0

2.0

1.0

δ	3	+δ	2	+δ	=	2

δ	=	0.81

Cooperation

Its only root in the range of admissible δ 2 (0, 1) is δ = 0.81.



Comparing Permanent and Temporary reversion:

Comparison:

1 Under Permanent reversion (charging 6% forever if cheating is
detected), cooperation can be supported if δ � 2

3 ' 0.67.
2 Under Temporary reversion (charging 6% during three periods
if cheating is detected), cooperation can be supported only if
players are more about future payo¤s, i.e., δ � 0.81.

3 Intuition:
1 Cheating has a weaker punishment under temporal reversion
(payo¤ of 4 during three periods) than under permanent
reversion (payo¤ of 4 forever).

2 As a consequence, players have to value future payo¤s a lot in
order for them to not be tempted to deviate from the
cooperative outcome (8%).



Comparing Permanent and Temporary reversion:

Range of discount factors supporting cooperation under
permanent and temporary reversion.

2
3Permanent	reversion,	δ

to		the	psNE	

2
3

Temporary	reversion	
to	the	psNE,	δ	 0.81

0.81 10

δ,	discount	
factor



What if we temporally revert to something worse than
the NE of the stage game?

Can cooperation be more easily sustained?

Consider the following modi�ed grim-trigger strategy:

1 In period t = 1: charge 8% (cooperative outcome).
2 In period t > 1: charge 8% if either:

1 Both auction houses charged 8% in the previous period, or
2 Both auction houses charged 4% in the previous period.
3 Otherwise, charge 4%.

3 Intuition... (next slide)



What if we temporally revert to something worse than
the NE of the stage game?

Intuition:

1 Both auction houses start setting 8%, and if either house deviates
from 8% then both auction houses revert to 4%.

1 Finally, if and only if both auction houses charged 4% in the
previous period, then they both return to 8%.

2 8%!If one (or both) deviate!Then both set 4% (price
war)!Then, both return to 8%.

3 Cheating is punished by starting a price war that lasts only
one period.



What if we temporally revert to something worse than
the NE of the stage game?

At any period t at which we have been cooperating in all
previous rounds, charging 8% yields:

5+ δ5+ δ25+ δ35+ ...

In contrast, deviating towards the "best deviation" of 6%
yields:

7|{z}
Today�s pro�t
from deviation

+ δ0|{z}
Price-war

(4% by both �rms)
"Stick"

+ δ25+ δ35| {z }
Returning
to 8%
"Carrot"

+...



What if we temporally revert to something worse than
the NE of the stage game?

5,	5

0,	0

4%

4%

Christie	s

Sotheby	s

7,	1

6% 8%

6%

8%

deviation

Pricewar

Return to cooperation



What if we temporally revert to something worse than
the NE of the stage game?

Hence, charging 8% can be supported if

5+ δ5+((((
(((δ25+ δ35+ ... � 7+ δ0+((((

(((δ25+ δ35+ ...

rearranging,

5+ 5δ � 7 =) 5δ � 2 =) δ � 2
5



Finally, we must check that houses will go through with the
threatened punishment:

1 If neither auction house charged 8%, nor charged 4%, then the
prescribed rate is 4%,

0|{z}
The other house
acts accordingly,
setting 4%

+ δ5+ δ25+ δ35| {z }
Both houses
return to 8%

+...

2 The best deviation that this auction house can have to setting
this price war of 4% is 6% (payo¤ of 1) rather than 8% (payo¤
of -1). The payo¤ from 6% is:

1|{z}
Today�s
pro�t

+ δ0|{z}
Price
war

+ δ25+ δ35| {z }
Both houses
return to 8%

+...

3 Comparing,

0+ δ5+((((
(((

δ25+ δ35+ ... � 1+ δ0+((((
(((

δ25+ δ35+ ...

=) δ5 � 1 =) δ � 1
5



What if we temporally revert to something worse than
the NE of the stage game?

Therefore, this strategy pro�le can be supported as a SPNE of the
in�nitely repeated game when:

1 δ � 2
5 , which ensures that an auction house wants to

cooperate (charging 8%), and
2 δ � 1

5 , which ensures that an auction house is willing to
engage in a punishing price war when needed.

Both conditions hold if δ � 2
5 .



Two important points:

1 During a price war, a house can raise its current pro�t from
zero to 1 by setting a rate of 6% rather than 4%.

It is however induced to go along with the "stick" of the price
war by the lure of the "carrot" of a high commission rate of
8% tomorrow.

2 Collusion is easier to sustain with the threat of a one-period
price war than with the threat of reverting to regular
competition forever.

Indeed, under price-war collusion can be supported if δ � 2
5 ,

while...
under permanent reversion to the NE of the stage game

(charging 6%), collusion is sustained if δ � 2
3

�
> 2

5

�
.

3 Intuitively: a �short and nasty�punishment can then be
more e¤ective in order to sustain cooperation than a �long
and mild�punishment.



Two important points:

Discount factors supporting cooperation:

2
3 10

δ,	discount	
factor1

3

Collusion	if	the	punishment	is	using	a	
price	war	for	a	single	period.

(Short	and	Nasty	punishment)

Collusion	if	the	punishment	is	permanent	
reversion	to	the	NE	of	the	stage	game.

(Long	and	Mild	punishment)



More equitable punishments:

1 The cheated party is victimized by the cheater.

1 Indeed, the cheated party obtains a payo¤ of $1 during the
cheating period...

2 While the cheater obtains $7.

2 Let�s search for a more equitable punishment, whereby the
cheater must allow to be undercut by the other player for one
period if he ever deviates.

3 Example:

1st) I cheat: choosing 6% rather than 8%
2nd) I allow to be undercut for one period.
3rd) We return to cooperation, 8%.�!



More equitable punishments:

1,	7

7,	1

5,	5

0,	0 2,	1

1,	2 4,	4

4%

4%

Christie	s

Sotheby	s

1,	4

4,	1

6% 8%

6%

8%

1st

2nd	 3rd	

1 Then, cooperation can be sustained if

5+ δ5+���
��

δ25+ ... � 7|{z}
I cheat

+ δ1|{z}
I am undercut

+ ���
��

δ25+ ...| {z }
Back to coop.

2 Rearranging,

5+ δ5 � 7+ δ =) δ � 1
2



More equitable punishments:

In addition to the above condition, we must show that, after
deviating, I will allow to be undercut before we go back to
cooperation.
That is,

1|{z}
I am undercut

+ δ5+ δ25+ ...| {z }
Back to coop.

� 4|{z}
I stay at 6%

+ δ1|{z}
I am undercut

+ δ25+ ...| {z }
Back to coop.

Legend:
1 When I allow myself to be undercut, I charge 8% while the
"victimized" party charges 6% now.

1 After being undercut, the GTS prescribes we go back to coop.

2 Rather than allowing myself to be undercut, I could stay at
6%, obtaining $4.

1 In that case, I am undercut the following period, and we go
back to coop afterwards.



More equitable punishments:

Simplifying the above expression:

1+ δ5+((((
(((δ25+ δ35+ ... � 4+ δ1+((((

(((δ25+ δ35+ ...

Rearranging,
1+ δ5 � 4+ δ1

which is more restrictive than our previous condition (δ � 1
2 ).

Therefore, cooperation can be sustained under this
punishment scheme if δ � 3

4 .



More equitable punishments:

1 This type of punishment boils down to a simple (and old!)
adage:

�an eye for an eye�

2 Interesting:

1 The punishment is more equitable, since the cheated party is
compensated in the following period, and then cooperation is
re-established.

2 But it can only be supported if players assign relatively high
values to future payo¤s, i.e., δ � 3

4  � Because I must allow
myself to be undercut after deviating.

3 Figure (next slide) �!



More equitable punishments:

Discount factors supporting cooperation:

Permanent	reversion

2
3

Temporary	reversion	

0.81 1
0

δ,	discount	
factor3

4

An	eye	for	an	eye
(Allowing	to	undercut	if	I	ever	

deviate	from	cooperation)

2
5

Price	war
(A	punishment	with	lower	

payoffs	than	the	Nash	reversion)



Cooperation in distant periods

So far all the applications we considered had players
cooperating in the same period of time.

However, in some instances, people take costly actions in
order to bene�t another individual (i.e., "kind" actions) even
if the other individual does not reciprocate such "kind" action
in the same period...

but at some unspeci�ed point in the future.

We refer to these cases in which "I scratch your back and
then you will scratch mine" as "Quid pro Quo."



Cooperation in distant periods

Two examples where Quid pro Quo emerges as part of the
SPNE in the in�nitely repeated game:

Pork-barrel spending in the Congress.
Vampire bats helping each other in a time of need by
regurgitating blood, messy!



Application: Pork-barrel spending - "Quid Pro Quo" in
Congress.

1 Three senators, A, B, C, proposing bills in the Congress
during alternating periods.

1 Example: Senator Stevens and the �bridge to nowhere�
(Expected cost: $398 million, Population: 50).

2 You can �nd more information here:
http://en.wikipedia.org/wiki/Gravina_Island_Bridge.



Application: Pork-barrel spending - "Quid Pro Quo" in
Congress.

2. Payo¤s:
1 if the bill you propose passes: $100 (bene�ts for your district)
2 if the bill that another senator proposes passes: -$25 (taxes for
your district, but no bene�ts)

3 if no bill passes: $0



Application: Pork-barrel spending

Time	period:

Senator	Proposing:

t	=	1

A

2

B

3

C

4

A

5

B

6

C

...

...

Proposing	cycle

1 GTS Strategy with temporary punishments
1 vote each other�s projects (cooperation) as long as everybody
votes for each others�projects...

2 if someone deviates: vote "No" for his project, and then start
cooperating again

3 (This is a usual temporary reversion, but with punishments
that last for only one period)



Application: Pork-barrel spending

Let�s analyze Senator B�s incentives to stick to this
cooperative strategy.

We will need to separately examine his incentives to cooperate

in periods 1, 4, 7, . . . (where A proposes)

in periods 2, 5, 8, . . . (where B proposes)

in periods 3, 6, 9, . . . (where C proposes)



Application: Pork-barrel spending

Senator B, at period 1 (senator A is proposing):

Az}|{
�25+

Bz}|{
δ100+

Cz }| {
���

��
δ2(�25) +

Az }| {
���

��
δ3(�25) +

Bz }| {
���δ4100+

Cz }| {
���

��
δ5(�25) +��...

� 0|{z}
A

+ δ0|{z}
B

+���
��

δ2(�25)| {z }
C

+���
��

δ3(�25)| {z }
A

+��
�

δ4100| {z }
B

+���
��

δ5(�25)| {z }
C

+��...

where the �rst term on the right side of the inequality
represents Senator B voting down Senator A�s proposal, then
the second term represents Senator B�s proposal being voted
down by Senators A and C in retaliation.

Rearranging,

�25+ δ100 � 0, which implies δ � 1
4



Application: Pork-barrel spending

Senator B, at period 2 (he is proposing):

Bz}|{
100 +

Cz }| {
δ(�25) +

Az }| {
���

��
δ2(�25) +

Bz }| {
���δ3100+��...

� 0|{z}
B

+ δ0|{z}
C

(Retaliation)

+���
��

δ2(�25)| {z }
A

+��
�

δ3100| {z }
B

+��...

Rearranging,

100+ δ(�25) � 0, which implies δ <
100
25

= 4

which holds by de�nition, since δ 2 (0, 1).



Application: Pork-barrel spending

Senator B, at period 3 (when senator C proposes):

Cz}|{
�25+

Az }| {
δ(�25) +

Bz }| {
δ2100+

Cz }| {
���

��
δ2(�25) +

Az }| {
���

��
δ2(�25) +��...

� 0|{z}
C

+ δ0|{z}
A| {z }

(Optimal deviation)

+ δ20|{z}
B|{z}

(Retaliation)

+���
��

δ2(�25)| {z }
C

+���
��

δ2(�25)| {z }
A

+��...

1 The optimal deviation is to vote "no" for two periods, when C
and A propose. (Otherwise, senator B would be obtaining -25
rather than 0) Rearranging,

�25� 25δ+ 100δ � 0

solving for δ we obtain δ � 0.64.



Application: Pork-barrel spending

1 We therefore found two conditions for cooperation: δ � 0.64
and δ � 1

4 .
2 Since δ � 0.64 > 1

4 = 0.25, then δ � 0.64 is the condition we
need to support cooperation

1 (More formally, it is a su¢ cient condition for cooperation).

3 Note that the condition on δ when you make proposals
tomorrow (δ � 1

4 ), is less demanding (less stringent, i.e.,
lower values of δ) than

1 when you will make proposals two periods from today
(δ � 0.64).

4 Intuition: Rewards are further away, As a consequence, I will
only maintain our cooperation if I strongly care about future
payo¤s (higher δ).



Reputation

Reputation is a valuable asset:

A good feedback score on eBay can increase your sales.
A reputation of hard work can increase the chances of getting
a job.
A reputation for paying your debts on time may secure you a
loan.

But reputation is fragile...

A single day leaving work early can label you as a slacker...
A single unpaid debt can ruin your credit score.

However, the fragility of reputation can provide the right
incentives for people to behave properly.



Application: Lending to kings

1 In premodern Europe, taxation was not widespread and kings
needed to borrow from private lenders signi�cant amounts of
money.

2 In some cases, a king reneged on his loans.

1 He is the king, and can do whatever he wants!
2 Why would he repay? He might need another loan in the
future.

3 This situation is not just an example:

1 Countries constantly default on their debt: Argentina, Russia,
etc.

2 Even some economists were suggesting it for the US now...

4 What�s the cost of doing that? Ruining your reputation. Let�s
see how.



Application: Lending to kings

1 King/Country : needs to get a loan of $100, with interest rate
of 10%, repaying $110.

Repay, or not repay?
He might need another loan in the future, with probability b.

2 Lender: payo¤ of $110 if the king pays him back, 0 otherwise.

1 �if this king ever fails from paying back his debt, I will never
given him a loan again!�



Application: Lending to kings

Value	(utility)	from	the	loan	to	the	king: =	$125

	$110

$15	Net	Benefit

1 Payo¤ from repaying the loan:

�110+ δb15+ δ2b15+ ... = �110+ δ
b15
1� δ

Since the king has already bene�ted from the value of the
load ($125) and today: he is paying it back (-$110).



Application: Lending to kings

2. Payo¤ from not paying the loan:

No costz}|{
0 +

No loans ever againz }| {
δ0b+ δ20b +... = 0

3. Hence, the king should repay the loan if:

�110+ δ
b15
1� δ

� 0



Application: Lending to kings

1 Rearranging,

�110+ δ
b15
1� δ

� 0 =) �110(1� δ) + δb15 � 0

() �110+ 110δ+ δb15 � 0

2 And solving for δ,

δ(110+ 15b) � 110

δ � 110
110+ 15b

(Figure)�!



Application: Lending to kings

110
110if	b	=	0,																					=	1

110
125if	b	=	1,																					

δ	(discount	factor)

0 1
b

Probability	of	
needing	another	
loan	in	the	future

Repay

Not	repay
110

110	+	15bδ	=



Application: Lending to kings

1 Intuition:
1 As the probability of needing another loan in the future, b,
increases, the repayment of the current loan (cooperation) can
be supported for a larger set of discount factors.

Graphically, the height above the line describing cuto¤
discount factor δ = 110

110+15b increases.

2 That is, reputation might be valuable in the future, and for
this reason the king repays his loan today.



Imperfect Monitoring

So far, every player could perfectly observe other players�
actions.

e.g., I could observe if you stick or deviate from the agreement.

But in several cases such monitoring is imperfect.

Example: Production levels in a cartel.
Example: Antiballistic Missile treaty between the US and
USSR in 1972 (ABM treaty).
Every country can imperfectly observe each other�s compliance
(despite spies, satellites, etc.)



Imperfect Monitoring

Nixon and Brezhnev signing the Antiballistic Missile treaty
treaty in 1972



Imperfect Monitoring

Before examining cooperation (No ABMs) in the in�nitely
repeated game...

we must specify how we introduce the fact that the ABM
treaty cannot be monitored perfectly.



Imperfect Monitoring

We introduce imperfect monitoring with the following
probabilities

Number of ABMs Probability of Detecting ABMs
None 0
Low .10
High .50

How to read this table? As conditional probabilities:

If a country has no ABMs, then the prob. that my satellite
detects ABMs is zero.
If a country has a low level of ABMs, then the prob. that my
satellite detects ABMs is 10%.
If a country has a high level of ABMs, then the prob. that my
satellite detects ABMs is 50%.



Imperfect Monitoring

Let us �rst analyze the unrepeated game:

10,	10 6,	12

12,	6 8,	8

No	ABMs

No	ABMs

USA

USSR

18,	0 14,	2

0,	18

2,	14

3,	3

Low	ABMs High	ABMs

Low	ABMs

High	ABMs

Hence the unique psNE is (High,High).

However, (Low,Low) is more e¢ cient, and (No,No) is the most
e¢ cient!
Can we cooperate playing (No,No) in the SPNE of the
in�nitely repeated game?



Imperfect Monitoring

1 Antiballistic Missiles: GTS
2 In period t = 1, choose No ABMs (i.e., cooperate).
3 In subsequent periods t > 1, choose:

1 No ABMs if neither country has observed ABMs in other
countries during previous periods, or

2 High ABMs if either country has observed ABMs in other
countries during previous periods.

1 Reversion to the psNE of the unrepeated game thereafter.



Imperfect Monitoring

1 At any given period t, if no country has detected ABMs, the
payo¤ from sticking to the agreement is:

10+ δ10+ δ210+ ... =
10
1� δ



Imperfect Monitoring

2. In contract, the payo¤ from deviating to Low ABMs during
one period,

12+ δ

26640.1 3
1� δ| {z }

Detected

+ 0.9
10
1� δ| {z }

Undetected

3775
3. And the payo¤ from deviating to High ABMs during one
period,

18+ δ

26640.5 3
1� δ| {z }

Detected

+ 0.5
10
1� δ| {z }

Undetected

3775



Imperfect Monitoring

1 Hence, we need Coop � Low

10
1� δ

� 12+ δ

�
0.1

3
1� δ

+ 0.9
10
1� δ

�
=) δ � 0.74

and Coop � High

10
1� δ

� 18+ δ

�
0.5

3
1� δ

+ 0.5
10
1� δ

�
=) δ � 0.70

Figure �!



Imperfect Monitoring

10

δ,	discount	
factor

Deviation	towards	Low	
ABMs	(δ	<	0.74)

Deviation	towards	
High	ABMs	(δ	<	0.70)

No	ABMs	(Cooperation	
can	be	sustained)

0.74
0.70

We hence need δ � 0.74 as a su¢ cient condition to support
cooperation.



Imperfect Monitoring

1 Practice exercise:

Consider a technological improvement that increases the
probability of detecting another country�s ABMs. (Better
monitoring)
This expands the set of discount factors for which cooperation
can be sustained.

Number of ABMs Probability of Detecting ABMs
None 0
Low .30
High .75

You can see the answer to this exercise Review session #7-8 in
the EconS 424 website.



Cooperation in a public project

Consider two individuals forming a partnership.

Each player i exerts an amount of e¤ort xi , which bene�ts the
partnership.

Player i�s utility function is

ui (xi , xj ) = x2j + xj � xixj

and if xi = xj = 0, utility levels are ui = 0 and uj = 0.



Cooperation in a public project

Let�s start analyzing the unrepeated game.

Using ui (xi , xj ) = x2j + xj � xi xj and taking FOCs with
respect to xi , we obtain

�xj � 0

which implies that BRFi is xi (xj ) = 0.
Similarly for individual j , xj (xi ) = 0.

How to depict these BRF? Figure (next slide).�!



Cooperation in a public project

BRFj	(xj(xi)	=	0)

BRFi	(xi(xj)	=	0)

xi

xj

Unique	psNE
(xi	,xj	)	=	(0,0)* *



Cooperation in a public project

But, is this psNE e¢ cient? No!
Players could select a symmetric strategy pro�le xi = xj = k
(both exert k units of e¤ort), yielding

ui (k, k) = k2 + k � k � k = k

which exceeds the utility from playing the psNE (where utility
is zero).



Cooperation in a public project

How can we support this cooperative outcome xi = xj = k in
the in�nitely-repeated game?

Using the following GTS:
In period t = 1, choose xi = k (i.e., cooperate).
In period t > 1, choose xi = k as long as both players selected
xi = xj = k in the past.

Otherwise, revert to the psNE xi = xj = 0 forever thereafter.



Cooperation in a public project

By cooperating...

k + δk + δ2k + ... =
1

1� δ
k

By deviating...

Wait! What�s my most pro�table deviation if the other player
still selects xj = k?
My utility level for any value of xi , is ui (xi , k) = k2 + k � xik.
Taking FOCs with respect to xi , we obtain �k < 0, indicating
that we are in a corner solution, i.e., xi (k) = 0 (zero e¤ort).
Therefore, my instantaneous gain from deviating to my best
deviation (a zero e¤ort) is

k2 + k � 0k = k2 + k



Cooperation in a public project

By deviating...

k2 + k| {z }
Current Gain

+ δ0+ δ20+ ...| {z }
Future Punishment

= k2 + k

Hence, I prefer to cooperate if

1
1� δ

k � k2 + k



Cooperation in a public project

Solving for δ,

k � (1� δ)k2 + (1� δ)k

�1 � (1� δ)k + �1� δ

δ(k + 1) � k

δ � k
k + 1

See �gure (next slide).



Cooperation in a public project

Minimal discount factor supporting cooperation in the
in�nitely repeated version of the public project game:

δ	

k,	effort	level

k	+	1
kδ	=	

Region	of	δ	for	which	
cooperation	can	be	sustained.



Cooperation in a public project

Hence, the minimal cuto¤ δ is increasing in the e¤ort level:

Intuitively, as individuals seek to coordinate on a larger e¤ort
level (higher k), their individual incentives to free-ride increase.
As a consequence, cooperation becomes more di¢ cult to
sustain.



Applying Repeated Games to Labor Economics:
E¢ ciency wages

Felix Munoz-Garcia

EconS 424 - Washington State University



Games with an Unbounded Horizon

In the repeated Prisoner�s Dilemma, the extent to which a
player can "punish" or "reward" their rival in any round is
�xed and predetermined.

What happens in repeated games in which this extent is
modi�able?

How does this a¤ect the set of equilibria in the game?

We will examine this question in the following example.



Games with an Unbounded Horizon

According to the competitive economics model, in a perfect
and frictionless market, there should be no unemployment:

If the supply of labor is greater than the demand for labor on
the part of employers, workers will be prepared to work even at
a lower wage.
The process of decrease in salaries will continue until the
demand for employees equals the supply of labor.



Games with an Unbounded Horizon

In practice, however, even in competitive markets,
unemployment levels typically do not fall below 4.5 percent.

One possible reason for such unemployment is the process of
job search on the part of the unemployed, and the search for
workers by potential employers.
Another possible cause for the existence of a minimal level of
unemployment is related to the ongoing and repeated
interaction between employers and employees.

This leads to two interesting economic problems in the short
run�!



Games with an Unbounded Horizon

The Principal-Agent problem:

This arises if the cooperation between the employer and
employee is short-lived.
i.e., when an employee doesn�t invest su¢ cient e¤ort into the
work process, he makes the �rm worse o¤ since the �rm has to
pay the employee for at least one unit (hour, day, etc.) of
labor before �ring him.

The Hold-up problem:

This arises when the employer would not have hired the
employee in the �rst place, but not hiring that employee would
make the business unsustainable.
The employer would estimate that even after the employee had
been trained for the job, he would not invest the e¤ort
required of him in that role.



E¢ ciency Wage

However, when the relationship between the employer and the
employee is expected to be long-lasting, an opportunity for
overcoming these problems may present itself.

E¢ ciency Wage.

This is an incentive to exert e¤ort on the job, given a certain
wage.
This wage includes an increment that is high enough for the
employee not to want to get himself �red, as he knows he
would forego all other increments as he was searching for a
new job (People in the unemployment line don�t get raises).



E¢ ciency Wage

Let�s assume that the employee�s discount factor is δ < 1, and
that e is his "cost of e¤ort"

The employee would be prepared to exert e¤ort only in
consideration of a wage greater than or equal to e.

If the employee�s montly wage is w , then the di¤erence w � e
is the net utility to the employee from his work in a given
month when he exerts e¤ort.

If he exerts zero e¤ort, yet still gets paid, his payo¤ is w .
If he exerts zero e¤ort, and doesn�t get paid (he called in sick
every day), his payo¤ is 0.



E¢ ciency Wage

For the employee to want to exert e¤ort while on the job
(earning a payo¤ of V1), it must be that

V1 � V0
where V0 is the utility of an employee who never exerts e¤ort
and is always �red after just one period of work, following
which he is unemployed for m months

V0 = w
∞

∑
k=0

δ(m+1)k =
w

1� δm+1

We can also calculate V1 as the discounted utility to the
employee when he exerts e¤ort at work

V1 = (w � e)
∞

∑
k=1

δk�1 =
w � e
1� δ



E¢ ciency Wage

When V1 � V0,
w1 � e
1� δ

� w1
1� δm+1

and solving for w1 yields

w1 � e
1� δm+1

δ� δm+1
> e



E¢ ciency Wage

The less patient that an employee is (smaller δ), the higher
his minimal wage w1 must be since the temptation to earn w1
instantly (as opposed to w1 � e) becomes greater.
The greater the anticipated number of months of
unemployment, m, makes the threat of being �red much
greater,

As a consequence, the minimal wage w1 that will cause the
employee to exert e¤ort decreases.



E¢ ciency Wage: SPNE

Let�s assume that every employer has a positive pro�t even if
he pays every employee the wage w1 and each of the
employees exerts a positive amount of e¤ort.

But the employer will lose money if he keeps employees on the
payroll that do not exert positive levels of e¤ort.

We will now show that there is a SPNE at which every
employee is prepared to make an e¤ort to work only at a wage
of at least w1.

While every employer who is seeking sta¤ o¤ers work to
unemployed persons coming to her for a job at a monthly wage
of w1, and does not �re them as long as they exert a positive
amount of e¤ort.



E¢ ciency Wage: SPNE

Let�s see if there are any incentives to deviate.

Any employer may deviate from her strategy at the beginning
of any month by changing w1.

Such deviation, however, is suboptimal:

Since the employee will exert himself even at a salary of w1,
the employer will make less of a pro�t if she o¤ers the
employee a wage that is higher than w1.
If the employer hires the employee at a wage that is lower than
w1, the employee will not make any e¤ort, and it is possible
that the employer will make a loss for every month that the
employee works there.



E¢ ciency Wage: SPNE

For the employee, we can assume the following two things
based on the one-deviation principle:

The employee will prefer to exert positive e¤ort if his montly
wage, w is at least w1, and also
The employee will prefer to exert zero e¤or if his monthly
wage, w , is less than w1.

Under the assumption that in the future, he will revert to his
original strategy (to make an e¤ort as long as w � w1) and
that any o¤er of work that he receives in the future will be at
a monthly wage of w1.

Let�s examine these two possible deviations.



E¢ ciency Wage: SPNE

First deviation: if the employee exerts zero e¤ort despite the
fact that w � w1, his discounted payo¤ will be

w|{z}
First Month

+(w1 � e)
∞

∑
k=m+2

δk�1 = w + δm+1
w1 � e
1� δ

Where in the �rst month, he will enjoy a wage of w without
making any e¤ort. This will get him �red and he will spend m
months unemployed.
In the month m+ 2, a subgame will commence in which an
employer hires him to work at a wage of w1 and the employee
exerts a positive level of e¤ort.



E¢ ciency Wage: SPNE

Not deviating: However, if he adheres to his original strategy
and regularly makes an e¤ort with the �rst employer, his
discounted payo¤ will be

(w � e)
∞

∑
k=1

δk�1 =
w � e
1� δ

This payo¤ is higher than the payo¤ from deviating, since

(w � e)
∞

∑
k=1

δk�1 = (w � e)
m+1

∑
k=1

δk�1 + (w � e)
∞

∑
k=m+2

δk�1

� (1� δm+1)
w � w δ�δm+1

1�δm+1

1� δ
+ δm+1

w1 � e
1� δ

= w + δm+1
w1 � e
1� δ



E¢ ciency Wage: SPNE

Second deviation: if the employee makes an e¤ort even
when the wage w paid to him is smaller than w1, w < w1, he
will not be �red.

Under the assumption that neither the employer nor the
employee will later deviate from their original strategies,

The employer will o¤er the employee a monthly wage of w1
commencing from the following month, and the employee will
regularly exert an e¤ort. His total payo¤ will be

w � e + (w1 � e)
∞

∑
k=2

δk�1 = w � e + δ
w1 � e
1� δ



E¢ ciency Wage: SPNE

Not deviating:

In contrast, if the employee adheres to his original strategy, he
will exert zero e¤ort when w < w1, and will be �red after one
month of work, spending the next m months unemployed and
looking to �nd a new job at wage w1.

Therefore, his overall payo¤ will be:

w + (w1 + e)
∞

∑
k=m+2

δk�1 = w + δm+1
w1 � e
1� δ



E¢ ciency Wage: SPNE

After some algebra, we can show that his payo¤ from
deviating (which we found two slides ago) is equal to his
payo¤ from adhering to his original strategy (found in the
previous slide), that is:

w � e + δ
w1 � e
1� δ

= w + δm+1
w1 � e
1� δ

Therefore, the employee will not pro�t if he deviates from his
strategy, according to which he exerts no e¤ort when his wage
w is less than w1.

Thus, this strategy is a SPNE.



Repeated games:
Overlapping generations
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Chapter 15

1 Chapter 15 (Harrington) - Cooperation in in�nitely lived
institutions.

2 So far individuals interacting in an in�nitely repeated game
knew there were some chances they were going to meet each
other again.

1 i.e., cooperation was sustained by the "shadow of the future"
hanging over future encounters.

3 But in some cases individuals know for sure they won�t see
each other again.

1 Why do people cooperate then?

4 In this chapter we will examine cooperation in institutions
where

1 individuals are �nitely lived, but
2 the institution lasts forever.



Chapter 15

1 An in�nitely lived institution can be understood as an
overlapping generations model in macroeconomics.

1 That is, at any stage some people are young, some are
middle-aged, some are old.

2 Importantly, when the old die in the following period, the
population is replenished by newborns.

3 Hence, the institution lives forever.

2 How can we sustain cooperation in these settings?



Chapter 15

1 Another potentially problematic setting:
1 People interact only one period: Businessmen A and B meet
only once.

2 If I am businessman A, how I am going to discipline B (playing
a punishment strategy, as in the GTS) if I never meet
businessman B again?

3 Although one person cannot discipline another, society at large
might be able to perform that function.

4 For example, if information about past encounters is observed
by other people who will interact with businessman B in the
future, they can punish him for acting improperly towards A.

2 We will describe how to sustain cooperation in these settings.



Overlapping generations and tribal defense

1 Consider a nation, a village, or tribe with N � 2 members.
2 Each member decides:

1 whether to exert e¤ort defending the group (public project), at
a private cost of 10, or

2 shirk.

3 Every member obtains a bene�t of 6 units for every individual
who exerts e¤ort.

4 Hence, if m members exert e¤ort, my utility is

ui (si ,m) =

8<: 6(m+

Me!z}|{
1 )

Costz}|{
�10 if si = exert e¤ort

6m if si = no e¤ort



Overlapping generations and tribal defense

1 Given utility

ui (si ,m) =
�
6(m+ 1)� 10 if si = exert e¤ort
6m if si = no e¤ort

it is immediate to show that exering e¤ort is a strictly
dominated strategy.

2 In particular,

6(m+ 1)� 10 < 6m() 6m� 4 < 6m() �4 < 0

which holds for any value of m.
3 That is, I have incentives to free-ride (shirk) regardless of the
number of individuals who end up exerting e¤ort.

4 Hence, the psNE of the unrepeated game has si =no e¤ort for
every player i 2 N.



Overlapping generations and tribal defense

1 For simplicity, let�s solve this game as we know so far: when
players interact in�nitely often (they never die).

2 In this case, we can design the following modi�ed GTS:.

1 At t = 1, exert e¤ort (cooperate)
2 At t > 1, exert e¤ort if all players exerted e¤ort in all previous
periods...

1 but temporarily revert to no e¤ort for one period if any player
deviates from exerting e¤ort in previous periods.

2 Then, after one period of reversion (punishment), go back to
the cooperative outcome, i.e., exert e¤ort.



Overlapping generations and tribal defense

1 After a history of cooperation, my payo¤ if I keep cooperating
is:

(6N � 10) + δ(6N � 10) + δ2(6N � 10) + ...
2 While my payo¤ from deviating to no e¤ort is:

6(N � 1)| {z }
you are not coop

while all other (N�1)
members cooperate

+ δ0|{z}
punishment in psNE

+ δ2(6N � 10)| {z }
go back to coop

+ ...



Overlapping generations and tribal defense

1 Comparing these payo¤s, cooperation can be sustained as the
SPNE of the in�nitely repeated game if:

(6N � 10) + δ(6N � 10) +(((((
((((δ2(6N � 10) + ...

� 6(N � 1) + δ0+((((
(((((δ2(6N � 10) + ...

Rearranging,

6N � 10+ δ(6N � 10) � 6N � 6

Hence,

δ � 4
6N � 10

2 Figure of this cuto¤ for δ (next slide)



Overlapping generations and tribal defense

Minimal discount factor supporting cooperation in the
Overlapping Generation-Tribal defense game, as a function of
the population size, N

Coop

Do	not	coop

δ	

N

δ	=
6N		10

4

1000200 400 600 800

0.008

0.006

0.004

0.002

Cooperation is easier to sustain the larger the population is.



Overlapping generations and tribal defense

1 But, what if players do not interact in�nitely often?
2 You live during T periods only, and there are N members in
total.

3 At any period T , there are N
T members currently alive in this

generation T.

1 Example: N = 100 and T = 4 years, then N
T =

100
4 = 25

members are children, 25 are teenagers, 25 are adults, and 25
are seniors.



Overlapping generations and tribal defense

1 Then, at any period,

N � N
T
people are younger than age T

=
NT �N
T

=

�
T � 1
T

�
N

1 In the previous example where N = 100 and T = 4 years,�
T�1
T

�
N =

�
3�1
4

�
100 = 75 individuals are younger than the

maximum age any member in the population reaches.
2 In particular, 25 members are children, 25 are teenagers, and
25 are adults.



Overlapping generations and tribal defense

1 Let us now analyze how to support cooperation in this setting.
2 Consider the following strategy

1 At the last period of your life (period T ), you don�t exert any
e¤ort (e.g., retirement for seniors).

1 How would I be disciplined otherwise? When we meet them in
the afterlife?

2 During all previous T � 1 periods, you exert e¤ort, but if
someone deviates from this strategy:

1 you revert to the psNE of the stage game during one period
(temporary punishment), and

2 move to the cooperative outcome (exerting e¤ort) afterwards.



Overlapping generations and tribal defense

1 In order to show that such strategy can be sustained as SPNE
of the game, we must show that it is optimal for:

1 the individual who is in the last period (T ) of his life (of
course!).

2 the individual who is in the penultimate period (T � 1) of his
life.

3 the individual who is in period T � 2 of his life.
4 the individual who is in period T � 3 of his life, etc.



Overlapping generations and tribal defense

Payo¤ in penultimate period of life, i.e., T � 1:
Payo¤ from cooperating:26646�T � 1T

�
N| {z }

m

�10

3775
| {z }

e¤ort

+ δ

26646�T � 1T

�
N| {z }

m

3775
| {z }
no e¤ort, he is a senior
but m is una¤ected,

thanks to the newborns!

Payo¤ from deviating:

6

26664
�
T � 1
T

�
N � 1| {z }

m, without you

37775+ δ � 0|{z}
punished during
retirement!



Overlapping generations and tribal defense

Comparing,

��
��

��
�

6
�
T � 1
T

�
N � 10+ δ

�
6
�
T � 1
T

�
N
�
�
��

��
��

�
6
�
T � 1
T

�
N � 6

δ � 4

6
�T�1
T

�
N
=

2

3
�T�1
T

�
N

(Condition 1)



Overlapping generations and tribal defense

Player who is still two periods from retirement, i.e., T � 2
(Teenager):
Payo¤ from cooperation:

�
6
�
T � 1
T

�
N � 10

�
| {z }

e¤ort as a teenager

+δ

�
6
�
T � 1
T

�
N � 10

�
| {z }

e¤ort as an adult

+ δ2
�
6
�
T � 1
T

�
N
�

| {z }
no e¤ort as a senior

Payo¤ from deviating to no e¤ort:

6
��
T � 1
T

�
N � 1

�
| {z }
I shirk as a teenager...

+ δ � 0|{z}
punished as
an adult...

+ δ2
�
6
�
T � 1
T

�
N
�

| {z }
but enjoy life
as a senior!



Overlapping generations and tribal defense

Let�s compare the payo¤s.
First, note that last period payo¤s were the same. Hence, we
don�t even write them in our payo¤ comparison.

��
��

��
�

6
�
T � 1
T

�
N � 10+ δ

�
6
�
T � 1
T

�
N � 10

�
�
��

��
��

�
6
�
T � 1
T

�
N � 6

=) δ

�
6
�
T � 1
T

�
N � 10

�
� 10� 6

=) δ � 4

6
�T�1
T

�
N � 10

=
2

3
�T�1
T

�
N � 5

(Condition 3)



Overlapping generations and tribal defense

Similarly for individuals in previous periods, e.g., T � 3:
Payo¤ from cooperation:

�
6
�
T � 1
T

�
N � 10

�
| {z }

e¤ort as a child

+δ

�
6
�
T � 1
T

�
N � 10

�
| {z }

e¤ort as a teenager

+δ2
�
6
�
T � 1
T

�
N � 10

�
| {z }

e¤ort as an adult

+ δ3
�
6
�
T � 1
T

�
N
�

| {z }
no e¤ort as a senior



Overlapping generations and tribal defense

Payo¤ from deviating to no e¤ort:

6
��
T � 1
T

�
N � 1

�
| {z }

I shirk as a child

+ δ � 0|{z}
punished as
a teenager

+δ2
�
6
�
T � 1
T

�
N � 10

�
| {z }

e¤ort as an adult

+ δ3
�
6
�
T � 1
T

�
N
�

| {z }
no e¤ort as a senior



Overlapping generations and tribal defense

Comparing

Note that the last two period payo¤s were the same. Hence,
we don�t need to write it down in our payo¤ comparison.

��
��

��
�

6
�
T � 1
T

�
N � 10+ δ

�
6
�
T � 1
T

�
N � 10

�
�
��

��
��

�
6
�
T � 1
T

�
N � 6

=) δ

�
6
�
T � 1
T

�
N � 10

�
� 10� 6

=) δ � 4

6
�T�1
T

�
N � 10

=
2

3
�T�1
T

�
N � 5

(Coincides with our above Coindition 2)



Overlapping generations and tribal defense

1 In sum, this strategy pro�le is a SPNE if both conditions

δ � 2

3
�T�1
T

�
N � 5| {z }

Condition 2

and δ � 2

3
�T�1
T

�
N| {z }

Condition 1

hold

2 But note that one condition is more restrictive than another
one since...

δ � 2

3
�T�1
T

�
N � 5

>
2

3
�T�1
T

�
N



Overlapping generations and tribal defense

Plotting both cuto¤s for di¤erent values of N, we obtain:
δ	

N

Coop

Coop

Solid Line: Cuto¤ for the player in her T � 2 period of life

δ � 2

3
�T�1
T

�
N � 5

(Teenager)

Dashed Line: Cuto¤ for the player in her T � 1 period of life

δ � 2

3
�T�1
T

�
N

(Adult)



Overlapping generations and tribal defense

1 Intuition:
1 the temptation to cheat is weaker for someone in her
penultimate period of life, because...

2 cheating today would result in her foregoing the "retirement

bene�t" of 6
�
T�1
T

�
N in the following period (her retirement

years).

2 In other words, the real challenge is inducing people to
sacri�ce when they are further away from receiving their
retirement bene�t.

1 In our model, this implied that the condition to induce an
individual to cooperate in period T � 2, i.e., δ � 2

3( T�1T )N�5
,

2 was more demanding than the similar condition for an
individual in period T � 1, i.e., δ � 2

3( T�1T )N
.



Overlapping generations and tribal defense

1 Cooperation can then be supported as a SPNE of the
in�nitely repeated game:

1 even if agents do not live forever,
2 but the institution is in�nitely lived, so that younger individuals
entering the population can punish players who previously
defected.

2 Check your understanding exercise 15.1:

1 Same exercise as tribal defense, but...
2 suppose that punishment lasts as long as the lifetime of the
person who shirks.

3 That is, if a person shirks in period t of her life (when she was
supposed to work), then everyone shirks for the rest T � t
periods.

4 Find the conditions on δ that sustain cooperation.



Taking care of elderly parents

1 Let us now consider a variation in the above OLG model.
2 People live for 3 stages: youth, adult and senior.
3 People only generate income as adults, for an amount of $100.

1 and they have a child.

4 They cannot generate any income as seniors, and therefore
they rely on the generosity (transfers) of adults.

1 For simplicity, we assume that grandchildren cannot make
intergenerational transfers to their grandparents!

5 How can cooperation be sustained in the SPNE of the game?



Taking care of elderly parents

0 1 2 3 4

John

John	s	child

Child Adult Senior

Child Adult Senior

Transfer



Taking care of elderly parents

1 Before we proceed with a particular strategy, we also consider
that utility is concave in money...

suggesting that additional amounts of money provide smaller
increments in utility, e.g., u(x) = 100 �

p
x



Taking care of elderly parents

1 Consider the following strategy:

1 Transfer $25 to your elderly parent if she helped her parents
before, but...

2 Transfer $0 to your elderly parent if she didn�t help her parents
before.

2 The essense of this intergenerational norm is that:

1 a person has an obligation to take care of a parent, unless
that parent was negligent with respect to his or her parent, in
which case neglect is the punishment.



Taking care of elderly parents

1 If I cooperate (sticking to this intergenerational norm) my
payo¤s are

866+ δ500

1 where 866 is my utility after transfering $25 to my elderly
parents, i.e., utility from $100-$25=$75 (100 �

p
75 = 866),

2 and 500 is the utility from the $25 that my children will give
me tomorrow (when I become an elderly, 100 �

p
25 = 500).

2 If, in contrast, I deviate (making no transfers to my elderly
parents today), my payo¤s are

1, 000+ δ0

1 where 1, 000 is the utility from keeping all my income ($100)
without making any transfer (100 �

p
100 = 1000), and

2 and 0 represents that I won�t be receiving any transfer from
my children (since my kids observe I was negligent with their
grandpa).



Taking care of elderly parents

1 Comparing these payo¤s, cooperation can be sustained in the
SPNE if

866+ δ500 � 1, 000+ δ0

and solving for δ, we obtain

δ � 134
500

= 0.268



Taking care of elderly parents

Conclusions:

1 When there is no inheritance to act as a lure, the elderly
parent cannot punish the adult for failing to take care of him.

2 In this context, the disciplining device lies not with the elderly
parent, but with her grandchild!

3 Elderly parents are taken care of "even by the sel�sh child,"
since otherwise they will be punished by their own children
later on.



Cooperation in large populations

1 Let us now move to the second question in this chapter:

1 How to support cooperation when players interact only once?
2 Example: eBay

2 Buyers and sellers have incentives to be fraudulent since they
will rarely meet again.

3 How to promote cooperation in this setting?

1 Feedback system.



eBay

1 Let�s start with a description of the game.
2 Consider a seller who can sell three types of goods

at only three possible prices: $5, $10 and $20.
3 Before clicking on "Buy It Now" the buyer observes the price
and the seller�s feedback score.

4 If the buyer chooses not to buy, his payo¤ is zero.



eBay

1 If the buyer buys the product, payo¤s are

2 Example: a good of excellent quality sold at a price of $20,
provides a net payo¤ of 20-13=7 to the seller, and a net
payo¤ of 30-20=10 to the buyer.



eBay

1 There are an in�nite number of periods, but a particular buyer
and seller meet only once.

2 Consider the following strategy:
3 Seller:

1 If I don�t have negative comments, then choose Excellent
quality and charge a price of $20.

2 If I have one negative comment, then choose Very good
quality and charge a price of $10.

3 If I have two or more negative comments, then choose Shoddy
quality and charge a price of $5.



eBay

1 Buyer�s buying strategy:
1 If the seller doesn�t have negative comments, then Buy.
2 If the seller has one negative comment, then Buy only if the
price is 10 or lower.

3 If the seller has two or more negative comments, then Don�t
buy.

2 Buyer�s feedback strategy (in case she buys):
1 Provide positive feedback if:

1 the quality of the product was Excellent, or
2 the quality of the product was Very good and its price
was 10 or lower.

2 Provide negative feedback if:

1 the quality of the product was Very good but the price
was $20, or

2 the quality of the product was Shoddy.



eBay

1 Given the above strategy, the buyer expects:

1 Excellent quality from a seller with no negative comments,
2 Very good quality from a seller with only one negative
comment, and

3 Shoddy quality from a seller with two or more negative
comments.

2 Let�s start checking that this strategy is optimal for the buyer,
then we will move to the seller.



eBay

1 Checking the Buyer�s buying strategy:
1 If the seller has no negative feedback, then the buyer expects
the good to be of Excellent quality, and

2 therefore buys regardless of price (see table).



eBay

1 Checking the Buyer�s buying strategy:
1 If the seller has only one negative comment, then the buyer
expects the good to be of Very good quality, and

2 he should buy only if the price is $10 or lower (see table).



eBay

1 Checking the Buyer�s buying strategy:
1 If the seller has two or more negative comments, the buyer
expects the good to be of Shoddy quality (zero value), and

2 he does not buy, regardless of the price (see table).



eBay

1 Checking the Buyer�s feedback strategy:
1 Since providing feedback is assumed to be costless...
2 it is optimal for the buyer to provide truthful feedback.
3 (We will comment on this later on).



eBay

1 Checking the Seller�s strategy:
1 When the seller has two or more negative comments, he
can anticipate that the buyer:

1 will infer that the good is of Shoddy quality, and hence won�t
buy, redardless of the quality the seller reports and regardless
of his pricing strategy.

2 Then o¤ering Shoddy quality (as prescribed) is as good as
o¤ering any other type, since the seller won�t be able to sell
any unit.



eBay

1 Checking the Seller�s strategy:
1 When the seller has one negative comment, the buyer
anticipates him to o¤er Very good quality.

1 If he o¤ers this quality at an equilibrium price of $10, his pro�t
is $2 (see table), entailing a positive comment from this buyer.

2 In this case, he can anticipate earning a pro�t stream of 2,
i.e., 2

1�δ .
3 By instead charging a price of $5, he still makes the sale but
obtaining lower pro�ts.

4 By instead charging a price of $20, he doesn�t make the sale
and gets zero pro�t. (Neither option is interesting)



eBay

1 Checking the Seller�s strategy:
1 When the seller has one negative comment (continues):



eBay

1 Checking the Seller�s strategy:
1 When the seller has one negative comment (continues):

1 The only interesting deviation is to o¤ering Shoddy quality at
a price of $10.

2 This raises his pro�t today to $8 (see table), but...
3 at the expense of increasing the number of negative comments
to two, yielding no sales thereafter.

4 Hence, this seller is willing to act as prescribed if

2
1� δ

� 8() δ � 3
4



eBay

1 Checking the Seller�s strategy:
1 When the seller has one negative comment (continues):



eBay

1 Checking the Seller�s strategy:
1 Let us now examine the seller with no negative comments:

1 Equilibrium prescribes him o¤ering Excellent quality at a price
of $20, yielding a pro�t of 7 today.

2 Good reputation is maintained, yielding a stream of $7 pro�ts
thereafter, i.e., 7

1�δ .
3 The best deviation is to a Shoddy quality, with pro�ts of 18
(since both Shoddy and Very good trigger a negative
comment from the current customer).

4 Such negative comment makes the seller move to a situation
similar to that analyzed above (with one negative comment)
with payo¤s 2

1�δ .
5 Hence, he behaves as prescribed if

7
1� δ

� 18+ δ
2

1� δ
() δ � 11

16



eBay

1 Checking the Seller�s strategy:
1 When the seller has one negative comment (continues):



eBay

1 Hence, this strategy pro�le is an equilibrium if both
δ � 3

4 = 0.75 and δ � 11
16 ' 0.68 hold.

2 But since δ � 3
4 = 0.75 is more restrictive than

δ � 11
16 ' 0.68 ...

1 we can simply say that this strategy pro�le can be sustained in
the SPNE of the game if δ � 3

4 .

3 Intuition:
1 The feedback score allows the population of buyers to have a
"collective memory" so that any of them can learn how a seller
behaved in past transactions.

2 The punishment to the seller for misbehaving is therefore
provided by future buyers.

3 It is the prospect of those future sales that deters a seller from
cheating buyers.



Bayesian Nash equilibrium

Felix Munoz-Garcia
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So far we assumed that all players knew all the relevant
details in a game.

Hence, we analyzed complete-information games.

Examples:

Firms competing in a market observed each others�production
costs,
A potential entrant knew the exact demand that it faces upon
entry, etc.

But, this assumption is not very sensible in several settings,
where instead

players operate in incomplete information contexts.



Incomplete information:

Situations in which one of the players (or both) knows some
private information that is not observable by the other players.

Examples:

Private information about marginal costs in Cournot
competition,
Private information about market demand in Cournot
competition,
Private information of every bidder about his/her valuation of
the object for sale in an auction,



Incomplete information:

We usually refer to this private information as �private
information about player i�s type, θi 2 Θi�

While uninformed players do not observe player i�s type, θi ,
they know the probability (e.g., frequency) of each type in the
population.

For instance, if Θi = fH, Lg , uninformed players know that
p (θi = H) = p whereas p (θi = L) = 1� p, where p 2 (0, 1) .



Reading recommendations:

Watson:

Ch. 24, and Ch. 26 (this one is 4 1/2 pages long!).

Harrington:

Ch. 10

Let us �rst:

See some examples of how to represent these incomplete
information games using game trees.
We will then discuss how to solve them, i.e., �nding
equilibrium predictions.



Gift game

Example #1

Notation:

GF : Player 1 makes a gift when being a "Friendly type";
GE : Player 1 makes a gift when being a "Enemy type";
NF : Player 1 does not make a gift when he is a "Friendly type";
NE : Player 1 does not make a gift when he is a "Enemy type".



Properties of payo¤s:

1 Player 1 is happy if player 2 accepts the gift:

1 In the case of a Friendly type, he is just happy because of
altruism.

2 In the case of an Enemy type, he enjoys seeing how player 2
unwraps a box with a frog inside!

2 Both types of player 1 prefer not to make a gift (obtaining a
payo¤ of 0), rather than making a gift that is rejected (with a
payo¤ of -1).

3 Player 2 prefers:

1 to accept a gift coming from a Friendly type (it is jewelry!!)
2 to reject a gift coming from an Enemy type (it is a frog!!)



Another example

Example #2

Player 1 observes whether players are interacting in the left or
right matrix, which only di¤er in the payo¤ he obtains in
outcome (A,C ) , either 12 or 0.



Another example

Or more compactly. . .

Player 2 is uninformed about the realization of x . Depending
on whether x = 12 or x = 0, player 1 will have incentives to
choose A or B, which is relevant for player 2.



Another example:

Example #3

Cournot game in which the new comer (�rm 2) does not know
whether demand is high or low, while the incumbent (�rm 1)
observes market demand after years operating in the industry.



Entry game with incomplete information:

Example #4: Entry game.

Notation: E : enter, N: do not enter, P: low prices, P: high
prices.



Bargaining with incomplete information (Example #5)

Buyer has a high value from (10) or low valuation from (5) for
the object (privately observed), and the seller is uninformed
about such value.



Let us turn to Harrington, Ch. 10 (Example #6)

The "Munich agreement":
Hitler has invaded Czechoslovakia, and UK�s prime minister,
Chamberain, must decide whether to concede on such
annexation to Germany or stand �rm not allowing the
occupation.
Chamberlain does not know Hitler�s incentives as he cannot
observe Hitler�s payo¤.



Let us turn to Harrington, Ch. 10 (Example #6)



Well, Chamberlain knows that Hitler can either be belligerent
or amicable.



How can we describe the above two possible games
Chamberlain could face by using a single tree?

Simply introducing a previous move by nature which
determines the "type" of Hitler: graphically, connecting with
an information set the two games we described above.



Gun�ght in the wild west (Harrington, pp. 298-301)

Example #7

We cannot separately analyze best responses in each payo¤
matrix since by doing that, we are implicitly assuming that
Wyatt Earp knows the ability of the stranger (either a
gunslinger or cowpoke) before choosing to draw or wait.
Wyatt Earp doesn�t know that!



How to describe Wyatt Earp�s lack of information about
the stranger�s abilities?

We can depict the game tree representation of this incomplete
information game, by having nature determining the stranger�s
ability at the beginning of the game.



Why don�t we describe the previous incomplete information
game using the following �gure?

No! This �gure indicates that the stranger acts �rst, and Earp
responds to his action,
the previous �gure illustrated that, after nature determines
the stranger�s ability, the game he and Earp play is
simultaneous; as opposed to sequential in this �gure.



Common features in all of these games:

One player observes some piece of information

The other player�s cannot observe such element of
information.

e.g., market demand, production costs, ability...
Generally about his type θi .

We are now ready to describe how can we solve these games.

Intuitively, we want to apply the NE solution concept, but...
taking into account that some players maximize expected
utility rather than simple utility, since they don�t know which
type they are facing (i.e., uncertainty).



Common features in all of these games:

In addition, note that a strategy si for player i must now
describe the actions that player i selects given that his
privately observed type (e.g., ability) is θi .

Hence, we will write strategy si as the function si (θi ).

Similarly, the strategy of all other players, s�i , must be a
function of their types, i.e., s�i (θ�i ).



Common features in all of these games:

Importantly, note that every player conditions his strategy on
his own type, but not on his opponents�types, since he
cannot observe their types.

That�s why we don�t write strategy si as si (θi , θ�i ).
If that was the case, then we would be in a complete
information game, as those we analyzed during the �rst half of
the semester.

We can now de�ne what we mean by equilibrium strategy
pro�les in games of incomplete information.



Bayesian Nash Equilibrium

De�nition: A strategy pro�le (s�1 (θ1), s
�
2 (θ2), ..., s

�
n (θn)) is a

Bayesian Nash Equilibrium of a game of incomplete
information if

EUi (s�i (θi ), s
�
�i (θ�i ); θi , θ�i ) � EUi (si (θi ), s��i (θ�i ); θi , θ�i )

for every si (θi ) 2 Si , every θi 2 Θi , and every player i .

In words, the expected utility that player i obtains from
selecting s�i (θi ) when his type is θi is larger than that of
deviating to any other strategy si (θi ) . This must be true for
all possible types of player i, θi 2 Θi , and for all players i 2 N
in the game.



Bayesian Nash Equilibrium

Note an alternative way to write the previous expression,
expanding the de�nition of expected utility:

∑
θ�i2Θ�i

p(θ�i jθi )� ui (s�i (θi ), s��i (θ�i ); θi , θ�i )

� ∑
θ�i2Θ�i

p(θ�i jθi )� ui (si (θi ), s��i (θ�i ); θi , θ�i )

for every si (θi ) 2 Si , every θi 2 Θi , and every player i .

Intuitively, p ( θ�i j θi ) represents the probability that player i
assigns, after observing that his type is θi , to his opponents�
types being θ�i .



Bayesian Nash Equilibrium

For many of the examples we will explore p ( θ�i j θi ) = p (θ�i )
(e.g., p (θi ) = 1

3 ), implying that the probability distribution of
my type and my rivals�types are independent.

That is, observing my type doesn�t provide me with any more
accurate information about my rivals�type than what I know
before observing my type.



Bayesian Nash Equilibrium

Let�s apply the de�nition of BNE into some of the examples
we described above about games of incomplete information.



Gift game (Watson Ch 24)

Let�s return to this game: Example #1

Notation:

GF : Player 1 makes a gift when being a "Friendly type";
GE : Player 1 makes a gift when being a "Enemy type";
NF : Player 1 does not make a gift when he is a "Friendly type";
NE : Player 1 does not make a gift when he is a "Enemy type".



"Bayesian Normal Form" representation

Let us now transform the previous extensive-form game into
its "Bayesian Normal Form" representation.
1st step identify strategy spaces:

Player 2, S2 = fA,Rg
Player 1, S1 =

n
GFGE ,GFNE ,NFGE ,NFNE

o



2nd step: Identify the expected payo¤s in each cell of the
matrix.
Strategy

�
GFGE ,A

�
, and its associated expected payo¤:

Eu1 = p � 1+ (1� p) � 1 = 1
Eu2 = p � 1+ (1� p) � (�1) = 2p � 1

Hence, the payo¤ pair (1, 2p � 1) will go in the cell of the
matrix corresponding to strategy pro�le

�
GFGE ,A

�
.



2nd step: Identify the expected payo¤s in each cell of the
matrix.
Strategy

�
GFGE ,R

�
, and its associated expected payo¤:

Eu1 = p � (�1) + (1� p) � (�1) = �1
Eu2 = p � 0+ (1� p) � 0 = 0

Hence, the payo¤ pair (�1, 0) will go in the cell of the matrix
corresponding to strategy pro�le

�
GFGE ,R

�
.



Strategy
�
GFNE ,R

�
, and its associated expected payo¤:

Eu1 = p � (�1) + (1� p) � 0 = �p
Eu2 = p � 0+ (1� p) � 0 = 0

Hence, expected payo¤ pair (�p, 0)



a)
�
GFGE ,A

�
! (1, 2p � 1) :

Eu1 = p � 1+ (1� p) � 1 = 1
Eu2 = p � 1+ (1� p) � (�1) = 2p � 1

b)
�
GFGE ,R

�
! (�1, 0) :

Eu1 = p � (�1) + (1� p) � (�1) = �1
Eu2 = p � 0+ (1� p) � 0 = 0

c)
�
GFNE ,A

�
! :

Eu1 =

Eu2 =

d)
�
GFNE ,R

�
! (�p, 0) :

Eu1 = p � (�1) + (1� p) � 0 = �p
Eu2 = p � 0+ (1� p) � 0 = 0



Practice:

e)
�
NFGE ,A

�
! :

Eu1 =

Eu2 =

f)
�
NFGE ,R

�
! :

Eu1 =

Eu2 =

g)
�
NFNE ,A

�
! :

Eu1 =

Eu2 =

h)
�
GFNE ,R

�
! :

Eu1 =

Eu2 =



Inserting the expected payo¤s in their corresponding cell, we
obtain



3rd step: Underline best response payo¤s in the matrix we
built.

If p > 1
2 (2p � 1 > 0)) 2 B.N.Es:

�
GFGE ,A

�
and�

NFNE ,R
�

If p < 1
2 (2p � 1 < 0)) only one B.N.E:

�
NFNE ,R

�



If, for example, p = 1
3

�
implying that p < 1

2

�
, the above

matrix becomes:

Only one BNE:
�
NFNF ,R

�



Practice: Can you �nd two BNE for p = 2
3 ? > 1

2 ) 2 BNEs.

Just plug p = 2
3 into the matrix 2 slides ago.

You should �nd 2 BNEs.



Another game with incomplete information

Example #2:

Extensive form representation!�gure in next slide.
Note that player 2 here:

Does not observe player 1�s type nor his actions ! long
information set.



Extensive-Form Representation

The dashed line represents that player 2 doesn�t observe
player 1�s type nor his actions (long information set).



Extensive-Form Representation

What if player 2 observed player 1�s action but not his type:

We denote:
C and D after observing A;
C 0 D 0 after observing B



Extensive-Form Representation

What if player 2 could observed player 1�s type but not his
action:

We denote:
C and D when player 2 deals with a player 1 with x = 12
C 0 and D 0 when player 2 deals with a player 1 with x = 0.



How to construct the Bayesian normal form representation of
the game in which player 2 cannot observe player 1�s type nor
his actions depicted in the game tree two slides ago?

1st step: Identify each player�s strategy space.

S2 = fC ,Dg
S1 =

�
A12A0,A12B0,B12A0,B12B0

	
where the superscript 12 means x = 12, 0 means x = 0.



Hence the Bayesian normal form is:

Let�s �nd out the expected payo¤s we must insert in the
cells. . .



2nd step: Find the expected payo¤s arising in each strategy
pro�le and locate them in the appropriate cell:

a)
�
A12A0,C

�
Eu1 = 2

3 � 12+
1
3 � 0 = 8

Eu2 = 2
3 � 9+

1
3 � 9 = 9

�
! (8, 9)

b)
�
A12A0,D

�
Eu1 = 2

3 � 3+
1
3 � 3 = 3

Eu2 = 2
3 � 6+

1
3 � 6 = 6

�
! (3, 6)

c)
�
A12B0,C

�
Eu1 = 2

3 � 12+
1
3 � 6 = 10

Eu2 = 2
3 � 9+

1
3 � 0 = 6

�
! (10, 6)



Practice

d)
�
A12B0,D

�
Eu1 =

Eu2 =

e)
�
B12A0,C

�
Eu1 =

Eu2 =

f)
�
B12A0,D

�
Eu1 =

Eu2 =



Practice

g)
�
B12B0,C

�
Eu1 =

Eu2 =

h)
�
B12B0,D

�
Eu1 =

Eu2 =



3rd step: Inserting the expected payo¤s in the cells of the
matrix, we are ready to �nd the B.N.E. of the game by
underlining best response payo¤s:

Hence, the Unique B.N.E. is
�
B12B0,D

�



Two players in a dispute

Two people are in a dispute. P2 knows her own type, either
Strong or Weak, but P1 does know P2�s type.

Intuitively, P1 is in good shape in (Fight, Fight) if P2 is weak,
but in bad shape otherwise.

Game tree of this incomplete information game?!



Extensive Form Representation

S: strong; W: weak;
Only di¤erence in payo¤s occurs if both players �ght.
Let�s next construct the Bayesian normal form representation
of the game, in order to �nd the BNEs of this game.



Bayesian Normal Form Representation

1st step: Identify players�strategy spaces.

S1 = fF ,Y g
S2 =

�
F SFW ,F SYW ,Y SFW ,Y SYW

	
which entails the following Bayesian normal form.



Bayesian Normal Form Representation

2nd step: Let�s start �nding the expected payo¤s to insert in
the cells. . .

1)
�
F ,F SFW

�
Eu1 = p � (�1) + (1� p) � 1 = 1� 2p
Eu2 = p � 1+ (1� p) � (�1) = 2p � 1

�
! (1� 2p, 2p � 1)



Finding expected payo¤s (Cont�d)

2)
�
F ,F SYW

�
Eu1 = p � (�1) + (1� p) � 1 = 1� 2p

Eu2 = p � 1+ (1� p) � 0 = p

�
! (1� 2p, p)

3)
�
F ,Y SFW

�
Eu1 = p � 1+ (1� p) � 1 = 1� 2p
Eu2 = p � 1+ (1� p) � (�1) = p � 1

�
! (1� 2p, p � 1)

4)
�
F ,Y SYW

�
Eu1 = p � 1+ (1� p) � 1 = 1
Eu2 = p � 0+ (1� p) � 0 = 0

�
! (1, 0)

5)
�
Y ,F SFW

�
Eu1 = p � 0+ (1� p) � 0 = 0
Eu2 = p � 1+ (1� p) � 1 = 1

�
! (0, 1)



Finding expected payo¤s (Cont�d)

6)
�
Y ,F SYW

�
Eu1 = p � 0+ (1� p) � 0 = 0
Eu2 = p � 1+ (1� p) � 0 = p

�
! (0, p)

7)
�
Y ,Y SFW

�
Eu1 = p � 0+ (1� p) � 0 = 0

Eu2 = p � 0+ (1� p) � 1 = 1� p

�
! (0, 1� p)

8)
�
Y ,Y SYW

�
Eu1 = p � 0+ (1� p) � 0 = 0
Eu2 = p � 0+ (1� p) � 0 = 0

�
! (0, 0)



Inserting these 8 expected payo¤ pairs in the matrix, we
obtain:



3rd step: Underline best response payo¤s for each player.

Comparing for player 1 his payo¤ 1� 2p against 0, we �nd
that 1� 2p � 0 if p � 1

2 ; otherwise 1� 2p < 0.
In addition, for player 2 2p � 1 < p since
2p � p < 1, p < 1,which holds by de�nition, i.e., p 2 [0, 1]
and p > p � 1 since p 2 [0, 1].
We can hence divide our analysis into two cases: case 1,
where p > 1

2 ; case 2, where p �
1
2 !next



Case 1: p � 1
2

1� 2p � 0 since in this case p � 1
2 .!that�s why we

underlined 1� 2p (and not 0) in the �rst 3 columns.
Hence, we found only one B.N.E. when p � 1

2 :
�
F ,F SYW

�
.



Case 2: p > 1
2

1� 2p < 0 since in this case p > 1
2 .!that�s why we

underlined 0 in the �rst 3 columns.

We have now found one (but di¤erent) B.N.E. when
p > 1

2 :
�
Y ,F SYW

�
.



Intuitively, when P1 knows that P2 is likely strong
�
p > 1

2

�
,

he yields in the BNE
�
Y ,F SYW

�
; whereas when he is most

probably weak
�
p � 1

2

�
, he �ghts in the BNE (F ,F SY w ).

However, P2 behaves in the same way regardless of the
precise value of p; he �ghts when strong but yields when
weak, i.e., F SY s , in both BNEs.



Remark

Unlike in our search of mixed strategy equilibria, the
probability p is now not endogenously determined by each
player.

In a msNE each player could alter the frequency of his
randomizations.
In contrast, it is now an exogenous variable (given to us) in
the exercise.

Hence,

if I give you the previous exercise with p � 1
2 (e.g., p =

1
3 ), you

will �nd that the unique BNE is
�
F ,F SYW

�
, and

if I give you the previous exercise with p > 1
2

�
e.g., p = 3

4

�
you will �nd that the unique BNE is

�
Y ,F SFW

�
.



Entry game with incomplete information (Exercise #4)

Notation: P: low prices, P: high prices, E : enter after low
prices, N: do not enter after low prices, E 0: enter after high
prices, N 0: do not enter after high prices.

Verbal explanation on next slide.



Time structure of the game:

The following sequential-move game with incomplete information
is played between an incumbent and a potential entrant.

1 First, nature determines whether the incumbent experiences
high or low costs, with probability q and 1� q, e.g., 13 and

2
3 ,

respectively.
2 Second, the incumbent, observing his cost structure
(something that is not observed by the entrant), decides to
set either a high price (p) or a low price (p).

3 Finally, observing the price that the incumbent sets (either
high p or low p), but without observing the incumbent�s type,
the entrant decides to enter or not enter the market.

Note that we use di¤erent notation, depending on the incumbent�s
type

�
p and p

�
and depending on the price observed by the

entrant before deciding to enter (E or N, E 0 or N 0) .



Entry game with incomplete information:

You can think about its time structure in this way (starting
from nature of the center of the game tree).



Let us now �nd the BNE of this game

In order to do that, we �rst need to build the
Bayesian Normal Form matrix.

1st step: Identify the strategy spaces for each player.

Sinc =
n
PP

0
,PP 0,PP

0
,PP 0

o
4 strategies

Sent =
�
EE 0,EN 0,NE 0,NN 0

	
4 strategies



We hence need to build a 4� 4 Bayesian normal from matrix
such as the following:

2nd step: We will need to �nd the expected payo¤ pairs in
each of the 4� 4 = 16 cells.



Entry game with incomplete information:

1. Strategy pro�le
�
PP

0
EE 0

�



Let�s �ll the cells!

First Row (where the incumbent chooses PP
0
):

1) PP
0
EE 0 :

Inc.! 0 � q + 0 � (1� q) = 0
Ent.! 1 � q + (�1) � (1� q) = 2q � 1

�
! (0, 2q � 1)

2) PP
0
EN 0 :

Inc.! 2 � q + 4 � (1� q) = 4� 2q
Ent.! 0 � q + 0 � (1� q) = 0

�
! (4� 2q, 0)

3) PP
0
NE 0 :

Inc.! 0 � q + 0 � (1� q) = 0
Ent.! 1 � q + (�1) � (1� q) = 2q � 1

�
! (0, 2q � 1)

4) PP
0
NN 0 :

Inc.! 2 � q + 4 � (1� q) = 4� 2q
Ent.! 0 � q + 0 � (1� q) = 0

�
! (4� 2q, 0)



Second Row (where the incumbent chooses PP 0):

5) PP 0EE 0 :

Inc.! 0 � q + 0 � (1� q) = 0
Ent.! 1 � q + (�1) � (1� q) = 2q � 1

�
! (0, 2q � 1)

6) PP 0EN 0 :

Inc.! 2 � q + 0 � (1� q) = 2q
Ent.! 0 � q + (�1) � (1� q) = q � 1

�
! (2q, q � 1)

7) PP 0NE 0 :

Inc.! 0 � q + 2 � (1� q) = 2� 2q
Ent.! 1 � q + 0 � (1� q) = 1� q

�
! (2� 2q, 1� q)

8) PP 0NN 0 :

Inc.! 2 � q + 2 � (1� q) = 2
Ent.! 0 � q + 0 � (1� q) = 0

�
! (2, 0)



Entry game with incomplete information:

7. Strategy pro�le
�
PP 0NE 0

�



Third Row (where the incumbent chooses PP
0
):

9) PP
0
EE 0 :

Inc.! 0 � q + 0 � (1� q) = 0
Ent.! 1 � q + (�1) � (1� q) = 2q � 1

�
! (0, 2q � 1)

10) PP
0
EN 0 :

Inc.! 0 � q + 4 � (1� q) = 4� 4q
Ent.! 1 � q + 0 � (1� q) = q

�
! (4� 4q, q)

11) PP
0
NE 0 :

Inc.! 0 � q + 0 � (1� q) = 0
Ent.! 0 � q + (�1) � (1� q) = q � 1

�
! (0, q � 1)

12) PP
0
NN 0 :

Inc.! 0 � q + 4 � (1� q) = 4� 4q
Ent.! 0 � q + 0 � (1� q) = 0

�
! (4� 4q, 0)



Four Row (where the incumbent chooses PP 0):

13) PP 0EE 0 :

Inc.! 0 � q + 0 � (1� q) = 0
Ent.! 1 � q + (�1) � (1� q) = 2q � 1

�
! (0, 2q � 1)

14) PP 0EN 0 :

Inc.! 0 � q + 0 � (1� q) = 0
Ent.! 1 � q + (�1) � (1� q) = 2q � 1

�
! (0, 2q � 1)

15) PP 0NE 0 :

Inc.! 0 � q + 2 � (1� q) = 2� 2q
Ent.! 0 � q + 0 � (1� q) = 0

�
! (2� 2q, 0)

16) PP 0NN 0 :

Inc.! 0 � q + 2 � (1� q) = 2� 2q
Ent.! 0 � q + 0 � (1� q) = 0

�
! (2� 2q, 0)



Inserting these expected payo¤ pairs yields:

Before starting our underlining, let�s carefully compare the
incumbent�s and entrant�s expected payo¤s!



Comparing the Incumbent�s expected payo¤s:

under EE 0, the incumbent�s payo¤ is 0 regardless of the
strategy he chooses (i.e., for all rows). under EN 0,
4� 2q > 2q since 4 > 4q for any q < 1 and 4� 2q > 4� 4q,
which simpli�es to 4q > 2q ) 4 > 2 and
4� 2q > 0! 4 > 2q ! 2 > q
under NE 0, 2� 2q > 0 since 2 > 2q for any q < 1
under NN 0, 4� 2q > 2 since 2 > 2q for any q < 1

and 4� 2q > 4� 4q ) 4q > 2q ) 4 > 2
and 4� 2q > 2� 2q since 4 > 2



Comparing the Entrant�s expected payo¤s:

under PP
0
, 2q � 1 > 0 if q > 1

2 (otherwise, 2q � 1 < 0)
under PP 0, q > 2q � 1 since 1 > q and we have
2q � 1 > q � 1 since q > 0.

Hence q > 2q � 1 > q � 1

under PP
0
, q > 2q � 1 > q � 1 (as above).

under PP 0, 2q � 1 > 0 only if q > 1
2 (otherwise, 2q � 1 < 0).



For clarity. . .

We can separate our analysis into two cases

When q > 1
2 (see the matrix in the next slide).

When q < 1
2 (see the matrix two slides from now).

Note that these cases emerged from our comparison of the
entrant�s payo¤ alone, since the payo¤s of the incumbent
could be unambiguously ranked without the need to introduce
any condition on q.

In the following matrix, this implies that the payo¤s
underlined in blue (for the Incumbent.) are independent on
the precise value of q, while the payo¤s underlined in red (for
the entrant) depend on q.



Case 1: q > 1
2 ! so that 2q � 1 > 0

3 BNEs:
�
PP

0
,EE 0

�
,
�
PP 0,NE 0

�
and

�
PP 0,EE 0

�



Case 2: q < 1
2 ! so that 2q � 1 < 0

4 BNEs:
�
PP

0
,EN 0

�
,
�
PP 0,NE 0

�
,
�
PP 0,NE 0

�
and�

PP
0
,NN 0

�



Practice: let�s assume that q = 1
3 . Then, the Bayesian

Normal Form matrix becomes:

The payo¤ comparison is now faster, as we only compare
numbers.

4 BNEs ! the same set of BNEs as when q < 1
2 .



Alternative methodology

There is an alternative way to approach these exercise. . .

Which is especially useful in exercises that are di¢ cult to
represent graphically.
Example:

Cournot games with incomplete information,
Bargaining games with incomplete information,
and, generally, games with a continuum of strategies available
to each player.

The methodology is relatively simple:

Focus on the informed player �rst, determining what he would
do for each of his possible types, e.g., when he is strong and
then when he is weak.
Then move on to the uninformed player.



Alternative methodology

Before applying this alternative methodology in Cournot or
bargaining games. . .

Let�s redo the "Two players in a dispute" exercise, using this
method.

For simplicity, let us focus on the case that p = 1
3 .

We want to show that we can obtain the same BNE as with
the previous methodology (Constructing the Bayesian Normal
Form matrix).
In particular, recall that the BNE we found constructing the

Bayesian Normal form matrix was
�
F ,F SYW

�



Two players in a dispute

Two people are in a dispute. P2 knows her own type, either
Strong or Weak, but P1 does know P2�s type.

Notation: β is prob. of �ghting for the uninformed P1, α (γ)
is the prob. of �ghting for P2 when he is strong (weak,
respectively).



Two players in a dispute

1st step: Privately informed player (player 2):

If player 2 is strong, �ghting is strictly dominant (yielding is
strictly dominated for him when being strong).

You can delete that column from the �rst matrix.



Two players in a dispute

Privately informed player (player 2):

If player 2 is weak, there are no strictly dominated actions.

Hence (looking at the lower matrix, corresponding to the weak
P2) we must compare his expected utility of �ghting and
yielding.

EU2 (F jWeak ) = �1 � β+ 1 � (1� β) = 1� 2β

EU2 (Y jWeak ) = 0 � β+ 0 � (1� β) = 0

where β is the probability that player 1 plays Fight, and 1� β is
the probability that he plays Yield. (See �gure in previous slide)

Therefore, EU2 (F jWeak ) � EU2 (Y jWeak ) if 1� 2β � 0,
which is true only if β � 1

2 .



Two players in a dispute

Thus, when β � 1
2 player 2 �ghts, and when β > 1

2 player 2
yields



Two players in a dispute

2nd step: Uninformed player (player 1):

On the other hand, player 1 plays �ght or yield unconditional
on player 2�s type, since he is uninformed about P2�s type.
Indeed, his expected utility of �ghting is

EU1 (F ) = p � (�1)| {z }
if P2 is strong, P2 �ghts

+(1� p) �
if P2 �ghts when weak

[
z}|{
γ � 1 +

if P2 yields when weakz }| {
(1� γ) � 1 ]| {z }

if P2 is weak

= 1� 2p

and since p = 1
3 , 1� 2p becomes 1� 2�

1
3 =

1
3 .



Two players in a dispute

And P1�s expected utility of yielding is:

EU1 (Y ) = p � (0)| {z }
if P2 is strong, P2 �ghts

+(1� p) �
if P2 �ghts when weak

[
z}|{
γ � 0 +

if P2 yields when weakz }| {
(1� γ) � 0 ]| {z }

if P2 is weak

= 0

Therefore, EU1 (F ) > EU1 (Y ) , since 13 > 0, which implies
that player 1 �ghts.
Hence, since β represents the prob. with which player 1 �ghts,
we have that β = 1.



Two players in a dispute

We just determined that β = 1.

Therefore, β is de�nitely larger than 1
2 , leading player 2 to

Yield when he is weak. Recall that P2�s decision rule when
weak was as depicted in the next �gure: yield if and only if
β > 1

2 .



Two players in a dispute

We are now ready to summarize the BNE of this game, for
the particular case in which p = 1

3 ,8><>: Fight| {z }
player 1

,(Fight if Strong, Yield if Weak)| {z }
player 2

9>=>;
This BNE coincides with that under p � 1

2 :
�
F ,F SYW

	
we

found using the other method.



Two players in a dispute

Practice for you: Let�s redo the previous exercise, but with
p = 2

3 .

Nothing changes in this slide. . .

Two people are in a dispute: P2 knows her own type, either
Strong or Weak, but P1 does know P2�s type.



Two players in a dispute

1st step: Privately informed player (player 2): (nothing
changes in this slide either)

If player 2 is strong, �ghting is strictly dominant (yielding is
strictly dominated for him when being strong).

You can delete that column from the �rst matrix.



Two players in a dispute

Privately informed player (player 2): (nothing charges in this
slide either)

If player 2 is weak, there are no strictly dominated actions.

Hence (looking at the lower matrix, corresponding to the weak
P2):

EU2 (F jWeak ) = �1 � β+ 1 � (1� β) = 1� 2β

EU2 (Y jWeak ) = 0 � β+ 0 � (1� β) = 0

where β is the probability that player 1 plays Fight, and 1� β
is the probability that he plays Yield. (See �gure in previous
slide)

Therefore, EU2 (F jWeak ) � EU2 (Y jWeak ) if 1� 2β � 0,
which is true only if β � 1

2 .



Two players in a dispute

Thus, when β � 1
2 player 2 �ghts, and when β > 1

2 player 2
yields.



Two players in a dispute

2nd step: Uninformed player (player 1): (Here is when things
start to change)

On the other hand, player 1 plays �ght or yield unconditional
on player 2�s type. Indeed, P1�s expected utility of �ghting is

EU1 (F ) = p � (�1)| {z }
if P2 is strong, P2 �ghts

+(1� p) �
if P2 �ghts when weak

[
z}|{
γ � 1 +

if P2 yields when weakz }| {
(1� γ) � 1 ]| {z }

if P2 is weak

= 1� 2p

and since p = 2
3 , 1� 2p becomes 1� 2�

2
3 = �

1
3 .



Two players in a dispute

And P1�s expected utility of yielding is

EU1 (Y ) = p � (0)| {z }
if P2 is strong, P2 �ghts

+(1� p) �
if P2 �ghts when weak

[
z}|{
γ � 0 +

if P2 yields when weakz }| {
(1� γ) � 0 ]| {z }

if P2 is weak

= 0

Therefore, EU1 (F ) < EU1 (Y ) , i.e., � 13 < 0, which implies
that player 1 �ghts.
Hence, since β represents the prob. with which player 1 �ghts,
EU1 (F ) < EU1 (Y ) entails β = 0.



Two players in a dispute

And things keep changing. . .

Since β = 0, β is de�nitely smaller than 1
2 , leading player 2 to

Fight when he is weak, as illustrated in P2�s decision rule
when weak in the following line.



Two players in a dispute

We are now ready to summarize the BNE of this game, for
the particular case of p = 2

3 ,8><>: Yield|{z}
player 1

,(Fight if Strong, Fight if Weak)| {z }
player 2

9>=>;
which coincides with the BNE we found for all
p > 1

2 :
�
Y ,F SYW

	
.



Two players in a dispute

Summarizing, the set of BNEs is. . .n
F ,F SYW

o
when p � 1

2n
Y ,F SYW

o
when p > 1

2

Importantly, we could �nd them using either of the two
methodologies:

Constructing the Bayesian normal form representation of the
game with a matrix (as we did in our last class); or
Focusing on the informed player �rst, and then moving to the
uniformed player (as we did today).



Gun�ght in the wild west (Harrington, pp. 298-301)



Description of the payo¤s:

If Wyatt Earp knew for sure that the Stranger is a gunslinger (left
matrix):

1 Earp doesn�t have a dominant strategy (he would Draw if the
stranger Draws, but Wait if the stranger Waits).

2 The gunslinger, in contrast, has a dominant strategy: Draw.

If Wyatt Earp knew for sure that the Stranger is a cowpoke (right
hand matrix):

1 Now, Earp has a dominant strategy: Wait.
2 In contrast, the cowpoke would draw only if he thinks Earp is
planning to do so. In particular, he Draws if Earp Draws, but
Waits if Earp Waits.



Description of the payo¤s:

This is a common feature in games of incomplete information:

The uninformed player (Wyatt Earp) does not have a strictly
dominant strategy which would allow him to choose the same
action. . .
regardless of the informed player�s type (gunslinger/cowpoke).

Otherwise, he wouldn�t care what type of player he is facing.
He would simply choose his dominant strategy, e.g., shoot!

That is, uncertainty would be irrelevant.

Hence, the lack of a dominant strategy for the uninformed
player makes the analysis interesting.



Description of the payo¤s:

Later on, we will study games of incomplete information
where the privately informed player acts �rst and the
uniformed player responds.

In that context, we will see that the uniformed player�s lack of
a strictly dominant strategy allows the informed player to use
his actions to signal his own type. . .
either revealing or concealing his type to the uniformed
player. . .
Ultimately a¤ecting the uninformed player�s response.

Example from the gun�ght in the wild west:

Did the stranger order a "whisky on the rocks" for breakfast at
the local saloon, or
is he drinking a glass of milk?



How to describe Wyatt Earp�s lack of information about
the stranger�s ability?

Nature determines the stranger�s type (gunslinger or
cowpoke), but Earp doesn�t observe that.

Analog to the "two players in a dispute" game.



Let�s apply the previous methodology!

1 Let us hence focus on the informed player �rst, separately
analyzing his optimal strategy:

1 When he is a gunslinger, and
2 When he is a cowpoke.

2 After examining the informed player (stranger) we can move
on to the optimal strategy for Wyatt Earp (uninformed player).

1 Note that Wyatt Earp�s strategy will be unconditional on
types, since he cannot observe the stranger�s type.



1st step: stranger (informed player)



Stranger:

If Gunslinger: he selects to Draw (since Draw is his dominant
strategy).
If Cowpoke: in this case the stranger doesn�t have a
dominant strategy. Hence, he needs to compare his expected
payo¤ from drawing and waiting.

EUStranger (Draw jCowpoke) = 2α|{z}
if Earp Draws

+ 3(1� α)| {z }
if Earp Waits

= 3� α

EUStranger (WaitjCowpoke) = 1α|{z}
if Earp Draws

+ 4(1� α)| {z }
if Earp Waits

= 4� 3α

where α denotes the probability with which Earp draws.
Hence, the Cowpoke decides to Draw if:

3� α � 4� 3α =) α � 1
2
! next �gure



Cuto¤ strategy for the stranger:

When the stranger is a gunslinger he draws, but when he is a
cowpoke the following �gure summarizes the decision rule we
just found:

Let us now turn to the uninformed player (Wyatt Earp)!



Uninformed player - �rst case:

IF α � 1
2

The Stranger Draws as a Cowpoke since α � 1
2 .

Then, the expected payo¤s for the uninformed player (Earp)
are

EUEarp (Draw) = 0.75� 2| {z }
if gunslinger

+ 0.25� 5| {z }
if cowpoke

= 2.75

EUEarp (Wait) = 0.75� 1| {z }
if gunslinger

+ 0.25� 6| {z }
if cowpoke

= 2.25

!�gure of these payo¤s in next slide
Hence, if α � 1

2 Earp chooses to Draw since 2.75 > 2.25.
The BNE of this game in the case that α � 1

2 is

Draw| {z }
Earp

, (Draw,Draw)| {z }
Stranger



Uninformed player - �rst case:

Case 1: α � 1
2



Uninformed player - second case:

IF α < 1
2

The Stranger Waits as a Cowpoke since α < 1
2 .

Then, the expected payo¤s for the uninformed player (Earp)
are

EUEarp (Draw) = 0.75� 2| {z }
if gunslinger

+ 0.25� 4| {z }
if cowpoke

= 2.5

EUEarp (Wait) = 0.75� 1| {z }
if gunslinger

+ 0.25� 8| {z }
if cowpoke

= 2.75

!�gure of these payo¤s in next slide
Hence, if α < 1

2 Earp chooses to Wait since 2.5 < 2.75.
The BNE of this game in the case that α < 1

2 is

Wait|{z}
Earp

, (Draw,Wait)| {z }
Stranger



Uninformed player - second case:

Case 2: α < 1
2



More information may hurt!

In some contexts, the uninformed player might prefer to
remain as he is (uninformed)

thus playing the BNE of the incomplete information game,
than. . .

becoming perfectly informed about all relevant information
(e.g., the other player�s type)

in which case he would be playing the standard NE of the
complete information game.

In order to show that, let us consider a game where player 2 is
uninformed about which particular payo¤ matrix he plays. . .

while player 1 is privately informed about it.



More information may hurt!

Two players play the following game, where player 1 is privately
informed about the particular payo¤ matrix they play.



Complete information. . .

1 For practice, let us �rst �nd the set of psNE of these two
matrices if both players were perfectly informed:

1 (U,R) for matrix 1, with associated equilibrium payo¤s of�
1, 34

�
, and

2 (U,M) for matrix 2, with the same associated equilibrium

payo¤s of
�
1, 34

�
.

2 Therefore, player 2 would obtain a payo¤ of 34 , both:

1 if he was perfectly informed of playing matrix 1, and
2 if he was perfectly informed of playing matrix 2.



Complete information. . .

1 But, of course, player 2 is uninformed about which particular
matrix he plays.

1 Let us next �nd the BNE of the incomplete information game,
and

2 the associated expected payo¤ for the uninformed player 2.

Recall that our goal is to check that the expected payo¤ for
the uninformed player 2 in the BNE is lower than 3

4 .



Incomplete information:

1 Let us now �nd the set of BNEs.
2 We start with the informed player (player 1) ,

1 who knows whether he is playing the upper, or lower matrix.
2 Let�s analyze the informed player separately in each of two
matrices.



Informed player (P1) - Upper matrix

1 If he plays the upper matrix:
1 His expected payo¤ of choosing Up (in the �rst row) is. . .

EU1 (Up) = 1p|{z}
if P2 chooses L

+ 1q|{z}
if P2 chooses M

+ 1 (1� p � q)| {z }
if P2 chooses R

= 1

1 where p denotes the probability that P2 chooses L,
2 q the probability that P2 chooses M, and
3 1� p � q the probability that P2 selects R (for a reference,
see the annotated matrices in the next slide)

2 And his expected payo¤ from choosing Down (in the second
row) is . . .

EU1 (Down) = 2p|{z}
if P2 chooses L

+ 0q|{z}
if P2 chooses M

+ 0 (1� p � q)| {z }
if P2 chooses R

= 2p



Informed player (P1) - Upper matrix



Informed player (P1) - Upper matrix

Hence, when playing the upper matrix, the informed P1
chooses Up if and only if

EU1 (Up) > EU1 (Down), 1 > 2p , 1
2
> p



Information player (P1)- Lower matrix

1 Similarly when he plays the lower matrix:
1 His expected payo¤ of choosing Up (in the �rst row) is. . .

EU1 (Up) = 1p|{z}
if P2 chooses L

+ 1q|{z}
if P2 chooses M

+ 1 (1� p � q)| {z }
if P2 chooses R

= 1

2 And his expected payo¤ from choosing Down (in the second
row) is . . .

EU1 (Down) = 2p|{z}
if P2 chooses L

+ 0q|{z}
if P2 chooses M

+ 0 (1� p � q)| {z }
if P2 chooses R

= 2p

(For a reference, see the Up and Down row of the lower matrix in
the next slide.)



Information player (P1)- Lower matrix



Information player (P1)- Lower matrix

Therefore, when playing in the lower matrix, the informed P1
chooses Up if and only if

EU1 (Up) > EU1 (Down), 1 > 2p , 1
2
> p

which coincides with the same decision rule that P1 uses when
playing in the upper matrix.

This happens because P1�s payo¤s are symmetric across
matrices.



Informed player (P1)

Summarizing, the informed player 1�s decision rule can be
depicted as follows



Uninformed player (P2)

1 Regarding the uninformed player (player 2), he doesn�t know
if player 1 is playing Up or Down, so he assigns a probability α
to player 1 playing Up,

EU2 (Left) =
1
2

if upper matrixz }| {2664 1
2

α|{z}
if P1 plays Up

+ 2 (1� α)| {z }
if P1 plays Down

3775

+
1
2

if lower matrixz }| {�
1
2

α+ 2 (1� α)

�
= 2� 3

2
α

(for a visual reference of these expected payo¤s, ! next slide)



Uninformed player (P2) - Left Column

If P2 chooses in the left column. . .



Uninformed player (P2) - Middle Column

EU2 (Middle) =
1
2

if upper matrixz }| {
[0α+ 0 (1� α)] +

1
2

if lower matrixz }| {�
3
4

α+ 3 (1� α)

�
=

3
2
� 9
8

α



Uninformed player (P2) - Middle Column

If P2 chooses in the Middle column. . .



Uninformed player (P2) - Right Column

EU2 (Right) =
1
2

if upper matrixz }| {�
3
4

α+ 3 (1� α)

�
+
1
2

if lower matrixz }| {
[0α+ 0 (1� α)]

=
3
2
� 9
8

α



Uninformed player (P2) - Right Column

If P2 chooses in the Right column. . .



Uninformed player (P2)

Hence, player 2 plays Left instead of Middle, if

EU2 (Left) � EU2 (Middle)

2� 3
2

α � 3
2
� 9
8

α , α � 4
3

[Note that the expected payo¤ from Middle and Right
coincide, i.e., EU2 (Middle) = EU2 (Right) , implying that
checking EU2 (Left) � EU2 (Middle) is enough.]



Uninformed player (P2)

However, condition α � 4
3 holds for all probabilities α 2 [0, 1] .

Hence, player 2 chooses Left.



Uninformed player (P2)

Therefore, the value of p (which denotes the probability that
player 2 chooses Left) must be p=1.
And p=1, in turn, implies that player 1. . .

plays Down.

Therefore, the BNE can be summarized as follows:8><>:(Down if matrix 1, Down if matrix 2)| {z }
player 1

, Left|{z}
player 2

9>=>;



Payo¤ comparison:

Therefore, in the BNE the expected payo¤ for the uninformed
player 2 is. . .

1
2
� 2+ 1

2
� 2 = 2

since he obtains $2 both when the upper and lower matrices
are played in the BNE:

f(Down if matrix 1, Down if matrix 2) , Leftg



Payo¤ comparison:

Indeed, the uninformed player 2�s payo¤ is $2 (circled payo¤s
in both matrices), entailing a expected payo¤ of $2 as well.



Payo¤ comparison:

What was player 2�s payo¤ if he was perfectly informed about
the matrix being played?

3
4 if he was perfectly informed of playing matrix 1 (less than in
the BNE), or
3
4 if he was perfectly informed of playing matrix 2 (less than in
the BNE).

In contrast, in the BNE the expected payo¤ for the
uninformed player 2 is $2.

Hence, more information de�nitely hurts the uninformed
player 2!!



The Munich agreement

Let us now turn to the Munich agreement (Harrington, Ch.
10)



The Munich agreement

Chamberlain does not know which are Hitler�s payo¤s at each
contingency (i.e., each terminal node)

How can Chamberlain decide if he does not observe Hitler�s
payo¤?



The Munich agreement

Well, Chamberlain knows that Hitler is either belligerent or
amicable.



The Munich agreement

How can we describe the above two possible games
Chamberlain could face by using a single tree?

Simply introducing a previous move by nature which
determines the "type" of Hitler.
Graphically, we connect both games with an information set to
represent Chamberlain�s uncertainty.



The Munich agreement

In addition, Hitler�s actions at the end of the game can be
anticipated since these subgames are all proper.

Hence, up to these subgames we can use backward induction
(see arrows in the branches)



The Munich agreement - Hitler

Let�s start analyzing the informed player (Hilter in this game).

Since he is the last mover in the game, the study of his
optimal actions can be done applying backward induction (see
arrows in the previous game tree), as follows:

When he is amicable (left side of tree), he responds choosing:

No war after Chamberlain gives him concessions.
War after Chamberlain stands �rm.

When he is belligerent (right side of tree), he responds
choosing:

War after Chamberlain gives him concessions; and
War after Chamberlain stands �rm.



The Munich agreement - Chamberlain

Let�s now move to the uninformed player (Chamberlain)

Note that he must choose Concessions/Stand �rm
unconditional on Hitler�s type. . .
since Chamberlain doesn�t observe Hiltler�s type.

Let�s separately �nd Chamberlain�s EU from selecting

Concessions (next slide).
Stand �rm (two slides ahead)



The Munich agreement - Chamberlain

If Chamberlain chooses Concessions:
Expected payo¤ = 0.6� 3+ 0.4� 1 = 2.2



The Munich agreement - Chamberlain

If Chamberlain chooses to Stand �rm:
Expected payo¤ = 0.6� 2+ 0.4� 2 = 2



The Munich agreement - Chamberlain

How to �nd out Chamberlain�s best strategy?

If he chooses concessions:

0.6� 3| {z }
if Hitler is amicable

+ 0.4� 1| {z }
if Hitler is belligerent

= 2.2

If he chooses to stand �rm:

0.6� 2| {z }
if Hitler is amicable

+ 0.4� 2| {z }
if Hitler is belligerent

= 2

Hence, Chamberlain chooses to give concessions.



The Munich agreement - Summary

Therefore, we can summarize the BNE as

Chamberlain: gives Concessions (at the only point in which
he is called on to move i.e., at the beginning of the game);
Hitler:

When he is amicable: NW after concessions, W after stand
�rm.
When he is belligerent: W after concessions, W after stand
�rm.



Cournot with incomplete information

Thus far we considered incomplete information games in
which players chose among a set of discrete strategies.

War/No war, Draw/Wait, A/B/C, etc.

What if players have a continuous action space at their
disposal, e.g., as in a Cournot game whereby �rms can choose
any output level q in [0,∞)?
Next two examples:

Incomplete information in market demand, and
Incomplete information in the cost structure.



Incomplete information about �rms�costs

Let us consider an oligopoly game where two �rms compete in
quantities.

Market demand is given by the expression p = 1� q1 � q2,
and �rms have incomplete information about their marginal
costs.

In particular, �rm 2 privately knows whether its marginal costs
are low (MC2=0), or high (MC2=1

4 ), as follows:

MC2 =
�

0 with probability 1/2
1/4 with probability 1/2



Incomplete information about �rms�costs

On the other hand, �rm 1 does not know �rm 2�s cost
structure.

Firm 1�s marginal costs are MC1 = 0, and this information is
common knowledge among both �rms (�rm 2 also knows it).

Let us �nd the Bayesian Nash equilibrium of this oligopoly
game, specifying how much every �rm produces.



Incomplete information about �rms�costs

Firm 2. First, let us focus on Firm 2, the informed player in
this game, as we usually do when solving for the BNE of
games of incomplete information.

When �rm 2 has low costs (L superscript), its pro�ts are

Pro�tsL2 = (1� q1 � qL2 )qL2 = qL2 � q1qL2
�
qL2
�2

Di¤erentiating with respect to qL2 , we can obtain �rm 2�s best
response function when experiencing low costs, BRF L2 (q1).

1� q1 � 2qL2 = 0 =) qL2 (q1) =
1
2
� q1
2



On the other hand, when �rm 2 has high costs (MC = 1
4 ), its

pro�ts are

Pro�tsH2 = (1�q1�qH2 )qH2 �
1
4
qH2 = q

H
2 �q1qH2

�
qH2
�2
� 1
4
qH2

Di¤erentiating with respect to qH2 , we obtain �rm 2�s best
response function when experiencing high costs, BRFH2 (q1).

1� q1 � 2qH2 �
1
4
= 0 =) qH2 (q1) =

3
4 � q1
2

=
3
8
� q1
2



Incomplete information about �rms�costs

Intuitively, for a given producion of its rival (�rm 1), q1, �rm
2 produces a larger output level when its costs are low than
when they are high, qL2 (q1) > q

H
2 (q1) , as depicted in the

�gure.



Incomplete information about �rms�costs

Firm 1. Let us now analyze Firm 1 (the uninformed player in
this game).

First note that its pro�ts must be expressed in expected
terms, since �rm 1 does not know whether �rm 2 has low or
high costs.

Pro�ts1 =
1
2
(1� q1 � qL2 )q1| {z }

if �rm 2 has low costs

+
1
2
(1� q1 � qH2 )q1| {z }

if �rm 2 has high costs



Incomplete information about �rms�costs

we can rewrite the pro�ts of �rm 1 as follows

Pro�ts1 =
�
1
2
� q1
2
� q

L
2

2
+
1
2
� q1
2
� q

H
2

2

�
q1

And rearranging

Pro�ts1 =
�
1� q1 �

qL2
2
� q

H
2

2

�
q1 = q1 � (q1)2 �

qL2
2
q1 �

qH2
2
q1



Information about �rms�costs

Di¤erentiating with respect to q1, we obtain �rm 1�s best
response function, BRF1(qL2 , q

H
2 ).

Note that we do not have to di¤erentiate for the case of low
and high costs, since �rm 1 does not observe such
information). In particular,

1� 2q1 �
qL2
2
� q

H
2

2
= 0 =) q1

�
qL2 , q

H
2

�
=
1
2
� q

L
2

2
� q

H
2

2



Incomplete information about �rms�costs

After �nding the best response functions for both types of
Firm 2, and for the unique type of Firm 1, we are ready to
plug the �rst two BRFs into the latter.

Speci�cally,

q1 =
1
2
�

1�q1
2

2
�

3
8 �

q1
2

2

And solving for q1, we �nd q1 = 3
8 .



Incomplete information about �rms�costs

With this information, i.e., q1 = 3
8 , it is easy to �nd the

particular level of production for �rm 2 when experiencing low
marginal costs,

qL2 (q1) =
1� q1
2

=
1� 3

8

2
=
5
16



Incomplete information about �rms�costs

As well as the level of production for �rm 2 when experiencing
high marginal costs,

qH2 (q1) =
3
8
�

3
8

2
=
3
16

Therefore, the Bayesian Nash equilibrium of this oligopoly
game with incomplete information about �rm 2�s marginal
costs prescribes the following production levels�

q1, qL2 , q
H
2

�
=

�
3
8
,
5
16
,
3
16

�



Incomplete information about market demand

Let us consider an oligopoly game where two �rms compete in
quantities. Both �rms have the same marginal costs,
MC = $1, but they are now asymmetrically informed about
the actual state of market demand.



Incomplete information about market demand

In particular, Firm 2 does not know what is the actual state of
demand, but knows that it is distributed with the following
probability distribution

p(Q) =
�
10�Q with probability 1/2
5�Q with probability 1/2

On the other hand, �rm 1 knows the actual state of market
demand, and �rm 2 knows that �rm 1 knows this information
(i.e., it is common knowledge among the players).



Firm 1. First, let us focus on Firm 1, the informed player in
this game, as we usually do when solving for the BNE of
games of incomplete information.
When �rm 1 observes a high demand market its pro�ts are

Pro�tsH1 = (10�Q)qH1 � 1qH1
= (10� qH1 � q2)qH1 � qH1
= 10qH1 �

�
qH1
�2
� q2qH1 � 1qH1

Di¤erentiating with respect to qH1 , we can obtain �rm 1�s best
response function when experiencing high demand,
BRFH1 (q2).

10� 2qH1 � q2 � 1 = 0 =) qH1 (q2) = 4.5�
q2
2



Incomplete information about market demand

On the other hand, when �rm 1 observes a low demand its
pro�ts are

Pro�tsL1 = (5�qL1 �q2)qL1 � 1qL1 = 5qL1 �
�
qL1
�2
�q2qL1 � 1qL1

Di¤erentiating with respect to qL1 , we can obtain �rm 1�s best
response function when experiencing low demand, BRF L1 (q2).

5� 2qL1 � q2 � 1 = 0 =) qL1 (q2) = 2�
q2
2



Incomplete information about market demand

Intuitively, for a given output level of its rival (�rm 2), q2,
�rm 1 produces more when facing a high than a low demand,
qH1 (q2) > q

L
1 (q2) , as depicted in the �gure below.



Incomplete information about market demand

Firm 2. Let us now analyze Firm 2 (the uninformed player in
this game).

First, note that its pro�ts must be expressed in expected
terms, since �rm 2 does not know whether market demand is
high or low.

Pro�ts2 =
1
2

h
(10� qH1 � q2)q2 � 1q2

i
| {z }

demand is high

+
1
2

h
(5� qL1 � q2)q2 � 1q2

i
| {z }

demand is low



Incomplete information about market demand

The pro�ts of �rm 2 can be rewritten as follows

Pro�ts2 =
1
2

h
10q2 � qH1 q2 � (q2)

2 � q2
i

+
1
2

h
5q2 � qL1q2 � (q2)

2 � q2
i



Incomplete information about market demand

Di¤erentiating with respect to q2, we obtain �rm 2�s best
response function, BRF2(qL1 , q

H
1 ).

Note that we do not have to di¤erentiate for the case of low
and high demand, since �rm 2 does not observe such
information). In particular,

1
2

h
10� qH1 � 2q2 � 1

i
+
1
2

h
5� qL1 � 2q2 � 1

i
= 0



Incomplete information about market demand

Rearranging,
13� qH1 � 4q2 � qL1 = 0

And solving for q2, we �nd BRF2
�
qL1 , q

H
1

�
q2
�
qL1 , q

H
1

�
=
13� qL1 � qH1

4
= 3.25� 0.25

�
qL1 + q

H
1

�



Incomplete information about market demand

After �nding the best response functions for both types of
Firm 1, and for the unique type of Firm 2, we are ready to
plug the �rst two BRFs into the latter.

Speci�cally,

q2 = 3.25� 0.25

0BBB@h2� q22 i| {z }
qL1

+
h
4.5� q2

2

i
| {z }

qH1

1CCCA
And solving for q2, we �nd q2 = 2.167.



Incomplete information about market demand

With this information, i.e., q2 = 2.167, it is easy to �nd the
particular level of production for �rm 1 when experiencing low
market demand,

qL1 (q2) = 2�
q2
2
= 2� 2.167

2
= 0.916



Incomplete information about market demand

As well as the level of production for �rm 1 when experiencing
high market demand,

qH1 (q2) = 4.5�
q2
2
= 4.5� 2.167

2
= 3.4167

Therefore, the Bayesian Nash equilibrium (BNE) of this
oligopoly game with incomplete information about market
demand prescribes the following production levels�

qH1 , q
L
1 , q2

�
= (3.416, 0.916, 2.167)



Bargaining with incomplete information

One buyer and one seller. The seller�s valuation for an object
is zero, and wants to sell it. The buyer�s valuation, v , is

v =
�

$10 (high) with probability α
$2 (low) with probability 1� α

Note that buyer�s valuation v is just a normalization: it could
be that

Buyer�s value for the object is vbuyer > 0, and that of seller is
vseller > 0.
But we normalize both values by subtracting vseller, as follows

vbuyer � vseller
de�nition� v

vseller � vseller = 0

(Graphical representation of the game)



Bargaining with incomplete information



Bargaining with incomplete information

Informed player (Buyer): As usual, we start from the agent who
is privately about his/her type (here the buyer is informed about
her own valuation for the object).

If her valuation is High, the buyer accepts any price p, such
that

10� p � 0, p � 10.
If her valuation is Low, the buyer accepts any price p, such
that

2� p � 0, p � 2.
Figure summarizing these acceptance rules in next slide



Bargaining with incomplete information



Bargaining with incomplete information

Uninformed player (Seller): Now, regarding the seller, he
sets a price p=$10 if he knew that buyer is High, and a price
of p=$2 if he knew that he is Low.

But he only knows the probability of High and Low. Hence,
he sets a price of p=$10 if and only if

EUseller (p = $10) � EUseller (p = $2)

, 10α+ 0 (1� α) � 2α+ 2 (1� α)

since for a price of p= $10 only the High-value buyer buys the
good (which occurs with a probability α), whereas. . .

both types of buyer purchase the good when the price is only
p=$2.



Bargaining with incomplete information

Uniformed player (Seller): Solving for α in the expected
utility comparison. . .

EUseller (p = $10) � EUseller (p = $2)

, 10α+ 0 (1� α) � 2α+ 2 (1� α)| {z }
2

we obtain
10α+ 0 (1� α) � 2, α � 1

5



Bargaining with incomplete information

Natural questions at this point:

1 Why not set p=$8? Or generally, why not set a price between
$2 and $10?

1 Low-value buyers won�t be willing to buy the good.
2 High-value buyers will be able to buy, but the seller doesn�t
extract as much surplus as by setting a price of p=$10.

2 Why not set p>$10?

1 No customers of either types are willing to buy the good!

3 Why not set p<$2?

1 Both types of customers are attracted, but the seller could be
making more pro�ts by simply setting p=$2.



Bargaining with incomplete information

Summarizing. . . We have two BNE:

1 1st BNE: if α � 1
5 , (High-value buyers are very likely)

1 the seller sets a price of p = $10, and
2 the buyer accepts any price p � $10 if his valuation is High,
and p � $2 if his valuation is Low.

2 2nd BNE: if α < 1
5 , (High value buyers are unlikely)

1 the seller sets a price of p = $2, and
2 the buyer accepts any price p � $10 if his valuation is High,
and p � $2 if his valuation is Low.



Bargaining with incomplete information

Summarizing, the seller sets. . .

Comment: The seller might get zero pro�ts by setting
p = $10.This could happen if, for instance, α = 3

5 so the
seller sets p = $10, but the buyer happens to be one of the
few low-value buyers who won�t accept such a price.

Nonetheless, in expectation, it is optimal for the seller to set
p = $10 when it is relatively likely that the buyer�s valuation
is high, i.e., α � 1

5 .















































































































More examples of BNE:
Application to the game of chicken

Felix Munoz-Garcia

EconS 503 - Washington State University



Teenagers and the Game of Chicken

Rebel Without a Cause (1955) starring James Dean

Two teenagers simultaneously drive their cars toward the edge
of a cli¤.



Teenagers and the Game of Chicken

The Game of Chicken

Two teenagers are players 1 & 2
They drive toward each other in the middle of a street and
choose to either swerve (S) to the right or drive head on (D).

Payo¤s

When both players choose to swerve to the right, they both
receive 0
When one player drives head on, and the other swerves to the
right, the player who drove head on receives R (respect), while
the other receives 0 (Chicken!)
R
2 �K , where K is the punishment when both players choose
to drive head on (You just wrecked dad�s car!)



Teenagers and the Game of Chicken

Players�parents are either Harsh (H) or Lenient (L)

Each player knows their own parent�s type, but not the type of
the other player�s parents.
If a player�s parents are harsh, then they will severely punish
their child for wrecking the car, which we denote as K = H.
If a player�s parents are lenient, then they will only lecture their
child if they wreck the car, which we denote as K = L.
Assume that L < H, and that the probability of being harsh is
p = 0.5.



Teenagers and the Game of Chicken

Nature

¼
¼ ¼

¼

LL
LH HL

HH

1 1

2

2

S D S D

S D S D
s d s d s d s d

s d s d s d s d

0
0

0
R

R
0

0.5R		L
0.5R		L

0
0

0
R

R
0

0.5R		H
0.5R		L

0
0

0
R

R
0

0.5R		L
0.5R		H

0
0

0
R

R
0

0.5R		H
0.5R		H



Teenagers and the Game of Chicken

If player 1 plays the strategy SD (Swerve if his parents are
lenient, but Drive head on if his parents are harsh), and player
2 plays dd (Drive head on regardless of his parents�type),
then the expected payo¤s for player 1 are

Ev1(SD, dd) =
1
4
v1(S , d ; L) +

1
4
v1(S , d ; L)

+
1
4
v1(D, d ;H) +

1
4
v1(D, d ;H)

=
1
4
� 0+ 1

4
� 0+ 1

4
�
�
R
2
�H

�
+
1
4
�
�
R
2
�H

�
=

R
4
� H
2



Teenagers and the Game of Chicken

And the expected payo¤s for player 2 are

Ev2(SD, dd) =
1
4
v2(S , d ; L) +

1
4
v2(S , d ; L)

+
1
4
v2(D, d ;H) +

1
4
v2(D, d ;H)

=
1
4
� R + 1

4
� R + 1

4
�
�
R
2
� L

�
+
1
4
�
�
R
2
�H

�
=

3R
4
� L
4
� H
4



Teenagers and the Game of Chicken

We can represent all of the payo¤s in the following normal
form game:

0,	0 0,	½R 0,	½R 0,	R

½R,	0 	⅜R		¼H,	
⅜R		¼H

¼R		½H,	
¾R		¼L		¼H

½R,	0 ¼R		½L,
¾R		¼L		¼H

R,	0 ¾R		¼L		¼H,
¼R		½H

½R		½L		½H,
½R		½L		½H

	⅜R		¼H,	
⅜R		¼L

	⅜R		¼L,	
⅜R		¼H

	⅜R		¼L,	
⅜R		¼L

¾R		¼L		¼H,
¼R		½L

ss sd ds dd

SS

SD

DS

DD

Player	1

Player	2



Teenagers and the Game of Chicken

To solve for the Bayesian Nash equilibrium, let�s assume that
R = 8, H = 16, and L = 0. Updating our normal form game,

0,	0 0,	4 0,	4 0,	8

4,	0 1,	1 6,	2

4,	0 2,	2

8,	0 2,	6 4,	4

1,	3

3,	1 3,	3

2,	2

ss sd ds dd

SS

SD

DS

DD

Player	1

Player	2



Teenagers and the Game of Chicken

This game has a unique pure-strategy Bayesian Nash
equilibrium of (DS , ds).

The children of lenient parents will continue driving head on
While those of harsh parents will swerve to avoid the costly
consequences.



Teenagers and the Game of Chicken

However, if we assume R = 8, H = 0 and L = 16, this would
result in the opposite prediction. ("I�m not mad. I�m
disappointed.")

0,	0 0,	4 0,	4 0,	8

4,	0 3,	3 2,	2

4,	0 6,	2

8,	0 2,	2 4,	4

3,	1

1,	3 1,	1

2,	6

ss sd ds dd

SS

SD

DS

DD

Player	1

Player	2



Teenagers and the Game of Chicken

This game has a unique pure-strategy Bayesian Nash
equilibrium of (SD, sd).

Children of lenient parents learn somehow to respect their
parents�property (the car).
While children of harsh parents do not respect their parents�
property.



EconS 424: Strategy and Game Theory
Oligopoly games with incomplete information

about �rms�cost structure�

March 7, 2014

Let us consider an oligopoly game where two �rms compete in quantities. Market demand is
given by the expression p = 1�q1�q2, and �rms have incomplete information about their marginal
costs. In particular, �rm 2 privately knows whether its marginal costs are

MC2 =

�
0 with probability 1/2
1=4 with probability 1/2

On the other hand, �rm 1 does not know �rm 2�s cost structure. Firm 1�s marginal costs are
MC1 = 0, and this information is common knowledge among the �rms (�rm 2 also knows it).

Find the Bayesian Nash equilibrium of this oligopoly game, specifying how much every �rm
produces.

Firm 2. First, let us focus on Firm 2, the informed player in this game, as we usually do when
solving for the BNE of games of incomplete information.

When �rm 2 has low costs, its pro�ts are

ProfitsL2 = (1� q1 � qL2 )qL2 = qL2 � q1qL2
�
qL2
�2

Di¤erentiating with respect to qL2 , we can obtain �rm 2�s best response function when experi-
encing low costs, BRFL2 (q1).

1� q1 � 2qL2 = 0 =) qL2 (q1) =
1� q1
2

(BRFL2 (q1))

On the other hand, when �rm 2 has high costs (MC = 1
4), its pro�ts are

ProfitsH2 = (1� q1 � qH2 )qH2 �
1

4
qH2 = q

H
2 � q1qH2

�
qH2
�2 � 1

4
qH2

Di¤erentiating with respect to qH2 , we can obtain �rm 2�s best response function when experi-
encing high costs, BRFH2 (q1).

1� q1 � 2qH2 �
1

4
= 0 =) qH2 (q1) =

3
4 � q1
2

=
3

8
� q1
2

(BRFH2 (q1))

�Félix Muñoz-García, School of Economic Sciences, Washington State University, 103G Hulbert Hall, Pullman,
WA 99164-6210.E-mail: fmunoz@wsu.edu.

1



Firm 1. Let us now analyze Firm 1 (the uninformed player in this game). First note that its
pro�ts must be expressed in expected terms, since �rm 1 does not know whether �rm 2 has low or
high costs.

Profits1 =
1

2
(1� q1 � qL2 )q1| {z }
if low costs

+
1

2
(1� q1 � qH2 )q1| {z }
if high costs

Rearranging,

Profits1 =

�
1

2
� q1
2
� q

L
2

2
+
1

2
� q1
2
� q

H
2

2

�
q1 =

�
1� q1 �

qL2
2
� q

H
2

2

�
q1

= q1 � (q1)2 �
qL2
2
q1 �

qH2
2
q1

Di¤erentiating with respect to q1, we can obtain �rm 1�s best response function, BRF1(qL2 ; q
H
2 ):

Note that we do not have to di¤erentiate for the case of low and high costs, since �rm 1 does not
observe such information). In particular,

1� 2q1 �
qL2
2
� q

H
2

2
= 0 =) q1

�
qL2 ; q

H
2

�
=
1

2
� q

L
2

2
� q

H
2

2
(BRF1(qL2 ; q

H
2 ))

� After �nding the best response functions for both types of Firm 2 and for the unique type of
Firm 1 we are ready to plug the �rst two BRFs into the latter. Speci�cally,

q1 =
1

2
�

1�q1
2

2
�

3
8 �

q1
2

2

And solving for q1, we �nd q1 = 3
8 .

� With this information, it is easy to �nd the particular level of production for �rm 2 when
experiencing low marginal costs,

qL2 (q1) =
1� q1
2

=
1� 3

8

2
=
5

16

� As well as the level of production for �rm 2 when experiencing high marginal costs,

qH2 (q1) =
3

8
�

3
8

2
=
3

16

� Therefore, the Bayesian Nash equilibrium of this oligopoly game with incomplete information
about �rm 2�s marginal costs prescribes the following production levels

�
q1; q

L
2 ; q

H
2

�
=

�
3

8
;
5

16
;
3

16

�

2



EconS 424: Strategy and Game Theory
Oligopoly games with incomplete information

about market demand�

March 7, 2014

Let us consider an oligopoly game where two �rms compete in quantities. Both �rms have the
same marginal costs, MC = $1, but they are asymmetrically informed about the actual state of
market demand. In particular, Firm 2 does not know what is the actual state of demand, but
knows that it is distributed with the following probability distribution

p(Q) =

�
10�Q with probability 1/2
5�Q with probability 1/2

On the other hand, �rm 1 knows the actual state of market demand, and �rm 2 knows that
�rm 1 knows this information (i.e., it is common knowledge among the players).

Firm 1. First, let us focus on Firm 1, the informed player in this game, as we usually do when
solving for the BNE of games of incomplete information.

When �rm 1 observes a high demand market its pro�ts are

Profits1 = (10�Q)qH1 � 1qH1
= (10� qH1 � q2)qH1 � qH1
= 10qH1 �

�
qH1
�2 � q2qH1 � 1qH1

Di¤erentiating with respect to qH1 , we can obtain �rm 1�s best response function when experi-
encing low costs, BRFH1 (q2).

10� 2qH1 � q2 � 1 = 0 =) qH1 (q2) = 4:5�
q2
2

(BRFH1 (q2))

On the other hand, when �rm 1 observes a low demand market its pro�ts are

Profits1 = (5� qL1 � q2)qL1 � 1qL1 = 5qL1 �
�
qL1
�2 � q2qL1 � 1qL1

Di¤erentiating with respect to qL1 , we can obtain �rm 1�s best response function when experi-
encing high costs, BRFL1 (q2).

5� 2qL1 � q2 � 1 = 0 =) qL1 (q2) = 2�
q2
2

(BRFL1 (q2))

�Félix Muñoz-García, School of Economic Sciences, Washington State University, 103G Hulbert Hall, Pullman,
WA 99164-6210.E-mail: fmunoz@wsu.edu.
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Firm 2. Let us now analyze Firm 2 (the uninformed player in this game). First note that its
pro�ts must be expressed in expected terms, since �rm 2 does not know whether market demand
is high or low.

Profits2 =
1

2

�
(10� qH1 � q2)q2 � 1q2

�| {z }
demand is high

+
1

2

�
(5� qL1 � q2)q2 � 1q2

�| {z }
demand is low

Rearranging,

Profits2 =
1

2

h
10q2 � qH1 q2 � (q2)

2 � q2
i
+
1

2

h
5q2 � qL1 q2 � (q2)

2 � q2
i

Di¤erentiating with respect to q2, we can obtain �rm 2�s best response function, BRF2(qL1 ; q
H
1 ):

Note that we do not have to di¤erentiate for the case of low and high demand, since �rm 2 does
not observe such information). In particular,

1

2

�
10� qH1 � 2q2 � 1

�
+
1

2

�
5� qL1 � 2q2 � 1

�
= 0

Rearraging,
13� qH1 � 4q2 � qL1 = 0

And solving for q2,

q2
�
qL1 ; q

H
1

�
=
13� qL1 � qH1

4
= 3:25� 0:25

�
qL1 + q

H
1

�
(BRF2

�
qL1 ; q

H
1

�
)

� After �nding the best response functions for both types of Firm 1 and for the unique type of
Firm 2 we are ready to plug the �rst two BRFs into the latter. Speci�cally,

q2 = 3:25� 0:25

0BBB@h2� q22 i| {z }
qL1

+
h
4:5� q2

2

i
| {z }

qH1

1CCCA
And solving for q2, we �nd q2 = 2:167.

� With this information, it is easy to �nd the particular level of production for �rm 1 when
experiencing low market demand,

qL1 (q2) = 2�
q2
2
= 2� 2:167

2
= 0:916

� As well as the level of production for �rm 1 when experiencing high market demand,

qH1 (q2) = 4:5�
q2
2
= 4:5� 2:167

2
= 3:4167

� Therefore, the Bayesian Nash equilibrium (BNE) of this oligopoly game with incomplete
information about market demand prescribes the following production levels�

qH1 ; q
L
1 ; q2

�
= (3:416; 0:916; 2:167)
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EconS 424: Strategy and Game Theory
Oligopoly games with incomplete information

about �rms�cost structure�

March 7, 2014

Let us consider an oligopoly game where two �rms compete in quantities. Market demand is
given by the expression p = 1�q1�q2, and �rms have incomplete information about their marginal
costs. In particular, �rm 2 privately knows whether its marginal costs are

MC2 =

�
0 with probability 1/2
1=4 with probability 1/2

On the other hand, �rm 1 does not know �rm 2�s cost structure. Firm 1�s marginal costs are
MC1 = 0, and this information is common knowledge among the �rms (�rm 2 also knows it).

Find the Bayesian Nash equilibrium of this oligopoly game, specifying how much every �rm
produces.

Firm 2. First, let us focus on Firm 2, the informed player in this game, as we usually do when
solving for the BNE of games of incomplete information.

When �rm 2 has low costs, its pro�ts are

ProfitsL2 = (1� q1 � qL2 )qL2 = qL2 � q1qL2
�
qL2
�2

Di¤erentiating with respect to qL2 , we can obtain �rm 2�s best response function when experi-
encing low costs, BRFL2 (q1).

1� q1 � 2qL2 = 0 =) qL2 (q1) =
1� q1
2

(BRFL2 (q1))

On the other hand, when �rm 2 has high costs (MC = 1
4), its pro�ts are

ProfitsH2 = (1� q1 � qH2 )qH2 �
1

4
qH2 = q

H
2 � q1qH2

�
qH2
�2 � 1

4
qH2

Di¤erentiating with respect to qH2 , we can obtain �rm 2�s best response function when experi-
encing high costs, BRFH2 (q1).

1� q1 � 2qH2 �
1

4
= 0 =) qH2 (q1) =

3
4 � q1
2

=
3

8
� q1
2

(BRFH2 (q1))

�Félix Muñoz-García, School of Economic Sciences, Washington State University, 103G Hulbert Hall, Pullman,
WA 99164-6210.E-mail: fmunoz@wsu.edu.
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Firm 1. Let us now analyze Firm 1 (the uninformed player in this game). First note that its
pro�ts must be expressed in expected terms, since �rm 1 does not know whether �rm 2 has low or
high costs.

Profits1 =
1

2
(1� q1 � qL2 )q1| {z }
if low costs

+
1

2
(1� q1 � qH2 )q1| {z }
if high costs

Rearranging,

Profits1 =

�
1

2
� q1
2
� q

L
2

2
+
1

2
� q1
2
� q

H
2

2

�
q1 =

�
1� q1 �

qL2
2
� q

H
2

2

�
q1

= q1 � (q1)2 �
qL2
2
q1 �

qH2
2
q1

Di¤erentiating with respect to q1, we can obtain �rm 1�s best response function, BRF1(qL2 ; q
H
2 ):

Note that we do not have to di¤erentiate for the case of low and high costs, since �rm 1 does not
observe such information). In particular,

1� 2q1 �
qL2
2
� q

H
2

2
= 0 =) q1

�
qL2 ; q

H
2

�
=
1

2
� q

L
2

2
� q

H
2

2
(BRF1(qL2 ; q

H
2 ))

� After �nding the best response functions for both types of Firm 2 and for the unique type of
Firm 1 we are ready to plug the �rst two BRFs into the latter. Speci�cally,

q1 =
1

2
�

1�q1
2

2
�

3
8 �

q1
2

2

And solving for q1, we �nd q1 = 3
8 .

� With this information, it is easy to �nd the particular level of production for �rm 2 when
experiencing low marginal costs,

qL2 (q1) =
1� q1
2

=
1� 3

8

2
=
5

16

� As well as the level of production for �rm 2 when experiencing high marginal costs,

qH2 (q1) =
3

8
�

3
8

2
=
3

16

� Therefore, the Bayesian Nash equilibrium of this oligopoly game with incomplete information
about �rm 2�s marginal costs prescribes the following production levels

�
q1; q
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EconS 424: Strategy and Game Theory
Oligopoly games with incomplete information

about market demand�

March 7, 2014

Let us consider an oligopoly game where two �rms compete in quantities. Both �rms have the
same marginal costs, MC = $1, but they are asymmetrically informed about the actual state of
market demand. In particular, Firm 2 does not know what is the actual state of demand, but
knows that it is distributed with the following probability distribution

p(Q) =

�
10�Q with probability 1/2
5�Q with probability 1/2

On the other hand, �rm 1 knows the actual state of market demand, and �rm 2 knows that
�rm 1 knows this information (i.e., it is common knowledge among the players).

Firm 1. First, let us focus on Firm 1, the informed player in this game, as we usually do when
solving for the BNE of games of incomplete information.

When �rm 1 observes a high demand market its pro�ts are

Profits1 = (10�Q)qH1 � 1qH1
= (10� qH1 � q2)qH1 � qH1
= 10qH1 �

�
qH1
�2 � q2qH1 � 1qH1

Di¤erentiating with respect to qH1 , we can obtain �rm 1�s best response function when experi-
encing low costs, BRFH1 (q2).

10� 2qH1 � q2 � 1 = 0 =) qH1 (q2) = 4:5�
q2
2

(BRFH1 (q2))

On the other hand, when �rm 1 observes a low demand market its pro�ts are

Profits1 = (5� qL1 � q2)qL1 � 1qL1 = 5qL1 �
�
qL1
�2 � q2qL1 � 1qL1

Di¤erentiating with respect to qL1 , we can obtain �rm 1�s best response function when experi-
encing high costs, BRFL1 (q2).

5� 2qL1 � q2 � 1 = 0 =) qL1 (q2) = 2�
q2
2

(BRFL1 (q2))

�Félix Muñoz-García, School of Economic Sciences, Washington State University, 103G Hulbert Hall, Pullman,
WA 99164-6210.E-mail: fmunoz@wsu.edu.
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Firm 2. Let us now analyze Firm 2 (the uninformed player in this game). First note that its
pro�ts must be expressed in expected terms, since �rm 2 does not know whether market demand
is high or low.

Profits2 =
1

2

�
(10� qH1 � q2)q2 � 1q2

�| {z }
demand is high

+
1

2

�
(5� qL1 � q2)q2 � 1q2

�| {z }
demand is low

Rearranging,

Profits2 =
1

2

h
10q2 � qH1 q2 � (q2)

2 � q2
i
+
1

2

h
5q2 � qL1 q2 � (q2)

2 � q2
i

Di¤erentiating with respect to q2, we can obtain �rm 2�s best response function, BRF2(qL1 ; q
H
1 ):

Note that we do not have to di¤erentiate for the case of low and high demand, since �rm 2 does
not observe such information). In particular,

1

2

�
10� qH1 � 2q2 � 1

�
+
1

2

�
5� qL1 � 2q2 � 1

�
= 0

Rearraging,
13� qH1 � 4q2 � qL1 = 0

And solving for q2,

q2
�
qL1 ; q

H
1

�
=
13� qL1 � qH1

4
= 3:25� 0:25

�
qL1 + q

H
1

�
(BRF2

�
qL1 ; q

H
1

�
)

� After �nding the best response functions for both types of Firm 1 and for the unique type of
Firm 2 we are ready to plug the �rst two BRFs into the latter. Speci�cally,

q2 = 3:25� 0:25

0BBB@h2� q22 i| {z }
qL1

+
h
4:5� q2

2

i
| {z }

qH1

1CCCA
And solving for q2, we �nd q2 = 2:167.

� With this information, it is easy to �nd the particular level of production for �rm 1 when
experiencing low market demand,

qL1 (q2) = 2�
q2
2
= 2� 2:167

2
= 0:916

� As well as the level of production for �rm 1 when experiencing high market demand,

qH1 (q2) = 4:5�
q2
2
= 4:5� 2:167

2
= 3:4167

� Therefore, the Bayesian Nash equilibrium (BNE) of this oligopoly game with incomplete
information about market demand prescribes the following production levels�

qH1 ; q
L
1 ; q2

�
= (3:416; 0:916; 2:167)
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Introduction

Auctions are a large part of the economic landscape:
Since Babylon in 500 BC, and Rome in 193 AC
Auction houses Shotheby�s and Christie�s founded in 1744 and
1766.

Munch�s �The Scream,� sold for US$119.9 million in 2012.



Introduction

Auctions are a large part of the economic landscape:

More recently:

eBay: $11 billion in revenue, 27,000 employees.

Entry of more �rms in this industry: QuiBids.com.



Introduction

Also used by governments to sell:
Treasury bonds,
Air waves (3G technology):

British economists called the sale of the British 3G
telecom licences "The Biggest Auction Ever" ($36 billion)
Several game theorists played an important role in
designing the auction.



Overview

Auctions as allocation mechanisms:

types of auctions, common ingredients, etc.

First-price auction.

Optimal bidding function.
How is it a¤ected by the introduction of more players?
How is it a¤ected by risk aversion?

Second-price auction.

E¢ ciency.

Common-value auctions.

The winner�s curse.



Auctions

N bidders, each bidder i with a valuation vi for the object.

One seller.

We can design many di¤erent rules for the auction:
1 First price auction: the winner is the bidder submitting the
highest bid, and he/she must pay the highest bid (which is
his/hers).

2 Second price auction: the winner is the bidder submitting the
highest bid, but he/she must pay the second highest bid.

3 Third price auction: the winner is the bidder submitting the
highest bid, but he/she must pay the third highest bid.

4 All-pay auction: the winner is the bidder submitting the
highest bid, but every single bidder must pay the price he/she
submitted.



Auctions

All auctions can be interpreted as allocation mechanisms with
the following ingredients:

1 an allocation rule (who gets the object):
1 The allocation rule for most auctions determines the
object is allocated to the individual submitting the
highest bid.

2 However, we could assign the object by a lottery, where
prob(win) = b1

b1+b2+...+bN
as in "Chinese auctions".

2 a payment rule (how much every bidder must pay):
1 The payment rule in the FPA determines that the
individual submitting the highest bid pays his bid, while
everybody else pays zero.

2 The payment rule in the SPA determines that the
individual submitting the highest bid pays the second
highest bid, while everybody else pays zero.

3 The payment rule in the APA determines that every
individual must pay the bid he/she submitted.



Private valuations

I know my own valuation for the object, vi .

I don�t know your valuation for the object, vj , but I know that
it is drawn from a distribution function.

1 Easiest case:

vj =
�
10 with probability 0.4, or
5 with probability 0.6

2 More generally,
F (v) = prob(vj < v)

3 We will assume that every bidder�s valuation for the object is
drawn from a uniform distribution function between 0 and 1.



Private valuations

Uniform distribution function U [0, 1]

If bidder i�s valuation is v , then all points in the horizontal axis
where vj < v , entail...
Probability prob(vj < v) = F (v) in the vertical axis.

In the case of a uniform distribution entails F (v) = v .



Private valuations

Uniform distribution function U [0, 1]

Similarly, valuations where vj > v (horizontal axis) entail:

Probability prob(vj > v) = 1� F (v) in the vertical axis.
Under a uniform distribution, implies 1� F (v) = 1� v .



Private valuations

Since all bidders are ex-ante symmetric...

They will all be using the same bidding function:

bi : [0, 1]! R+ for every bidder i

They might, however, submit di¤erent bids, depending on
their privately observed valuation.

Example:
1 A valuation of vi = 0.4 inserted into a bidding function
bi (vi ) =

vi
2 , yields a bid of bi (0.4) = $0.2.

2 A bidder with a higher valuation of vi = 0.9 yields, in contrast,
a bid of bi (0.9) =

0.9
2 = $0.45.

3 Even if bidders are symmetric in the bidding function they use,
they can be asymmetric in the actual bid they submit.



First-price auctions

Let us analyze equillibrium bidding strategies in First-price
auctions.



First-price auctions

Let us start by ruling out bidding strategies that yield negative
(or zero) payo¤s, regardless of what your opponent does,

i.e., deleting dominated bidding strategies.

Never bid above your value, bi > vi , since it yields a
negative payo¤ if winning.

EUi (bi jvi ) = prob(win) � (vi � bi )| {z }
�

+ prob(lose) � 0 < 0

Never bid your own value, bi = vi , since it yields a zero
payo¤ if winning.

EUi (bi jvi ) = prob(win) � (vi � bi )| {z }
0

+ prob(lose) � 0 = 0



First-price auctions

Therefore, the only bidding strategies that can arise in
equilibrium imply �bid shading,�

That is, bidding below your valuation, bi < vi .
More speci�cally, bi (vi ) = a � vi , where a 2 (0, 1).



First-price auctions

But, what is the precise value of parameter a 2 (0, 1).
That is, how much bid shadding should we practice?

Before answering that question...

we must provide a more speci�c expression for the probability
of winning if bidder i submits a bid x ,

EUi (x jvi ) = prob(win)| {z }
still to be determined

�(vi � x)



First-price auctions

Given symmetry in the bidding function, bidder j can
"recover" the valuation that produces a bid x .

Moving from the vertical to the horizontal axis,
That is, solving for vi in function x = a � vi , yields vi = x

a



First-price auctions

What is, then, the probability of winning if bidder i submits a
bid x .

prob(bi > bj ) depicted in the vertical axis, or
prob( xa > vj ) depicted in the horizontal axis.



First-price auctions

And since valuations are uniformly distributed...

prob( xa > vj ) =
x
a

which implies that the expected utility of submitting a bid x
is...

EUi (x jvi ) =
x
a|{z}

prob(win)

(vi � x)

And simplifying...

=
xvi � x2
a



First-price auctions

Taking �rst-order conditions of xvi�x
2

a with respect to x , we
obtain

vi � 2x
a

= 0

and solving for x yields an optimal bidding function of

x(vi ) =
1
2
vi .



Optimal bidding function in FPA

Let�s depict the optimal bidding function we found for the
FPA, x(vi ) = 1

2vi .

Bid shadding in half :
For instance, when vi = 0.75, his optimal bid is

1
20.75 = 0.375.



FPA with N bidders

Let us generalize our �ndings from N=2 to N>2 bidders.

The expected utility is similar, but the probability of winning
di¤ers...

prob(win) =
x
a
� ... � x

a
� x
a
� ... � x

a

=
�x
a

�N�1
Hence, the expected utility of submitting a bid x is...

EUi (x jvi ) =
�x
a

�N�1
| {z }(vi � x)
prob(win)



FPA with N bidders

Taking �rst-order conditions with respect to his bid, x , we
obtain

�
�x
a

�N�1
+
�x
a

�N�2 �1
a

�
(vi � x) = 0

Rearranging, �x
a

�N a
x2
[(N � 1)vi � nx ] = 0,

And solving for x , we �nd bidder i�s optimal bidding function,

x(vi ) =
N � 1
N

vi



FPA with N bidders

Let�s depict the optimal bidding function in the FPA with N
bidders x(vi ) = N�1

N vi

Comparative statics:
Bid shadding diminishes as N increases.
That is, the bidding function approaches 450�line.



FPA with risk-averse bidders

Utility function is concave in income, x , e.g., u(x) = xα,

where 0 < α � 1 denotes bidder i�s risk-aversion parameter.
Example:u(x) = x1/2 =

p
x

[Note that when α = 1, the bidder is risk neutral.]

Hence, the expected utility of submitting a bid x is

EUi (x jvi ) =
x
a|{z}

prob(win)

(vi � x)α

Note that the only element that changed is that now the
payo¤ if winning, vi � x , yields a utility (vi � x)α rather than
vi � x under risk neutrality.



FPA with risk-averse bidders

Taking �rst-order conditions with respect to his bid, x ,

1
a
(vi � x)α � x

a
α(vi � x)α�1 = 0,

and solving for x , we �nd the optimal bidding function,

x(vi ) =
vi

1+ α
.

Under risk-neutral bidders, α = 1, this function becomes
x(vi ) =

vi
2 , thus coinciding with what we found a few slides

ago.

But, what happens when α decreases (more risk
aversion)?(Next slide)



FPA with risk-averse bidders

Comparative statistics of optimal bidding function
x(vi ) =

vi
1+α .

Bid shading is ameliorated as bidders�risk aversion increases:

That is, the bidding function approaches the 450�line when α
approaches zero.



FPA with risk-averse bidders

Intuition: for a risk-averse bidder:

the positive e¤ect of slightly lowering his bid, arising from
getting the object at a cheaper price, is o¤set by...
the negative e¤ect of increasing the probability that he loses
the auction.

Ultimately, the bidder�s incentives to shade his bid are
diminished.



Second-price auctions

Let�s now move to second-price auctions.



Second-price auctions

Bidding your own valuation, bi (vi ) = vi , is a weakly dominant
strategy,

i.e., it yields a larger (or the same) payo¤ than submitting any
other bid.

In order to show this, let us �nd the expected payo¤ from
submitting...

A bid that coincides with your own valuation, bi (vi ) = vi ,
A bid that lies below your own valuation, bi (vi ) < vi , and
A bid that lies above your own valuation, bi (vi ) > vi .

We can then compare which bidding strategy yields the
largest expected payo¤.



Second-price auctions

Bidding your own valuation, bi (vi ) = vi ...

Case 1a: If his bid lies below the highest competing bid, i.e.,
bi < hi where hi = max

j 6=i
fbjg,

then bidder i loses the auction, obtaining a zero payo¤.



Second-price auctions

Bidding your own valuation, bi (vi ) = vi ...

Case 1b: If his bid lies above the highest competing bid, i.e.,
bi > hi , then bidder i wins, paying a price of hi .

He obtains a net payo¤ of vi � hi .



Second-price auctions

Bidding your own valuation, bi (vi ) = vi ...

Case 1c: If, instead, his bid coincides with the highest competing
bid, i.e., bi = hi , then a tie occurs.

For simplicity, ties are solved by randomly assigning the object
to the bidders who submitted the highest bids.
As a consequence, bidder i�s expected payo¤ becomes
1
2 (vi � hi ).



Second-price auctions

Bidding below your valuation, bi (vi ) < vi ...

Case 2a: If his bid lies below the highest competing bid, i.e.,
bi < hi ,

then bidder i loses, obtaining a zero payo¤.



Second-price auctions

Bidding below your valuation, bi (vi ) < vi ...

Case 2b: if his bid lies above the highest competing bid, i.e.,
bi > hi ,

then bidder i wins, obtaining a net payo¤ of vi � hi .



Second-price auctions

Bidding below your valuation, bi (vi ) < vi ...

Case 2c: If, instead, his bid coincides with the highest competing
bid, i.e., bi = hi , then a tie occurs,

and the object is randomly assigned, yielding an expected
payo¤ of 12 (vi � hi ).



Second-price auctions

Up to this point, we have shown that bidding below your
valuation, b(vi ) < vi , yields the same utility level as bidding
your own valuation, b(vi ) = vi , or a lower payo¤.

Let us now examine whether this bidder can improve his
payo¤ by bidding above his valuation, b(vi ) > vi .



Second-price auctions

Bidding above your valuation, bi (vi ) > vi ...

Case 3a: if his bid lies below the highest competing bid, i.e.,
bi < hi ,

then bidder i loses, obtaining a zero payo¤.



Second-price auctions

Bidding above your valuation, bi (vi ) > vi ...

Case 3b: if his bid lies above the highest competing bid, i.e.,
bi > hi , then bidder i wins.

His payo¤ becomes vi � hi , which is positive if vi > hi , or
negative otherwise.



Second-price auctions

Bidding above your valuation, bi (vi ) > vi ...

Case 3c: If, instead, his bid coincides with the highest competing
bid, i.e., bi = hi , then a tie occurs.

The object is randomly assigned, yielding an expected payo¤ of
1
2 (vi � hi ), which is positive only if vi > hi .



Second-price auctions

Summary:

Bidder i�s payo¤ from submitting a bid above his valuation:

either coincides with his payo¤ from submitting his own value
for the object, or
becomes strictly lower
thus nullifying his incentives to deviate from his equilibrium
bid of bi (vi ) = vi .

Hence, there is no bidding strategy that provides a strictly
higher payo¤ than bi (vi ) = vi in the SPA.

All players bid their own valuation, without shading their bids,

unlike in the optimal bidding function in FPA.



Second-price auctions

Remark:

The above equilibrium bidding strategy in the SPA is
una¤ected by:

the number of bidders who participate in the auction, N , or
their risk-aversion preferences.

They would nonetheless a¤ect:

the chances of winning (which decreases as more bidders
participate in the auction), and
the payo¤ if winning (which decreases in the risk aversion
parameter, α ).



E¢ ciency in auctions

We say that an auction (and generally any allocation
mechanism) is e¢ cient if :

The object is assigned to the bidder with the highest valuation.

Otherwise, the outcome of the auction cannot be e¢ cient...

since there exist alternative reassignments that would still
improve welfare.
FPA and SPA are, hence, e¢ cient, since:
The player with the highest valuation submits the highest bid
and wins the auction.
Lottery auctions are not necessarily e¢ cient.



Common value auctions

In some auctions all bidders assign the same value to the
object for sale.

Example: Oil lease
Same pro�ts to be made from the oil reservoir.



Common value auctions

Firms, however, do not precisely observe the value of the
object (pro�ts to be made from the reservoir) before
submitting their bids.

Instead, they only observe an estimate of these potential
pro�ts:

from a consulting company, a bidder/�rm�s own estimates, etc.



Common value auctions

Consider the auction of an oil lease.

The true value of the oil lease (in millions of dollars) is
v 2 [10, 11, ..., 20]
Firm A hires a consultant, and gets a signal s

s =
�

v + 2 with prob 1
2 (overestimate)

v � 2 with prob 1
2 (underestimate)

That is, the probability that the true value of the oil lease is v ,
given that the �rm receives a signal s , is

prob(v js) =
� 1

2 if v = s � 2 (overestimate)
1
2 if v = s + 2 (underestimate)



Common value auctions

If �rm A was not participating in an auction, then the
expected value of the oil lease would be

1
2
(s � 2)| {z }

if overestimation

+
1
2
(s + 2)| {z }

if underestimation

=
s � 2+ s + 2

2
=
2s
2
= s

Hence, the �rm would pay for the oil lease a price p < s,
making a positive expected pro�t.



Common value auctions

What if the �rm participates in a FPA for the oil lease against
�rm B?

Every �rm uses a di¤erent consultant...

but they don�t know if their consultant systematically
overestimates or underestimates the value of the oil lease.

Every �rm receives a signal s from its consultant,

observing its own signal, but not observing the signal the other
�rm receives, every �rm submits a bid from f1, 2, ..., 20g.



Common value auctions

We want to show that bidding b = s � 1 cannot be optimal
for any �rm.

Notice that this bidding strategy seems sensible at �rst glance:

The �rm is bidding less than its signal, b < s.

So, if the true value of the oil lease was s, the �rm would
get some positive expected pro�t from winning.

In addition,bidding is increasing in the signal that the �rm
receives,i.e., b = s � 1 is increasing in s.
How come such a bidding strategy is not optimal? Let�s show
it.



Common value auctions

Let us assume that �rm A receives a signal of s = 10.

Then it bids b = s � 1 = 10� 1 = $9.

Given such a signal, the true value of the oil lease is

v =
�
s + 2 = 12 with prob 1

2
s � 2 = 8 with prob 1

2

In the �rst case (true value of 12)

�rm A receives a signal of sA = 10 (underestimation), and
�rm B receives a signal of sB = 14 (overestimation).

Then, �rms bid bA = 10� 1 = 9, and bB = 14� 1 = 13, and
�rm A loses the auction.



Common value auctions

In the second case, when the true value of the oil lease is
v = 8,

�rm A receives a signal of sA = 10 (overestimation), and
�rm B receives a signal of sB = 6 (underestimation).

Then, �rms bid bA = 10� 1 = 9, and bB = 6� 1 = 5, and
�rm A wins the auction.

However, the winner�s expected pro�t becomes

1
2
(8� 9) + 1

2
0 = �1

2

Negative pro�ts from winning.

Winning is a curse!!



Winner�s curse

In auctions where all bidders assign the same valuation to the
object (common value auctions),

and where every bidder receives an inexact signal of the
object�s true value...

The fact that you won...

just means that you received an overestimated signal of the
true value of the object for sale (oil lease).

How to avoid the winner�s curse?

Bid b = s � 2 or less,
take into account the possibility that you might be receiving
overestimated signals.



Winner�s curse - Experiments I

In the classroom: Your instructor shows up with a jar of
nickels,

Every student can look at the jar for a few minutes (getting an
imperfect signal of the jar�s content).



Winner�s curse - Experiments I

Then the instructor requests each student to submit a bid in a piece
of paper.

The bids are then read aloud and ranked, and the winner is
determined.

A recurrent observation in these experiments is that the
winner pays too much for the jar !



Winner�s curse - Experiments II

In the �eld: Texaco in auctions selling the mineral rights to
o¤-shore properties owned by the US government.

All �rms avoided the winner�s curse (their average bids were
about 1/3 of their signal)...
Expect for Texaco:

Not only their executives fall prey of the winner�s curse,
They submitted bids above their own signal!
They needed some remedial auction theory!
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Introduction

Auctions are a large part of the economic landscape:
Since Babylon in 500 BC, and Rome in 193 AC
Auction houses Shotheby�s and Christie�s founded in 1744 and
1766.

Munch�s �The Scream,� sold for US$119.9 million in 2012.



Introduction

Auctions are a large part of the economic landscape:

More recently:

eBay: $11 billion in revenue, 27,000 employees.

Entry of more �rms in this industry: QuiBids.com.



Introduction

Also used by governments to sell:
Treasury bonds,
Air waves (3G technology):

British economists called the sale of the British 3G
telecom licences "The Biggest Auction Ever" ($36 billion)
Several game theorists played an important role in
designing the auction.



Overview

Auctions as allocation mechanisms:

types of auctions, common ingredients, etc.

First-price auction.

Optimal bidding function.
How is it a¤ected by the introduction of more players?
How is it a¤ected by risk aversion?

Second-price auction.

E¢ ciency.

Common-value auctions.

The winner�s curse.



Auctions

N bidders, each bidder i with a valuation vi for the object.

One seller.

We can design many di¤erent rules for the auction:
1 First price auction: the winner is the bidder submitting the
highest bid, and he/she must pay the highest bid (which is
his/hers).

2 Second price auction: the winner is the bidder submitting the
highest bid, but he/she must pay the second highest bid.

3 Third price auction: the winner is the bidder submitting the
highest bid, but he/she must pay the third highest bid.

4 All-pay auction: the winner is the bidder submitting the
highest bid, but every single bidder must pay the price he/she
submitted.



Auctions

All auctions can be interpreted as allocation mechanisms with
the following ingredients:

1 an allocation rule (who gets the object):
1 The allocation rule for most auctions determines the
object is allocated to the individual submitting the
highest bid.

2 However, we could assign the object by a lottery, where
prob(win) = b1

b1+b2+...+bN
as in "Chinese auctions".

2 a payment rule (how much every bidder must pay):
1 The payment rule in the FPA determines that the
individual submitting the highest bid pays his bid, while
everybody else pays zero.

2 The payment rule in the SPA determines that the
individual submitting the highest bid pays the second
highest bid, while everybody else pays zero.

3 The payment rule in the APA determines that every
individual must pay the bid he/she submitted.



Private valuations

I know my own valuation for the object, vi .

I don�t know your valuation for the object, vj , but I know that
it is drawn from a distribution function.

1 Easiest case:

vj =
�
10 with probability 0.4, or
5 with probability 0.6

2 More generally,
F (v) = prob(vj < v)

3 We will assume that every bidder�s valuation for the object is
drawn from a uniform distribution function between 0 and 1.



Private valuations

Uniform distribution function U [0, 1]

If bidder i�s valuation is v , then all points in the horizontal axis
where vj < v , entail...
Probability prob(vj < v) = F (v) in the vertical axis.

In the case of a uniform distribution entails F (v) = v .



Private valuations

Uniform distribution function U [0, 1]

Similarly, valuations where vj > v (horizontal axis) entail:

Probability prob(vj > v) = 1� F (v) in the vertical axis.
Under a uniform distribution, implies 1� F (v) = 1� v .



Private valuations

Since all bidders are ex-ante symmetric...

They will all be using the same bidding function:

bi : [0, 1]! R+ for every bidder i

They might, howver, submit di¤erent bids, depending on their
privately observed valuation.

Example:
1 A valuation of vi = 0.4 inserted into a bidding function
bi (vi ) =

vi
2 , implies a bid of bi (0.4) = $0.2.

2 A bidder with a higher valuation of vi = 0.9 implies, in
contrast, a bid of bi (0.9) =

0.9
2 = $0.45.

3 Even if bidders are symmetric in the bidding function they use,
they can be asymmetric in the actual bid they submit.



First-price auctions

Let us start by ruling out bidding strategies that yield negative
(or zero) payo¤s, regardless of what your opponent does,

i.e., deleting dominated bidding strategies.

Never bid above your value, bi > vi , since it yields a
negative payo¤ if winning.

EUi (bi jvi ) = prob(win) � (vi � bi )| {z }
�

+ prob(lose) � 0 < 0

Never bid your value, bi = vi , since it yields a zero payo¤ if
winning.

EUi (bi jvi ) = prob(win) � (vi � bi )| {z }
0

+ prob(lose) � 0 = 0



First-price auctions

Therefore, the only bidding strategies that can arise in
equilibrium imply �bid shading,�

That is, bi < vi .
More speci�cally, bi (vi ) = a � vi , where a 2 (0, 1).



First-price auctions

But, what is the precise value of parameter a 2 (0, 1).
That is, how much bid shadding?

Before answering that question...

we must provide a more speci�c expression for the probability
of winning in bidder i�s expected utility of submitting a bid x ,

EUi (x jvi ) = prob(win) � (vi � x)



First-price auctions

Given symmetry in the bidding function, bidder j can
"recover" the valuation that produces a bid of exactly $x .

From the vertical to the horizontal axis,
Solving for vi in function x = a � vi , yields vi = x

a



First-price auctions

What is, then, the probability of winning when submitting a
bid x is...

prob(bi > bj ) in the vertical axis, or
prob( xa > vj ) in the horizontal axis.



First-price auctions

And since valuations are uniformly distributed...

prob( xa > vj ) =
x
a

which implies that the expected utility of submitting a bid x
is...

EUi (x jvi ) =
x
a|{z}

prob(win)

(vi � x) =
vi x � x2

a

Taking �rst-order conditions with respect to x ,

vi � 2x
a

= 0

and solving for x yields an optimal bidding function of

x(vi ) =
1
2
vi .



Optimal bidding function in FPA

x(vi ) = 1
2vi .

Bid shadding in half :

for instance, when vi = 0.75, his optimal bid is
1
20.75 = 0.375.



FPA with N bidders

The expected utility is similar, but the probability of winning
di¤ers...

prob(win) =
x
a
� ... � x

a
� x
a
� ... � x

a

=
�x
a

�N�1
Hence, the expected utility of submitting a bid x is...

EUi (x jvi ) =
�x
a

�N�1
(vi � x) +

�
1�

�x
a

�N�1�
0



FPA with N bidders

Taking �rst-order conditions with respect to his bid, x , we
obtain

�
�x
a

�N�1
+
�x
a

�N�2 �1
a

�
(vi � x) = 0

Rearranging, �x
a

�N a
x2
[(N � 1)vi � nx ] = 0,

and solving for x , we �nd bidder i�s optimal bidding function,

x(vi ) =
N � 1
N

vi



FPA with N bidders

Optimal bidding function x(vi ) = N�1
N vi

Comparative statics:

Bid shadding diminishes as N increases.
Bidding function approaches 450�line.



FPA with risk-averse bidders

Utility function is concave in income, x , e.g., u(x) = xα,

where 0 < α � 1 denotes bidder i�s risk-aversion parameter.
[Note that when α = 1, the bidder is risk neutral.]

Hence, the expected utility of submitting a bid x is

EUi (x jvi ) =
x
a|{z}

prob(win)

(vi � x)α



FPA with risk-averse bidders

Taking �rst-order conditions with respect to his bid, x ,

1
a
(vi � x)α � x

a
α(vi � x)α�1 = 0,

and solving for x , we �nd the optimal bidding function,

x(vi ) =
vi

1+ α
.

Under risk-neutral bidders, α = 1, this function becomes
x(vi ) =

vi
2 .

But, what happens when α decreases (more risk aversion)?



FPA with risk-averse bidders

Optimal bidding function x(vi ) =
vi
1+α .

Bid shading is ameliorated as bidders�risk aversion increases:

That is, the bidding function approaches the 450�line when α
approaches zero.



FPA with risk-averse bidders

Intuition: for a risk-averse bidder:

the positive e¤ect of slightly lowering his bid, arising from
getting the object at a cheaper price, is o¤set by...
the negative e¤ect of increasing the probability that he loses
the auction.

Ultimately, the bidder�s incentives to shade his bid are
diminished.



Second-price auctions

Bidding your own valuation, bi (vi ) = vi , is a weakly dominant
strategy,

i.e., it yields a larger (or the same) payo¤ than submitting any
other bid.

In order to show this, let us �nd the expected payo¤ from
submitting...

A bid that coincides with your own valuation, bi (vi ) = vi ,
A bid that lies below your own valuation, bi (vi ) < vi , and
A bid that lies above your own valuation, bi (vi ) > vi .

We can then compare which bidding strategy yields the
largest expected payo¤.



Second-price auctions

Bidding your own valuation, bi (vi ) = vi ...

Case 1a: If his bid lies below the highest competing bid, i.e.,
bi < hi where hi = max

j 6=i
fbjg,

then bidder i loses the auction, obtaining a zero payo¤.



Second-price auctions

Bidding your own valuation, bi (vi ) = vi ...

Case 1b: If his bid lies above the highest competing bid, i.e.,
bi > hi , then bidder i wins.

He obtains a net payo¤ of vi � hi .



Second-price auctions

Bidding your own valuation, bi (vi ) = vi ...

Case 1c: If, instead, his bid coincides with the highest competing
bid, i.e., bi = hi , then a tie occurs.

For simplicity, ties are solved by randomly assigning the object
to the bidders who submitted the highest bids.
As a consequence, bidder i�s expected payo¤ becomes
1
2 (vi � hi ).



Second-price auctions

Bidding below your valuation, bi (vi ) < vi ...

Case 2a: If his bid lies below the highest competing bid, i.e.,
bi < hi ,

then bidder i loses, obtaining a zero payo¤.



Second-price auctions

Bidding below your valuation, bi (vi ) < vi ...

Case 2b: if his bid lies above the highest competing bid, i.e.,
bi > hi ,

then bidder i wins, obtaining a net payo¤ of vi � hi .



Second-price auctions

Bidding below your valuation, bi (vi ) < vi ...

Case 2c: If, instead, his bid coincides with the highest competing
bid, i.e., bi = hi , then a tie occurs,

and the object is randomly assigned, yielding an expected
payo¤ of 12 (vi � hi ).



Second-price auctions

Bidding above your valuation, bi (vi ) < vi ...

Case 3a: if his bid lies below the highest competing bid, i.e.,
bi < hi ,

then bidder i loses, obtaining a zero payo¤.



Second-price auctions

Bidding above your valuation, bi (vi ) < vi ...

Case 3b: if his bid lies above the highest competing bid, i.e.,
bi > hi , then bidder i wins.

His payo¤ becomes vi � hi , which is positive if vi > hi , or
negative otherwise.



Second-price auctions

Bidding above your valuation, bi (vi ) < vi ...

Case 3c: If, instead, his bid coincides with the highest competing
bid, i.e., bi = hi , then a tie occurs.

The object is randomly assigned, yielding an expected payo¤ of
1
2 (vi � hi ), which is positive only if vi > hi .



Second-price auctions

Summary:

Bidder i�s payo¤ from submitting a bid above his valuation:

either coincides with his payo¤ from submitting his own value
for the object, or
becomes strictly lower, thus nullifying his incentives to deviate
from his equilibrium bid of bi (vi ) = vi .

Hence, there is no bidding strategy that provides a strictly
higher payo¤ than bi (vi ) = vi in the SPA.

All players bid their own valuation, without shading their bids,

unlike in the optimal bidding function in FPA.



Second-price auctions

Remark:

The above equilibrium bidding strategy in the SPA is
una¤ected by:

the number of bidders who participate in the auction, N , or
their risk-aversion preferences.



E¢ ciency in auctions

The object is assigned to the bidder with the highest
valuation.

Otherwise, the outcome of the auction cannot be e¢ cient...
since there exist alternative reassignments that would still
improve welfare.
FPA and SPA are, hence, e¢ cient, since:
The player with the highest valuation submits the highest bid
and wins the auction.
Lottery auctions are not necessarily e¢ cient.



Common value auctions

In some auctions all bidders assign the same value to the
object for sale.

Example: Oil lease
Same pro�ts to be made from the oil reservoir.



Common value auctions

Firms, however, do not precisely observe the value of the
object (pro�ts to be made from the reservoir).

Instead, they only observe an estimate of these potential
pro�ts:

from a consulting company, a bidder/�rm�s own estimates, etc.



Common value auctions

Consider the auction of an oil lease.

The true value of the oil lease (in millions of dollars) is
v 2 [10, 11, ..., 20]
Firm A hires a consultant, and gets a signal s

s =
�

v + 2 with prob 1
2 (overestimate)

v � 2 with prob 1
2 (underestimate)

That is, the probability that the true value of the oil lease is v ,
given that the �rm receives a signal s , is

prob(v js) =
� 1

2 if v = s � 2 (overestimate)
1
2 if v = s + 2 (underestimate)



Common value auctions

If �rm A was not participating in an auction, then the
expected value of the oil lease would be

1
2
(s � 2)| {z }

if overestimation

+
1
2
(s + 2)| {z }

if underestimation

=
s � 2+ s + 2

2
=
2s
2
= s

Hence, the �rm would pay for the oil lease a price p < s,
making a positive expected pro�t.



Common value auctions

What if the �rm participates in a FPA for the oil lease against
�rm B?

Every �rm uses a di¤erent consultant...

but they don�t know if their consultant systematically
overestimates or underestimates the value of the oil lease.

Every �rm receives a signal s from its consultant,

observing its own signal, but not observing the signal the other
�rm receives, every �rm submits a bid from f1, 2, ..., 20g.



Common value auctions

We want to show that bidding b = s � 1 cannot be optimal
for any �rm.

Notice that this bidding strategy seems sensible at �rst glance:

Bidding less than the signal, b < s.

So, if the true value of the oil lease was s, the �rm would
get some positive expected pro�t from winning.

Bidding is increasing in the signal that the �rm receives.



Common value auctions

Let us assume that �rm A receives a signal of s = 10.

Then it bids b = s � 1 = 10� 1 = $9.

Given such a signal, the true value of the oil lease is

v =
�
s + 2 = 12 with prob 1

2
s � 2 = 8 with prob 1

2

In the �rst case (true value of 12)

�rm A receives a signal of sA = 10 (underestimation), and
�rm B receives a signal of sB = 14 (overestimation).

Then, �rms bid bA = 10� 1 = 9, and bB = 14� 1 = 13, and
�rm A loses the auction.



Common value auctions

In the second case, when the true value of the oil lease is
v = 8,

�rm A receives a signal of sA = 10 (overestimation), and
�rm B receives a signal of sB = 6 (underestimation).

Then, �rms bid bA = 10� 1 = 9, and bB = 6� 1 = 5, and
�rm A wins the auction.

However, the winner�s expected pro�t becomes

1
2
(8� 9) + 1

2
0 = �1

2

Negative pro�ts from winning.

Winning is a curse!!



Winner�s curse

In auctions where all bidders assign the same valuation to the
object (common value auctions),

and where every bidder receives an inexact signal of the
object�s true value...

The fact that you won...

just means that you received an overestimated signal of the
true value of the object for sale (oil lease).

How to avoid the winner�s curse?

Bid b = s � 2 or less,
take into account the possibility that you might be receiving
overestimated signals.



Winner�s curse - Experiments I

In the classroom: Your instructor shows up with a jar of
nickels,

which every student can look at for a few minutes.

Paying too much for it!



Winner�s curse - Experiments II

In the �eld: Texaco in auctions selling the mineral rights to
o¤-shore properties owned by the US government.

All �rms avoided the winner�s curse (their average bids were
about 1/3 of their signal)...
Expect for Texaco:

Not only their executives fall prey of the winner�s curse,
They submitted bids above their own signal!
They needed some remedial auction theory!



Bayesian games with continuous type spaces:
The "Study groups" game

Felix Munoz-Garcia

Strategy and Game Theory - Washington State University



Example: Study Groups

Tadelis�textbook: section 12.2.2
Two students are working together on a project. They can
either put in e¤ort (ei = 1) or shirk (ei = 0). If they put in
e¤ort, they pay a cost c < 1, while shirking has no cost. If
either one or both of the students put in the e¤ort than the
project is a success, but if both shirk, then it is a failure.

We�ve all been there before.

Each student varies in how much they care about their
success. This is shown by their type, θi 2 [0, 1]. This type is
independently and randomly chosen by nature at the start of
the game from a uniform distribution.

Recall that a uniform distribution puts equal chance on any of
the outcomes between 0 and 1 happening.



Example: Study Groups

If the project is a success, then each student receives θ2i

Hence, if the student put in e¤ort, his payo¤ is θ2i � c . If he
shirked, then his payo¤ is θ2i .

It is common knowledge that the types are distributed
independently and uniformly on [0, 1] and that the cost of
e¤ort is c .



Example: Study Groups

This is a Bayesian game with continuous type spaces and
discrete sets of actions.

Each player needs to determine whether to contribute e¤ort
based on their own type, what they believe the type of the
other player is, and the cost of contributing e¤ort.

We can de�ne this as a strategy si (θi ) that maps some
θi 2 [0, 1] onto a corresponding e¤ort ei 2 f0, 1g. Hence,
si (θi ) will return either a 0 (shirk) or 1 (contribute) depending
on what value of θi is chosen as player 1�s type.
Why aren�t we mapping θj on to this function? Player i
cannot observe player j�s type.



Example: Study Groups

Let p be the probability that player j contributes e¤ort to the
project. We can then de�ne player i�s expected payo¤ from
shirking as

p|{z}
Player j
contributes

θ2i + (1� p)| {z }
Player j
shirks

0 = pθ2i

Therefore, we know that the best response of player i will be
to choose e¤ort if his payo¤ from contributing e¤ort is at
least as good as his expected payo¤ from shirking, or

θ2i � c � pθ2i

solving for θi ,

θi �
r

c
1� p



Example: Study Groups

From this inequality, notice that the right-hand side is just a
constant.

This implies that there is some threshold value of θi , θ̂i , for
which player 1 will want to contribute e¤ort if θi � θ̂i , while
he will not contribute e¤ort if θi < θ̂i .
This is an application of the threshold rule.



Example: Study Groups

This rule is actually quite intuitive:

If player i believes that player j will shirk for sure (i.e., p = 0),
he will only respond contributing if θi �

p
c .

Since c < 1, it is still possible that player i would want to
contibute e¤ort and �nish the project when his rival shirks.

However, if player i believes that player j will contribute e¤ort
with some positive probability (i.e., p > 0), it could cause the
value of cuto¤

q
c
1�p to become greater than 1.

If that happens, player i would never want to contribute since
we know that θi 2 [0, 1].
Player i would rather free ride at this point (maybe go play
some video games).



Example: Study Groups

So we are now looking for a Bayesian Nash equilibrium in
which each student has a threshold type θ̂i 2 [0, 1] such that

si (θi ) =
�

0 if θi < θ̂i (shirk)
1 if θi � θ̂i (contribute)

From this observation, we can now derive the best reponse
function for player i given some threshold value for θ̂j .

We know that player j will contribute if θj � θ̂j , and from our
uniform distribution, we can �gure out an exact value for
p.�!



Example: Study Groups

θj0 1

1		θj

Putting all of the outcomes from the uniform distribution on a
line from 0 to 1, we know that there are 1� θ̂j values for θj
that are above or equal to θ̂j .

This can be interpreted as the probability that θj � θ̂j (i.e.,
p = 1� θ̂j ).



Example: Study Groups

Substituting back into our inequality from before:

θi �
r

c
1� p =

s
c

1� (1� θ̂j )
=

s
c

θ̂j

What if θ̂j > c? Then, the right-side of the inequality will be
less than 1, i.e.,

q
c
θ̂j
< 1

We can then de�ne the cuto¤ value for player i to contribute
as θ̂i =

q
c
θ̂j
.

What if θ̂j < c? Then, the right-side of the inequality will be
greater than 1, i.e.,

q
c
θ̂j
> 1,

And since θ̂i is upper bounded at 1, we will have θ̂i = 1.



Example: Study Groups

Summarizing, player i�s best response is

BRi (θ̂j ) =

( q
c
θ̂j
if θ̂j � c

1 if θ̂j < c



Example: Study Groups

We can depict this BRF of player 1 as follows:

BR1(θ2)

θ2

θ1½
cc

c

1

10



Example: Study Groups

We can depict this BRF of player 2 as follows:

BR2(θ1)

θ2

θ1
c

½
c

1

10



Example: Study Groups

Implying that the Bayesian Nash Equilibrium (BNE) occurs at
the point where both BRFs cross each other.

BR1(θ2)

BR2(θ1)

θj

θi⅓	
c

½
cc

⅓	
c

½
c

c

1

10

BayesianNash	
equilibrium



Example: Study Groups

In order to �nd the crossing point between both BRFs, we can
plug θ̂j =

q
c
θ̂i
into θ̂i =

q
c
θ̂j
, that is

θ̂i =

vuut cq
c
θ̂i

=
c1/2

c1/4

θ̂
1/4
i

=
c1/2 θ̂

1/4
i

c1/4

Rearranging,

θ̂i

θ̂
1/4
i

=
c1/2

c1/4 =) θ̂
3/4

= c1/4

and solving for θ̂i yields

θ̂i = θ̂j = c
1
3



Example: Study Groups

This threshold rule θ̂i = θ̂j = c
1
3 is implemented by the

following BNE strategy for every player i who, after observing
his private type θi , chooses the following e¤ort pattern

s�i (θi ) =
�
0 (i.e., shirk) if θi < c1/3

1 (i.e., e¤ort) if θi � c1/3

Thus implying that the student puts e¤ort if and only if his
type θi is su¢ ciently high, i.e., θi � c1/3.



Applications of BNE:
Information aggregation among several players.

Felix Munoz-Garcia

Strategy and Game Theory - Washington State University



The Lemons Problem

Watson: Ch. 27
You go to buy a used car.

Of course, the seller tells you that the car is in very good
condition.

"An old lady owned it for 10 years, and took great care of it"
(sounds familiar?)
According to the amount of miles on my car, the "old lady"
who owned my car was driving to Seattle every weekend...

Price of the car coincides with that in Kelley Blue Book.

But is it really a Peach or a Lemon?



The Lemons Problem



The Lemons Problem

If the car is a peach, it is worth $3,000 to the buyer and
$2,000 to the seller.

If the car is a lemon, it is worth $1,000 to the buyer and $0 to
the seller.

Note that, if there was complete information about the true
quality of the car, in both cases, the buyer values the car more
than the seller does.

Hence, there is room for trade
That is, trade is welfare improving for both parties.
(Figure)�!



The Lemons Problem

Peach (High Quality) Car:

Value for
the Seller

Value for
the Buyer

0
1,000 2,000 3,000

4,000

$

Prices that make both
parties better off



The Lemons Problem

Lemon (Low Quality) Car:

Value for
the Seller

Value for
the Buyer

0
1,000 2,000 3,000

4,000

$

Prices that make both
parties better off



The Lemons Problem

But what if there is incomplete information?

The seller observes nature�s choice (or how well the previous
owner was taking care of the car, e.g., a detailed mechanical
inspection).
The buyer knows only that the car is a peach with probability
q and a lemon with probability 1� q.(For instance, reading
reports about the proportion of good and bad cars in the used
cars market.)

Then the players decide whether to trade or not trade at the
market price p (Kelley Blue Book�s price).

If they both choose to trade, then the trade takes place.
Otherwise, the seller keeps the car.



The Lemons Problem

T

NT

T Peach NT Peach

Buyer

SellerPeach

3000  p, p2000 0, 2000

0, 20000, 2000

T

NT

T Lemon NT Lemon

Buyer

SellerLemon

1000  p, p 0, 0

0, 00, 0

q 1  q

Nature

Peach Lemon

Note that these matrices are not representing a
simultaneous-move game between the seller and the buyer.

They just summarize payo¤s.



The Lemons Problem

As usual, let us �rst focus on the informed player:

Seller with a Peach
Seller with a Lemon

We can afterwards analyze the uninformed player (Buyer).



The Lemons Problem

Informed player (Seller):

When the car is a peach, he trades if the price is p > $2, 000.
When the car is a lemon, he trades if the price is p > $0.
Summarizing this in a �gure...

0
1,000 2,000 3,000

4,000

$

Only Lemons are traded Lemons and Peaches are traded

Lemons are traded

When examining the (uninformed) buyer, we will separately
analyze each of these two intervals. �!



The Lemons Problem

Uninformed player (Buyer)

First case: if the buyer observes a price p 2 [0, 2000], he can
anticipate that only lemons are being o¤ered by the seller.
Then the buyer accepts the trade if

1000� p � $0

and solving for p, this implies that the price must satisfy
p � $1, 000.



The Lemons Problem

This further restricts the set of admissible prices under which
only lemons are traded, from p 2 [0, 2000] to p 2 [0, 1000].

0
1,000 2,000 3,000

4,000

$

Only Lemons are traded
Lemons and Peaches are traded



The Lemons Problem

Uninformed player (Buyer)

Second case: if the buyer instead observes the price
p > $2, 000. then both lemons and peaches are o¤ered by the
seller.
Then the buyer accepts such a price p if:

Prob of
Peachz}|{
q (3000� p) +

Prob of
Lemonz }| {
(1� q)(1000� p) � 0

() 3000q + 1000(1� q) � p
() 1000+ 2000q � p



The Lemons Problem

Uninformed player (Buyer)

Second case (cont�d):
Hence, we need that

1000+ 2000q � p > 2000

1000+ 2000q > 2000 =) q >
1
2

Intuition: if there are a lot of peaches in the market, q > 1
2 ,

then I will accept paying more than $2,000 for a used car.
(Between $2,000 and $3,000).



The Lemons Problem

However, if q < 1
2 , then only the �rst type of BNE can be

supported, where only lemons are traded (at prices below
$1,000).

But that equilibrium was ine¢ cient!:

Indeed, trading a peach creates value for the seller and the
buyer (trading the peach for a price between 2,000 and 3,000
was bene�cial both for the seller and the buyer).

Hence, asymmetric information might cause some markets to
malfunction.

When q < 1
2 there is, literally, no market for good cars!



The Lemons Problem

How can we avoid incomplete information in these markets,
and therefore avoid market breakdowns?



Information Aggregation

Watson, Ch. 27 (pp. 327-332 only)

Many situations involve many players, each with his/her own
private information, who must make a decision a¤ecting the
welfare of all members in the group.

Examples:

Voting about a public project (highway): Personal costs and
bene�ts of the project.
Re-elect a president: personal political preferences.
Convicting an accused felon: collecting the pieces of
information from a jury.



Voting in a Jury Game



Jury of two people.

During the trial, each juror obtains a signal about whether the
defendant is guilty or innocent.

Signal received by juror i as a result of the entire trial is
denoted as si = fI ,Gg
Signal s1 is assumed to be independent of signal s2

Intuition: di¤erent degrees of expertise between each juror,
di¤erent sleep patterns...



Voting in a Jury Game

If the defendant is innocent, the signal...

si = I will be received with probability
3
4

si = G will be received with probability
1
4

If the defendant is guilty, the signal...

si = I will be received with probability
1
4

si = G will be received with probability
3
4

Thus, signal I is an indication of innocence, and signal G is an
indication of guilt (but neither signal is an absolute indication
about the defendant�s guilt or innocence).



Voting in a Jury Game

From the above information, we can compute some
conditional probabilities.

For example, the probability that we both receive a signal of
G , conditional on the defendant being guilty is

prob(GG jguilty) = 3
4
3
4
=
9
16

Figure �!

but the probability that we both receive such signals despite
the defendant being innocent is

prob(GG jinnocent) = 1
4
1
4
=
1
16

Figure �!



Voting in a Jury Game

C NC

C

NC

C NC

C

NC

C NC

C

NC

C NC

C

NC

C NC

C

NC

C NC

C

NC

C NC

C

NC

C NC

C

NC

Nature

Prob = ½, Guilty Prob = ½, Innocent

GG GI IG II GG GI IG II
3
4

3
4

9
16*      = 3

4
1
4

3
16*      = 1

4
3
4

3
16*      = 1

4
1
4

1
16*      = 1

4
1
4

1
16*      = 1

4
3
4

3
16*      =

3
4

1
4

3
16*      = 3

4
3
4

9
16*      =

where C : Convict and NC : Not Convict.



Voting in a Jury Game

More things about conditional probabilities:
Let us now reverse the previous conditional probability.

What is the probability that a defendant is guilty, conditional
on us both receiving a signal of G?

prob(guiltyjGG ).
In order to compute this conditional probability we need to use
Bayes�Rule.
(You probably encountered this in some stats course, for a
review see pp. 354-357 in Harrington, or pp. 375-376 in
Watson).



Voting in a Jury Game

What is the probability that a defendant is guilty, conditional
on us both receiving a signal of G? prob(guiltyjGG ).

prob(guiltyjGG ) = prob(guilty)prob(GG jguilty)
prob(GG )

where prob(GG ) = prob(guilty)� prob(GG jguilty)+
prob(innocent)� prob(GG jinnocent).
Hence,

prob(guiltyjGG ) =
1
2
9
16

1
2
9
16 +

1
2
1
16

=
9
10

How to interpret this conditional probability in words?

"Observing two G signals would cause the juror to believe that
the defendant is guilty 90% of the time."



Voting in a Jury Game

Let us practice another conditional probability:

One juror observes a signal I , and another a signal G . What is
the conditional probability that the defendant is guilty?

prob(guiltyjIG ) = prob(guilty)prob(IG jguilty)
prob(IG )

where prob(IG ) = prob(guilty)� prob(IG jguilty)+
prob(innocent)� prob(IG jinnocent).
Hence,

prob(guiltyjIG ) =
1
2
3
16

1
2
3
16 +

1
2
3
16

=
1
2



Voting in a Jury Game

Let us now come back to the voting game:

Every juror simultaneously submits his/her vote to the judge.

Voting satis�es Unanimity Rule:

Both jurors must vote "conviction," otherwise the defendant is
acquitted.

Payo¤s for both jurors are symmetric. In particular,

3 if the defendant is convicted when being guilty.
-2 if the defendant is convicted but he/she was innocent.
0 if the defendant is acquitted, regardless of his true identity.



Voting in a Jury Game

Is voting for conviction rational if and only if you get a signal
G (voting "convict" if G , but "not convict" if I )?

Seems reasonable? Let�s check why this is not a BNE.

Let us put ourselves in the situation of P1, assuming P2 votes
for conviction only if he gets a signal G , i.e., P2 behaves
according to the above strategy.

If P2 votes "not convict," then it doesn�t matter what you do
(because of unanimity rule).
If P2 votes "convict," then the defendant�s fate is in your
hands (your vote is pivotal).



Voting in a Jury Game

Your vote has a payo¤ consequence only when it is pivotal
(when s2 = G , and P2 votes "convict"). Let us analyze your
expected payo¤.

First case: you receive a signal of G , so signals are GG . If you
vote to convict, your expected utility is:

prob(guiltyjGG ) � 3+ prob(innocentjGG ) � (�2)

=
9
10
3+

1
10
(�2) = 25

10

which is higher than your payo¤ from voting "not convict"
(zero). Hence, when you receive a signal of G , you vote
conviction.



Voting in a Jury Game

Second case: you receive a signal of I , so signals are IG . If
you vote to convict, your expected utility is:

prob(guiltyjIG ) � 3+ prob(innocentjIG ) � (�2)

=
1
2
3+

1
2
(�2) = 1

2

which is higher than your payo¤ from voting "not convict"
(zero). Hence, when you receive a signal of I you also vote for
conviction.

You would always vote for conviction, even when the signal
you receive is I !



Voting in a Jury Game

We just showed that voting according to the private signal
you receive...

namely, voting "convict" after receiving signal G , but "not
convict" after I ,

cannot be sustained as a BNE.

What is the equilibrium/equilibria of this jury game, then?



Voting in a Jury Game

This game has, in fact, multiple equilibria.

But let�s analyze the following:

P2 votes for conviction, regardless of the signal he/she
receives.
P1 votes for conviction if he receives a signal of G , but he
votes for acquittal if he receives a signal of I .

Let us check if this strategy pro�le can be supported as a
BNE.



Voting in a Jury Game

Let us check if this strategy pro�le can be supported as a
BNE:

P1 knows that his vote is pivotal regardless of the signal that
P2 received (since P2 always votes for conviction, P1 becomes
a "jury of one").
First case: If the signal that P1 receives is I , then

prob(guiltyjI ) =
prob(guilty)prob(I jguilty)

prob(I )

=
1
2
1
4

1
2
1
4 +

1
2
3
4

=
1
4

Hence, convicting the defendant yields a EU of

prob(guiltyjI ) � 3+prob(innocentjI ) � (�2) = 1
4
3+

3
4
(�2) = �3

4
< 0

Therefore, if P1 receives a signal of I , he votes "not convict."



Voting in a Jury Game

Let us continue checking if this strategy pro�le can be
supported as a BNE:

Second case: If the signal that P1 receives is G , then

prob(guiltyjG ) =
prob(guilty)prob(G jguilty)

prob(G )

=
1
2
3
4

1
2
3
4 +

1
2
3
4

=
3
4

Hence, convicting the defendant yields a EU of

prob(guiltyjG ) � 3+prob(innocentjG ) � (�2) = 3
4
3+

1
4
(�2) = 7

4
> 0

Therefore, if P1 receives a signal of G , he votes "convict."



Voting in a Jury Game

Hence, this strategy pro�le is a BNE, where:

P2 votes conviction regardless of his signal, whereas
P1 votes conviction if and only if he receives a signal of G .



Voting in a Jury Game

Less information (the signal of only one juror) is then
transmitted from the jury to the court than society would
consider ideal.



Voting in a Jury Game

Why this unfortunate outcome can be sustained as an
equillibrium.?

Sender (juror) and receiver (society/judge) di¤er in their
preferences.

On one hand, society prefers to convict the defendant if and
only if both signals were G (societal preferences were implicit
in the voting rule: unanimity rule)
On the other hand, jurors have a stronger preference to vote
conviction since, given the equal probabilities of
guilty/innocent, the bene�ts from convicting a guilty
defendant (3) outweigh the loss of convicting an innocent
defendant (-2).



Voting in a Jury Game

How can we achieve more information transmission from the
jurors to the judge?

If society and jurors have the same preferences.
If the number of jurors increases.
If jurors talk, sharing the signals they received during the trial.

Harrington, pp. 307-312, Watson pp. 368-373



Strategic Abstention

Harrington, pp. 307-309.

They say that "it is your civic duty to vote."

But, can it be bene�cial for both you and the society that you
abstain from voting?



Strategic Abstention



Strategic Abstention

3 members on a committee, voting Yes/No to a policy that
changes the status quo (SQ).

Committee members are symmetric.

Hence, if all members were informed about which policy is
best, they would all vote Yes, or all vote No.

But each member is privately informed about the e¢ cacy of
the new policy,

i.e., each member receives a private signal.



Strategic Abstention

Time structure:

First, nature determines if...

the policy is better than the SQ (what we refer to as "good
policy"), which happens with probability 1� p < 1

2 ; or
the policy is worse than the SQ ("bad policy"), which happens
with probability p > 1

2 .

Second, nature determines if every committee member is...

informed about which policy is best (with prob q), or
uninformed (with prob 1� q).

(See �gure in next slide)�!



Strategic Abstention

All 3 members
are informed

2 members informed
1 member uninformed

1 members informed
2 member uninformed

All 3 members
are informed

2 members informed
1 member uninformed

1 members informed
2 member uninformed

Nature

NatureNature

q3 q2(1  q) q(1  q)2 q3 q2(1  q) q(1  q)2

8 different combinations of the three
members being informed or uninformed.



Strategic Abstention

8 di¤erent combinations of the three members being informed
or uninformed:

Informed Members Uninformed Members

A B C

A B C

A C B

B C A

A B C

B A C

C A B

A B C



Strategic Abstention

If the committee chooses the policy that proves to be the best

i.e., the proposed policy when it is a "good policy," or
the SQ when the proposed policy was in fact a "bad policy,"

then each member receives a payo¤ of $1.

However, if they choose a wrong policy, their payo¤ is $0.



Strategic Abstention

Without any additional information, the EU for the
uninformed players are...

EU(SQ) =

Bad Policyz}|{
p � 1 +

Good Policyz }| {
(1� p) � 0 = p, and

EU(new) = p � 0+ (1� p) � 1 = 1� p

Then EU(SQ) against EU(new) implies p > 1� p implies
p > 1

2 , which holds by de�nition.



Strategic Abstention

Let us next show that there exists a BNE in which every
member:

When he is informed, he votes for the policy that is best

i.e., vote for the proposed policy when it is a "good policy," or
the SQ when the proposed policy is a "bad policy."

When he is uninformed, what will he do?



Strategic Abstention

If informed, a member votes for the policy that is best:

His vote does not make any di¤erence if P2 and P3 vote SQ

His payo¤ from voting in favor of the bill coincides with that
from abstaining, since SQ wins regardless.

His vote causes the bill to pass if P2 and P3 split their votes
between SQ and the new policy.

His payo¤ is higher voting in favor of the best policy (either
the new bill or the SQ) than abstaining.

Hence, if informed, it is weakly dominant to vote for the best
policy.



Strategic Abstention

What if the member is uninformed about which policy is
best?

Should he vote for the SQ since EU(SQ) > EU(new)?

This would imply that every player votes in favor of the best
policy when he is informed, and in favor of the SQ when he is
uninformed. (Symmetric BNE).
This implies that P2 and P3 are voting (either Y/N, but
voting!).



Strategic Abstention

Thus, P1�s vote in favor of SQ when he is uninformed makes
a di¤erence only if P2 and P3�s votes are split.

Then one member (either P2 or P3) votes in favor of the new
policy because he is informed about the advantages of the
new policy, but...

P1�s vote in favor of SQ (because of being uninformed) makes
the SQ win!
A good new policy is blocked by P1�s lack of information!

It cannot be optimal for an uninformed player to participate
and vote in favor of SQ.



Strategic Abstention

What if the uninformed member simply abstains from voting?

This would imply that every player votes in favor of the best
policy when he is informed, but...
Abstains when he is uninformed.
(Symmetric BNE).



Strategic Abstention

Let us analyze if this strategy pro�le can be supported as a
BNE for P1:

If all voters are uninformed, then they all abstain, and SQ
continues yielding a expected utility of EU = p.
If either (or both) voters P2 and P3 are informed, then either
(or both) go to vote, and vote for the best policy. In this case
P1�s payo¤ is 1 by abstaining.
P1�s alternative (go to vote) yields him only $0, since his
uninformed vote makes the SQ win.



Strategic Abstention

Hence, the BNE prescribes to:

Vote for the best policy when informed, but
Abstain when uninformed.

When a member is uninformed,

It is better for him to abstain, and let the informed members
determine the outcome of the election.



Strategic Abstention

Note that this result could be supported even if voting is
costless.

If voting is costly, our results would be actually emphasized.

Hence, if you are going to hang out at a cafe on Election
Day...

you shouldn�t be reading the NY Times (informed voter)!



From Bayesian Nash Equilibrium (BNE) to
Perfect Bayesian Equilibrium (PBE)

Félix Muñoz-García
School of Economic Sciences
Washington State University



BNEs and Sequential rationality

So far we have learned how to �nd BNEs in incomplete
information games.

We are doing great!

In settings where players are uncertain about their opponent�s
types. . .

this is a fantastic solution concept.
since it speci�es optimal strategies, given the information every
player has access to.



BNEs and Sequential rationality

What if player interact in a sequential-move game?

Can the BNE prescribe "insensible" behavior? Yes!
But, what do we mean by "insensible" behavior?

Strategies that are not sequentially rational.
We will, hence, need a solution concept that guarantees
sequential rationality (as SPNE, but applied to contexts of
incomplete information).

Let�s show this with an example.

Use now the separate handout:

"Why do we need Perfect Bayesian Equilibrium? Asking for
sequential rationality in sequential-move games with
incomplete information."



More examples about how to �nd PBEs

After �nding the PBEs in the Gift game...

Let�s now practice with another example (Monetary Authority
game):

Now we will consider a Strong or Weak monetary authority,
who makes an in�ation announcement.
And a labor union (uninformed about the monetary authority�s
true commitment with low in�ation policies, either Strong or
Weak). . .
decides whether to demand large or moderate salary increases.



Monetary authority game

Example: Let us consider the following sequential game with
incomplete information:

A monetary authority (such as the Federal Reserve Bank)
privately observes its real degree of commitment with
maintaining low in�ation levels.
After knowing its type (either Strong or Weak), the monetary
authority decides whether to announce that the expectation for
in�ation is either High or Low.
A labor union, observing the message sent by the monetary
authority, decides whether to ask for high or low salary raises
(denoted as H or L, respectively)



Monetary authority game

The game tree that represents this incomplete information
game is, hence, as follows:



PBEs-Monetary Authority

Before starting to �nd all possible PBEs. . .

Let us brie�y set up our "road map"

That is, let�s recall the 5-step procedure that we need to
follow in order to �nd PBEs.



Procedure to �nd PBEs

1. Specify a strategy pro�le for the privately informed player,
either separating or pooling.

In our above example, there are only four possible strategy
pro�les for the privately informed monetary authority: two
separating strategy pro�les, HighSLowW and LowSHighW ,
and two pooling strategy pro�les, HighSHighW and
LowSLowW .

(For future reference, it might be helpful to shade the
branches corresponding to the strategy pro�le we test.)

2. Update the uninformed player�s beliefs using Bayes�rule,
whenever possible.

In our above example, we need to specify beliefs µ and γ,
which arise after the labor union observes a high or a low
in�ation announcement, respectively.



Procedure to �nd PBEs - Cont�d

3. Given the uninformed player�s updated beliefs, �nd his optimal
response.

In our above example, we �rst determine the optimal response
of the labor union (H or L) upon observing a high-in�ation
announcement (given its updated belief µ),
we then determine its optimal response (H or L) after observing
a low-in�ation announcement (given its updated belief γ).

(Also for future reference, it might be helpful to shade
the branches corresponding to the optimal responses we
just found.)



Procedure to �nd PBEs - Cont�d

4. Given the optimal response of the uninformed player, �nd the
optimal action (message) for the informed player.

In our previous example, we �rst check if the Strong monetary
authority prefers to make a high or low in�ation announcement
(given the labor union�s responses determined in step 3).
We then operate similarly for the Weak type of monetary
authority.



Procedure to �nd PBEs - Cont�d

5. Then check if this strategy pro�le for the informed player
coincides with the pro�le suggested in step 1.

If it coincides, then this strategy pro�le, updated beliefs and
optimal responses can be supported as a PBE of the
incomplete information game.
Otherwise, we say that this strategy pro�le cannot be
sustained as a PBE of the game.



Procedure to �nd PBEs - Cont�d

Let us next separately apply this procedure to test each of the
four candidate strategy pro�les:

two separating strategy pro�les:

HighSLowW , and
LowSHighW .

And two pooling strategy pro�les:

HighSHighW , and
LowSLowW .



Separating equilibrium with (Low,High)

Let us �rst check separating strategy pro�le: LowSHighW .

Step #1: Specifying strategy pro�le LowSHighW that we
will test.

(See shaded branches in the �gure.)



Separating equilibrium with (Low,High)

Step #2: Updating beliefs

(a) After high in�ation announcement (left-hand side)

µ =
0.6αStrong

0.6αStrong + 0.4αWeak
=

0.6� 0
0.6� 0+ 0.4� 1 = 0



Separating equilibrium with (Low,High)

Step #2: Updating beliefs

This implies that after high in�ation...
the labor union restricts its belief to the lower left-hand corner
(see box), since µ = 0 and 1� µ = 1



Separating equilibrium with (Low,High)

Step #2: Updating beliefs
(b) After low in�ation announcement (right-hand side)

γ =
0.6
�
1� αStrong

�
0.6
�
1� αStrong

�
+ 0.4

�
1� αWeak

� = 0.6� 1
0.6� 1+ 0.4� 0 = 1



Separating equilibrium with (Low,High)

Step #2: Updating beliefs

This implies that, after low in�ation...
the labor union restricts its belief to the upper right-hand
corner (see box), since γ = 1 and 1� γ = 0.



Separating equilibrium with (Low,High)

Step #3: Optimal response
(a) After high in�ation announcement, respond with H since

0 > �100

in the lower left-hand corner of the �gure (see blue box).



Separating equilibrium with (Low,High)

Step #3: Optimal response
(b) After low in�ation announcement, respond with L since

0 > �100

in the upper right-hand corner of the �gure (see box).



Separating equilibrium with (Low,High)

We can hence summarize the optimal responses we just found, by
shading them in the �gure:

H after high in�ation, but L after low in�ation.
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Separating equilibrium with (Low,High)

Step #4: Optimal messages by the informed player

(a) When the monetary authority is Strong, if it chooses Low
(as prescribed), its payo¤ is $300,
while if it deviates, its payo¤ decreases to $0.
(No incentives to deviate).



Separating equilibrium with (Low,High)

Step #4: Optimal messages
(b) When the monetary authority is Weak, if it chooses High
(as prescribed), its payo¤ is $100,
while if it deviates, its payo¤ decreases to $50.
(No incentives to deviate either).



Separating equilibrium with (Low,High)
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Since no type of privately informed player (monetary
authority) has incentives to deviate,

The separating strategy pro�le LowSHighW can be sustained
as a PBE.



Separating equilibrium with (High,Low)

Let us now check the opposite separating strategy pro�le:
HighSLowW .

Step #1: Specifying strategy pro�le HighSLowW that we
will test.

(See shaded branches in the �gure.)



Separating equilibrium with (High,Low)

Step #2: Updating beliefs

(a) After high in�ation announcement

µ =
0.6αStrong

0.6αStrong + 0.4αWeak
=

0.6� 1
0.6� 1+ 0.4� 0 = 1



Separating equilibrium with (High,Low)

Step #2: Updating beliefs

Hence, after high in�ation...
the labor union restricts its beliefs to µ = 1 in the upper
left-hand corner (see box).



Separating equilibrium with (High,Low)

Step #2: Updating beliefs

(b) After low in�ation announcement

γ =
0.6
�
1� αStrong

�
0.6
�
1� αStrong

�
+ 0.4

�
1� αWeak

� = 0.6� 0
0.6� 0+ 0.4� 1 = 0



Separating equilibrium with (High,Low)

Step #2: Updating beliefs

Hence, after low in�ation...
the labor union restricts its beliefs to γ = 0 (i.e., 1� γ = 1)
in the lower right-hand corner (see box).



Separating equilibrium with (High,Low)

Step #3: Optimal response

(a) After high in�ation announcement, respond with L since

0 > �100

in the upper left-hand corner of the �gure (see box).



Separating equilibrium with (High,Low)

Step #3: Optimal response

(a) After low in�ation announcement, respond with H since

0 > �100

in the lower right-hand corner of the �gure (see box).



Separating equilibrium with (High,Low)

Summarizing the optimal responses we just found:

L after high in�ation, but H after high in�ation.
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Separating equilibrium with (High,Low)

Step #4: Optimal messages of the informed player
(a) When the monetary authority is Strong, if it chooses High
(as prescribed), its payo¤ is $200,
while if it deviates, its payo¤ decreases to $100.
(No incentives to deviate).



Separating equilibrium with (High,Low)

Step #4: Optimal messages
(b) When the monetary authority is Weak, if it chooses Low
(as prescribed), its payo¤ is $0,
while if it deviates, its payo¤ increases to $150.
(Incentives to deviate!!).



Separating equilibrium with (High,Low)
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Since we found one type of privately informed player (the
Weak monetary authority) who has incentives to deviate...

The separating strategy pro�le HighSLowW cannot be
sustained as a PBE.



Pooling equilibrium with (High,High)

Let us now test the pooling strategy pro�le HighSHighW .

Step #1: Specifying strategy pro�le HighSHighW that we
will test.

(See shaded branches in the �gure.)



Pooling equilibrium with (High,High)

Step #2: Updating beliefs

(a) After high in�ation announcement

µ =
0.6αStrong

0.6αStrong + 0.4αWeak
=

0.6� 1
0.6� 1+ 0.4� 1 = 0.6

so the high in�ation announcement is uninformative.



Pooling equilibrium with (High,High)

Step #2: Updating beliefs
(b) After low in�ation announcement (o¤-the-equilibrium path)

γ =
0.6
�
1� αStrong

�
0.6
�
1� αStrong

�
+ 0.4

�
1� αWeak

� = 0.6� 0
0.6� 0+ 0.4� 0 =

0
0

hence, γ 2 [0, 1].



Pooling equilibrium with (High,High)

Step #3: Optimal response
(a) After high in�ation announcement (along the equil. path),
respond with L since

EULabor (H jHigh) = 0.6� (�100) + 0.4� 0 = �60
EULabor (LjHigh) = 0.6� 0+ 0.4� (�100) = �40



Pooling equilibrium with (High,High)

Step #3: Optimal response
(a) After low in�ation announcement (o¤-the-equil.),

EULabor (H jLow) = γ� (�100) + (1� γ)� 0 = �100γ

EULabor (LjLow) = γ� 0+ (1� γ)� (�100) = �100+ 100γ

i.e., respond with H if γ < 1
2 .



Pooling equilibrium with (High,High)

Summarizing the optimal responses we found...

Note that we need to divide our analysis into two cases:
Case 1, where γ < 1

2 , implying that the labor union responds
with H after observing low in�ation (right-hand side).
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Pooling equilibrium with (High,High)

and...
Case 2, where γ � 1

2 , implying that the labor union responds
with L after observing low in�ation (right-hand side).
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Pooling equilibrium with (High,High)

Case 1, where γ < 1
2

Step #4: Optimal messages

(a) When the monetary authority is Strong, if it chooses High
(as prescribed), its payo¤ is $200,
while if it deviates, its payo¤ decreases to $100.
(No incentives to deviate).



Pooling equilibrium with (High,High)

Case 1, where γ < 1
2

Step #4: Optimal messages

(b) When the monetary authority is Weak, if it chooses High
(as prescribed), its payo¤ is $150,
while if it deviates, its payo¤ drops to $0.
(No incentives to deviate either).



Pooling equilibrium with (High,High)

Case 1, where γ < 1
2
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No type of monetary authority has incentives to deviate.

Hence, the pooling strategy pro�le HighSHighW can be sustained
as a PBE when o¤-the-equilibrium beliefs satisfy γ < 1

2 .



Pooling equilibrium with (High,High)

Case 2, where γ � 1
2

Step #4: Optimal messages

(a) When the monetary authority is Strong, if it chooses High
(as prescribed), its payo¤ is $200,
while if it deviates, its payo¤ increases to $300.
(Incentives to deviate!!).



Pooling equilibrium with (High,High)

Case 2, where γ � 1
2

Step #4: Optimal messages

(b) When the monetary authority is Weak, if it chooses High
(as prescribed), its payo¤ is $150,
while if it deviates, its payo¤ drops to $50.
(No incentives to deviate).



Pooling equilibrium with (High,High)

Case 2, where γ � 1
2
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Since we found one type of privately informed player (the
Strong monetary authority) who has incentives to deviate...

The pooling strategy pro�le HighSHighW cannot be sustained
as a PBE when o¤-the-equilibrium beliefs satisfy γ � 1

2 .



Pooling equilibrium with (Low,Low)

Let us now examine the opposite pooling strategy pro�le.

Step #1: Specifying strategy pro�le LowSLowW that we will
test.

(See shaded branches in the �gure.)



Pooling equilibrium with (Low,Low)

Step #2: Updating beliefs
(a) After a low in�ation announcement

γ =
0.6
�
1� αStrong

�
0.6
�
1� αStrong

�
+ 0.4

�
1� αWeak

� = 0.6� 1
0.6� 1+ 0.4� 1 = 0.6

so posterior and prior beliefs coincide.



Pooling equilibrium with (Low,Low)

Step #2: Updating beliefs

(b) After a high in�ation announcement (o¤-the-equil. path)

µ =
0.6αStrong

0.6αStrong + 0.4αWeak
=

0.6� 0
0.6� 0+ 0.4� 0 =

0
0

hence, µ 2 [0, 1].



Pooling equilibrium with (Low,Low)

Step #3: Optimal response

(a) After a low in�ation announcement (along the equilibrium
path), respond with L since

EULabor (H jLow) = 0.6� (�100) + 0.4� 0 = �60
EULabor (LjLow) = 0.6� 0+ 0.4� (�100) = �40



Pooling equilibrium with (Low,Low)

Step #3: Optimal response
(a) After a high in�ation announcement (o¤-the-equil.),

EULabor (H jLow) = µ� (�100) + (1� µ)� 0 = �100µ

EULabor (LjLow) = µ� 0+ (1� µ)� (�100) = �100+ 100µ

i.e., respond with H if µ < 1
2 .



Pooling equilibrium with (Low,Low)

Summarizing the optimal responses we found...

Note that we need to divide our analysis into two cases:
Case 1, where µ < 1

2 , implying that the labor union responds
with H after observing high in�ation (left-hand side).
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Pooling equilibrium with (Low,Low)

and...

Case 2, where µ � 1
2 , implying that the labor union responds

with L after observing high in�ation (left-hand side).
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Pooling equilibrium with (Low,Low)

Case 1, where µ < 1
2

Step #4: Optimal messages
(a) When the monetary authority is Strong, if it chooses Low
(as prescribed), its payo¤ is $300,
while if it deviates, its payo¤ decreases to $200.
(No incentives to deviate).



Pooling equilibrium with (Low,Low)

Case 1, where µ < 1
2

Step #4: Optimal messages

(b) When the monetary authority is Weak, if it chooses High
(as prescribed), its payo¤ is $50,
while if it deviates, its payo¤ increases to $100.
(Incentives to deviate!!).



Pooling equilibrium with (Low,Low)

Case 1, where µ < 1
2
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Since we found one type of privately informed player (the
Weak monetary authority) who has incentives to deviate...

The pooling strategy pro�le LowSLowW cannot be sustained
as a PBE when o¤-the-equilibrium beliefs satisfy µ < 1

2 .



Pooling equilibrium with (Low,Low)

Case 2, where µ � 1
2

Step #4: Optimal messages

(a) When the monetary authority is Strong, if it chooses Low
(as prescribed), its payo¤ is $300,
while if it deviates, its payo¤ decreases to $200.
(No incentives to deviate).



Pooling equilibrium with (Low,Low)

Case 2, where µ � 1
2

Step #4: Optimal messages

(b) When the monetary authority is Weak, if it chooses Low
(as prescribed), its payo¤ is $50,
while if it deviates, its payo¤ increases to $150.
(Incentives to deviate!!).



Pooling equilibrium with (Low,Low)

Case 2, where µ � 1
2
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Since we found one type of privately informed player (the
Weak monetary authority) who has incentives to deviate...

The pooling strategy pro�le LowSLowW cannot be sustained
as a PBE when o¤-the-equilibrium beliefs satisfy µ � 1

2 .

Hence, the pooling strategy pro�le LowSLowW cannot be
sustained as a PBE for any o¤-the-equilibrium beliefs µ.
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A Systematic Procedure for Finding PBEs

Motivation

Rapidly expanding literature on game theory and industrial
organization analyzing incomplete information settings.

Solution concept commonly used : Perfect Bayesian
Equilibrium (PBE).

Examples:

Labor market [Spence, 1974]
Limit pricing [Milgrom and Roberts, 1982 and 1986]
Signaling with several incumbents [Harrington, 1986, and
Bagwell and Ramey, 1991]
Warranties [Gal-Or, 1989]
Social preferences [Fong, 2008]



A Systematic Procedure for Finding PBEs

Motivation

We know that, for a strategy pro�le to be part of a PBE, it
must satisfy:

Sequential rationality, in an incomplete information context;
and
Consistency of beliefs.

How to apply these two conditions, and �nd all pure-strategy
PBEs in incomplete information games?

We will describe a 5-step procedure...
that checks if a given strategy pro�le can be sustained as PBE.



A Systematic Procedure for Finding PBEs

Outline of the presentation

Non-technical introduction to PBE.

Updating beliefs with Bayes�rule...
both in- and o¤-the-equilibrium path.

General presentation of the 5-step procedure.

Worked-out example, where we apply the procedure to a
signaling game.



A Systematic Procedure for Finding PBEs

De�nition of PBE

A strategy pro�le for N players (s1, s2, ..., sN ), and a system of
beliefs over the nodes at all information sets, are a PBE if:

1 Each player�s strategies specify optimal actions, given the
strategies of the other players, and given his beliefs.

2 The beliefs are consistent with Bayes�rule, whenever possible.

These two properties can be summarized into two: sequential
rationality, and consistency of beliefs.
Let us analyze each property separately.



A Systematic Procedure for Finding PBEs

Sequential rationality

We just need to extend the de�nition of sequential rationality
in games of complete information to incomplete information
settings, as follows:

At every node a player is called on to move, he must maximize
his expected utility level,
given his own beliefs about the other players�types



A Systematic Procedure for Finding PBEs

Sequential rationality

Example: Let us consider the following sequential game with
incomplete information:

A monetary authority (such as the Federal Reserve Bank)
privately observes its real degree of commitment with
maintaining low in�ation levels.
After knowing its type (either Strong or Weak), the monetary
authority decides whether to announce that the expectation for
in�ation is either High or Low.
A labor union, observing the message sent by the monetary
authority, decides whether to ask for high or low salary raises
(denoted as H or L, respectively)



A Systematic Procedure for Finding PBEs

Sequential rationality

Example:

After observing a low in�ation announcement, the labor union
responds with a high salary increase (H) if and only if

EULabor (H jLowIn�ation) > EULabor (LjLowIn�ation)

That is, if
(�100)γ+ 0(1� γ) > 0γ+ (�100)(1� γ)() γ < 1

2



A Systematic Procedure for Finding PBEs

Sequential rationality

Example:

That is, the labor union responds with H only when it assigns
a relatively low probability to the monetary authority being
Strong.

Alternatively, the lower right-hand corner is more likely.



A Systematic Procedure for Finding PBEs

Sequential rationality

Example:

Similarly, after observing high in�ation, the labor union
responds with H if and only if

EULabor (H jHighIn�ation) > EULabor (LjHighIn�ation)

That is, if
(�100)µ+ 0(1� µ) > 0µ+ (�100)(1� µ)() µ < 1

2 .



A Systematic Procedure for Finding PBEs

Sequential rationality

Example:

Hence, upon observing high in�ation...

the labor union responds with H if its beliefs assign a larger
probability weight to the lower left-hand node.



A Systematic Procedure for Finding PBEs

Consistency of beliefs

Players must update his beliefs using Bayes�rule.

In our previous example, if the labor union observes a high
in�ation announcement, it updates beliefs µ as follows

µ =
0.6αStrong

0.6αStrong + 0.4αWeak

where αStrong denotes the probability that a Strong monetary
authority announces high in�ation, and
αWeak the probability that a Weak monetary authority
announces high in�ation.



A Systematic Procedure for Finding PBEs

Consistency of beliefs

For instance, if the Strong monetary authority announces high
in�ation with probability αStrong = 1

8 , and the Weak monetary
authority with a lower probability αWeak = 1

16. , then the labor
union�s updated beliefs become

µ =
0.6αStrong

0.6αStrong + 0.4αWeak
=

0.618
0.618 + 0.4

1
16

= 0.75

Intuitively, since the Strong monetary authority is twice more
likely to make such an announcement than the Weak type...

the updated (posterior) beliefs assign a larger probability to
the high in�ation message originating from a Strong monetary
authority (0.75) than the prior probability did (0.6).



A Systematic Procedure for Finding PBEs

Consistency of beliefs

If, instead, both types of monetary authority make such an
announcement, i.e., αStrong = αWeak = 1,...

Then, Bayes�rule provides us with beliefs that exactly coincide
with the prior probability distribution:

µ =
pαStrong

pαStrong + (1� p)αWeak =
0.6� 1

0.6� 1+ 0.4� 1 =
0.6
1
= 0.6

Intuitively, the announcement becomes uninformative.



A Systematic Procedure for Finding PBEs

Consistency of beliefs

O¤-the-equilibrium beliefs: What about the beliefs in γ?

In this case, the application of Bayes�rule yields...

γ =
0.6
�
1� αStrong

�
0.6 (1� αStrong ) + 0.4 (1� αWeak )

=
0.6� 0

0.6� 0+ 0.4� 0 =
0
0



A Systematic Procedure for Finding PBEs

Consistency of beliefs

O¤-the-equilibrium beliefs:
Hence, γ are indeterminate, and they can be arbitrarily
speci�ed, i.e., any value γ 2 [0, 1].
For this reason, the de�nition of the PBE solution concept
requires that �...beliefs must satisfy Bayes�rule, whenever
possible.�

Of course, it is only possible along the equilibrium path,
not o¤-the-equilibrium path, where beliefs are indeterminate.



A Systematic Procedure for Finding PBEs

Procedure to �nd PBEs

The de�nition of PBE is hence relatively clear, but...

How can we �nd the set of PBEs in an incomplete information
game?

We will next describe a systematic 5-step procedure that helps
us �nd all pure-strategy PBEs.



A Systematic Procedure for Finding PBEs

Procedure to �nd PBEs

1. Specify a strategy pro�le for the privately informed player,
either separating or pooling.

In our above example, there are only four possible strategy
pro�les for the privately informed monetary authority: two
separating strategy pro�les, HighSLowW and LowSHighW ,
and two pooling strategy pro�les, HighSHighW and
LowSLowW .

(For future reference, it might be helpful to shade the
branches corresponding to the strategy pro�le we test.)

2. Update the uninformed player�s beliefs using Bayes�rule,
whenever possible.

In our above example, we need to specify beliefs µ and γ,
which arise after the labor union observes a high or a low
in�ation announcement, respectively.



A Systematic Procedure for Finding PBEs

Procedure to �nd PBEs - Cont�d

3. Given the uninformed player�s updated beliefs, �nd his optimal
response.

In our above example, we �rst determine the optimal response
of the labor union (H or L) upon observing a high-in�ation
announcement (given its updated belief µ),
we then determine its optimal response (H or L) after observing
a low-in�ation announcement (given its updated belief γ).

(Also for future reference, it might be helpful to shade
the branches corresponding to the optimal responses we
just found.)



A Systematic Procedure for Finding PBEs

Procedure to �nd PBEs - Cont�d

4. Given the optimal response of the uninformed player, �nd the
optimal action (message) for the informed player.

In our previous example, we �rst check if the Strong monetary
authority prefers to make a high or low in�ation announcement
(given the labor union�s responses determined in step 3).
We then operate similarly for the Weak type of monetary
authority.



A Systematic Procedure for Finding PBEs

Procedure to �nd PBEs - Cont�d

5. Then check if this strategy pro�le for the informed player
coincides with the pro�le suggested in step 1.

If it coincides, then this strategy pro�le, updated beliefs and
optimal responses can be supported as a PBE of the
incomplete information game.
Otherwise, we say that this strategy pro�le cannot be
sustained as a PBE of the game.



A Systematic Procedure for Finding PBEs

Procedure to �nd PBEs - Cont�d

Let us next separately apply this procedure to test each of the
four candidate strategy pro�les:

two separating strategy pro�les:

HighSLowW , and
LowSHighW .

And two pooling strategy pro�les:

HighSHighW , and
LowSLowW .



A Systematic Procedure for Finding PBEs

Separating equilibrium with (Low,High)

Let us �rst check separating strategy pro�le: LowSHighW .

Step #1: Specifying strategy pro�le LowSHighW that we
will test.

(See shaded branches in the �gure.)



A Systematic Procedure for Finding PBEs

Separating equilibrium with (Low,High)

Step #2: Updating beliefs

(a) After high in�ation announcement (left-hand side)

µ =
0.6αStrong

0.6αStrong + 0.4αWeak
=

0.6� 0
0.6� 0+ 0.4� 1 = 0



A Systematic Procedure for Finding PBEs

Separating equilibrium with (Low,High)

Step #2: Updating beliefs

This implies that after high in�ation...
the labor union restricts its belief to the lower left-hand corner
(see box), since µ = 0 and 1� µ = 1



A Systematic Procedure for Finding PBEs

Separating equilibrium with (Low,High)

Step #2: Updating beliefs
(b) After low in�ation announcement (right-hand side)

γ =
0.6
�
1� αStrong

�
0.6
�
1� αStrong

�
+ 0.4

�
1� αWeak

� = 0.6� 1
0.6� 1+ 0.4� 0 = 1



A Systematic Procedure for Finding PBEs

Separating equilibrium with (Low,High)

Step #2: Updating beliefs

This implies that, after low in�ation...
the labor union restricts its belief to the upper right-hand
corner (see box), since γ = 1 and 1� γ = 0.



A Systematic Procedure for Finding PBEs

Separating equilibrium with (Low,High)

Step #3: Optimal response
(a) After high in�ation announcement, respond with H since

0 > �100

in the lower left-hand corner of the �gure (see blue box).



A Systematic Procedure for Finding PBEs

Separating equilibrium with (Low,High)

Step #3: Optimal response
(b) After low in�ation announcement, respond with L since

0 > �100

in the upper right-hand corner of the �gure (see box).



A Systematic Procedure for Finding PBEs

Separating equilibrium with (Low,High)

We can hence summarize the optimal responses we just found, by
shading them in the �gure:

H after high in�ation, but L after low in�ation.
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A Systematic Procedure for Finding PBEs

Separating equilibrium with (Low,High)

Step #4: Optimal messages by the informed player

(a) When the monetary authority is Strong, if it chooses Low
(as prescribed), its payo¤ is $300,
while if it deviates, its payo¤ decreases to $0.
(No incentives to deviate).



A Systematic Procedure for Finding PBEs

Separating equilibrium with (Low,High)

Step #4: Optimal messages
(b) When the monetary authority is Weak, if it chooses High
(as prescribed), its payo¤ is $100,
while if it deviates, its payo¤ decreases to $50.
(No incentives to deviate either).



A Systematic Procedure for Finding PBEs

Separating equilibrium with (Low,High)
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Since no type of privately informed player (monetary
authority) has incentives to deviate,

The separating strategy pro�le LowSHighW can be sustained
as a PBE.



A Systematic Procedure for Finding PBEs

Separating equilibrium with (High,Low)

Let us now check the opposite separating strategy pro�le:
HighSLowW .

Step #1: Specifying strategy pro�le HighSLowW that we
will test.

(See shaded branches in the �gure.)



A Systematic Procedure for Finding PBEs

Separating equilibrium with (High,Low)

Step #2: Updating beliefs

(a) After high in�ation announcement

µ =
0.6αStrong

0.6αStrong + 0.4αWeak
=

0.6� 1
0.6� 1+ 0.4� 0 = 1



A Systematic Procedure for Finding PBEs

Separating equilibrium with (High,Low)

Step #2: Updating beliefs

Hence, after high in�ation...
the labor union restricts its beliefs to µ = 1 in the upper
left-hand corner (see box).



A Systematic Procedure for Finding PBEs

Separating equilibrium with (High,Low)

Step #2: Updating beliefs

(b) After low in�ation announcement

γ =
0.6
�
1� αStrong

�
0.6
�
1� αStrong

�
+ 0.4

�
1� αWeak

� = 0.6� 0
0.6� 0+ 0.4� 1 = 0



A Systematic Procedure for Finding PBEs

Separating equilibrium with (High,Low)

Step #2: Updating beliefs

Hence, after low in�ation...
the labor union restricts its beliefs to γ = 0 (i.e., 1� γ = 1)
in the lower right-hand corner (see box).



A Systematic Procedure for Finding PBEs

Separating equilibrium with (High,Low)

Step #3: Optimal response

(a) After high in�ation announcement, respond with L since

0 > �100

in the upper left-hand corner of the �gure (see box).



A Systematic Procedure for Finding PBEs

Separating equilibrium with (High,Low)

Step #3: Optimal response

(a) After low in�ation announcement, respond with H since

0 > �100

in the lower right-hand corner of the �gure (see box).



A Systematic Procedure for Finding PBEs

Separating equilibrium with (High,Low)

Summarizing the optimal responses we just found:

L after high in�ation, but H after high in�ation.
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A Systematic Procedure for Finding PBEs

Separating equilibrium with (High,Low)

Step #4: Optimal messages of the informed player
(a) When the monetary authority is Strong, if it chooses High
(as prescribed), its payo¤ is $200,
while if it deviates, its payo¤ decreases to $100.
(No incentives to deviate).



A Systematic Procedure for Finding PBEs

Separating equilibrium with (High,Low)

Step #4: Optimal messages
(b) When the monetary authority is Weak, if it chooses Low
(as prescribed), its payo¤ is $0,
while if it deviates, its payo¤ increases to $150.
(Incentives to deviate!!).



A Systematic Procedure for Finding PBEs

Separating equilibrium with (High,Low)
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Since we found one type of privately informed player (the
Weak monetary authority) who has incentives to deviate...

The separating strategy pro�le HighSLowW cannot be
sustained as a PBE.



A Systematic Procedure for Finding PBEs

Pooling equilibrium with (High,High)

Let us now test the pooling strategy pro�le HighSHighW .

Step #1: Specifying strategy pro�le HighSHighW that we
will test.

(See shaded branches in the �gure.)



A Systematic Procedure for Finding PBEs

Pooling equilibrium with (High,High)

Step #2: Updating beliefs

(a) After high in�ation announcement

µ =
0.6αStrong

0.6αStrong + 0.4αWeak
=

0.6� 1
0.6� 1+ 0.4� 1 = 0.6

so the high in�ation announcement is uninformative.



A Systematic Procedure for Finding PBEs

Pooling equilibrium with (High,High)

Step #2: Updating beliefs
(b) After low in�ation announcement (o¤-the-equilibrium path)

γ =
0.6
�
1� αStrong

�
0.6
�
1� αStrong

�
+ 0.4

�
1� αWeak

� = 0.6� 0
0.6� 0+ 0.4� 0 =

0
0

hence, γ 2 [0, 1].



A Systematic Procedure for Finding PBEs

Pooling equilibrium with (High,High)

Step #3: Optimal response
(a) After high in�ation announcement (along the equil. path),
respond with L since

EULabor (H jHigh) = 0.6� (�100) + 0.4� 0 = �60
EULabor (LjHigh) = 0.6� 0+ 0.4� (�100) = �40



A Systematic Procedure for Finding PBEs

Pooling equilibrium with (High,High)

Step #3: Optimal response
(a) After low in�ation announcement (o¤-the-equil.),

EULabor (H jLow) = γ� (�100) + (1� γ)� 0 = �100γ

EULabor (LjLow) = γ� 0+ (1� γ)� (�100) = �100+ 100γ

i.e., respond with H if γ < 1
2 .



A Systematic Procedure for Finding PBEs

Pooling equilibrium with (High,High)

Summarizing the optimal responses we found...

Note that we need to divide our analysis into two cases:
Case 1, where γ < 1

2 , implying that the labor union responds
with H after observing low in�ation (right-hand side).
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A Systematic Procedure for Finding PBEs

Pooling equilibrium with (High,High)

and...
Case 2, where γ � 1

2 , implying that the labor union responds
with L after observing low in�ation (right-hand side).
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A Systematic Procedure for Finding PBEs

Pooling equilibrium with (High,High)

Case 1, where γ < 1
2

Step #4: Optimal messages

(a) When the monetary authority is Strong, if it chooses High
(as prescribed), its payo¤ is $200,
while if it deviates, its payo¤ decreases to $100.
(No incentives to deviate).



A Systematic Procedure for Finding PBEs

Pooling equilibrium with (High,High)

Case 1, where γ < 1
2

Step #4: Optimal messages

(b) When the monetary authority is Weak, if it chooses High
(as prescribed), its payo¤ is $150,
while if it deviates, its payo¤ drops to $0.
(No incentives to deviate either).



A Systematic Procedure for Finding PBEs

Pooling equilibrium with (High,High)

Case 1, where γ < 1
2
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No type of monetary authority has incentives to deviate.

Hence, the pooling strategy pro�le HighSHighW can be sustained
as a PBE when o¤-the-equilibrium beliefs satisfy γ < 1

2 .



A Systematic Procedure for Finding PBEs

Pooling equilibrium with (High,High)

Case 2, where γ � 1
2

Step #4: Optimal messages

(a) When the monetary authority is Strong, if it chooses High
(as prescribed), its payo¤ is $200,
while if it deviates, its payo¤ increases to $300.
(Incentives to deviate!!).



A Systematic Procedure for Finding PBEs

Pooling equilibrium with (High,High)

Case 2, where γ � 1
2

Step #4: Optimal messages

(b) When the monetary authority is Weak, if it chooses High
(as prescribed), its payo¤ is $150,
while if it deviates, its payo¤ drops to $50.
(No incentives to deviate).



A Systematic Procedure for Finding PBEs

Pooling equilibrium with (High,High)

Case 2, where γ � 1
2
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Since we found one type of privately informed player (the
Strong monetary authority) who has incentives to deviate...

The pooling strategy pro�le HighSHighW cannot be sustained
as a PBE when o¤-the-equilibrium beliefs satisfy γ � 1

2 .



A Systematic Procedure for Finding PBEs

Pooling equilibrium with (Low,Low)

Let us now examine the opposite pooling strategy pro�le.

Step #1: Specifying strategy pro�le LowSLowW that we will
test.

(See shaded branches in the �gure.)



A Systematic Procedure for Finding PBEs

Pooling equilibrium with (Low,Low)

Step #2: Updating beliefs
(a) After a low in�ation announcement

γ =
0.6
�
1� αStrong

�
0.6
�
1� αStrong

�
+ 0.4

�
1� αWeak

� = 0.6� 1
0.6� 1+ 0.4� 1 = 0.6

so posterior and prior beliefs coincide.



A Systematic Procedure for Finding PBEs

Pooling equilibrium with (Low,Low)

Step #2: Updating beliefs

(b) After a high in�ation announcement (o¤-the-equil. path)

µ =
0.6αStrong

0.6αStrong + 0.4αWeak
=

0.6� 0
0.6� 0+ 0.4� 0 =

0
0

hence, µ 2 [0, 1].



A Systematic Procedure for Finding PBEs

Pooling equilibrium with (Low,Low)

Step #3: Optimal response

(a) After a low in�ation announcement (along the equilibrium
path), respond with L since

EULabor (H jLow) = 0.6� (�100) + 0.4� 0 = �60
EULabor (LjLow) = 0.6� 0+ 0.4� (�100) = �40



A Systematic Procedure for Finding PBEs

Pooling equilibrium with (Low,Low)

Step #3: Optimal response
(a) After a high in�ation announcement (o¤-the-equil.),

EULabor (H jLow) = µ� (�100) + (1� µ)� 0 = �100µ

EULabor (LjLow) = µ� 0+ (1� µ)� (�100) = �100+ 100µ

i.e., respond with H if µ < 1
2 .



A Systematic Procedure for Finding PBEs

Pooling equilibrium with (Low,Low)

Summarizing the optimal responses we found...

Note that we need to divide our analysis into two cases:
Case 1, where µ < 1

2 , implying that the labor union responds
with H after observing high in�ation (left-hand side).
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A Systematic Procedure for Finding PBEs

Pooling equilibrium with (Low,Low)

and...

Case 2, where µ � 1
2 , implying that the labor union responds

with L after observing high in�ation (left-hand side).

(0, 100)

(200, 0)

Nature

Strong

Weak

High
Inflation

Low
Inflation

High
Inflation

Low
Inflation

0.6

0.4

(100, 100)

(300, 0)

(0, 0)

(50, 100)

H

L

L

H

Monetary
Authority

Monetary
Authority

La
bo

rU
nio

n

(100, 0)

(150, 100)

LaborUnion

H

H

L

L

1γ

μ

1μ

γ



A Systematic Procedure for Finding PBEs

Pooling equilibrium with (Low,Low)

Case 1, where µ < 1
2

Step #4: Optimal messages
(a) When the monetary authority is Strong, if it chooses Low
(as prescribed), its payo¤ is $300,
while if it deviates, its payo¤ decreases to $200.
(No incentives to deviate).



A Systematic Procedure for Finding PBEs

Pooling equilibrium with (Low,Low)

Case 1, where µ < 1
2

Step #4: Optimal messages

(b) When the monetary authority is Weak, if it chooses High
(as prescribed), its payo¤ is $50,
while if it deviates, its payo¤ increases to $100.
(Incentives to deviate!!).



A Systematic Procedure for Finding PBEs

Pooling equilibrium with (Low,Low)

Case 1, where µ < 1
2

(0, 100)

(200, 0)

Nature

Strong

Weak

High
Inflation

Low
Inflation

High
Inflation

Low
Inflation

0.6

0.4

(100, 100)

(300, 0)

(0, 0)

(50, 100)

H

L

L

H

Monetary
Authority

Monetary
Authority

La
bo

rU
ni

on

(100, 0)

(150, 100)

LaborU
nion

H

H

L

L

1γ

μ

1μ

γ

Since we found one type of privately informed player (the
Weak monetary authority) who has incentives to deviate...

The pooling strategy pro�le LowSLowW cannot be sustained
as a PBE when o¤-the-equilibrium beliefs satisfy µ < 1

2 .



A Systematic Procedure for Finding PBEs

Pooling equilibrium with (Low,Low)

Case 2, where µ � 1
2

Step #4: Optimal messages

(a) When the monetary authority is Strong, if it chooses Low
(as prescribed), its payo¤ is $300,
while if it deviates, its payo¤ decreases to $200.
(No incentives to deviate).



A Systematic Procedure for Finding PBEs

Pooling equilibrium with (Low,Low)

Case 2, where µ � 1
2

Step #4: Optimal messages

(b) When the monetary authority is Weak, if it chooses Low
(as prescribed), its payo¤ is $50,
while if it deviates, its payo¤ increases to $150.
(Incentives to deviate!!).



A Systematic Procedure for Finding PBEs

Pooling equilibrium with (Low,Low)

Case 2, where µ � 1
2
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Since we found one type of privately informed player (the
Weak monetary authority) who has incentives to deviate...

The pooling strategy pro�le LowSLowW cannot be sustained
as a PBE when o¤-the-equilibrium beliefs satisfy µ � 1

2 .

Hence, the pooling strategy pro�le LowSLowW cannot be
sustained as a PBE for any o¤-the-equilibrium beliefs µ.
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1 Introduction

The literature on industrial organization and applied game theory has signi�cantly contributed to

our understanding of strategic interactions in sequential-move contexts where one agent has access

to more accurate information than his/her opponents. Examples include Spence (1974), who uses

signaling games for the study of labor market games; Milgrom and Roberts (1982 and 1986),

Harrington (1986), and Bagwell and Ramey (1990, 1991), which analyze limit-pricing practices by

one or multiple incumbents; Gal-Or (1989), who examines warranties; and, more recently, Ridley

(2008) and Fong (2011), which consider entry-deterrence games and players� revelation of their

altruism concerns, respectively.

Most studies in this literature use the Perfect Bayesian equilibrium (PBE) solution concept, since

strategies in these information settings must be sequentially rational. Despite the wide use of PBE,

most undergraduate and graduate textbooks on game theory still provide relatively theoretical

de�nitions of PBE. Yet, they essentially lack a systematic exposition on how to �nd PBEs in

incomplete information games using step-by-step examples. Furthermore, the PBE is often one of

the most advanced solution concepts introduced in undergraduate game theory courses (as well as in

certain Masters�programs), leading many students to especially struggle with this topic, ultimately

deterring them from pursuing research in this rapidly expanding area of economics.

This paper introduces both undergraduate and graduate students to a systematic �ve-step

procedure that allows for a search of all PBEs in pure strategies. Such a procedure is often used

by many scholars in the �eld of industrial organization, but it is relegated to technical appendices,

thereby limiting its dissemination among undergraduate and Master�s students. Our paper �rst

provides a non-technical introduction to the PBE solution concept, and then o¤ers a step-by-step

application of this procedure to a signaling game.1 This paper includes graphical illustrations, in

order to focus students�attention on the most relevant payo¤ comparisons at each of the PBE we

examine. Furthermore, and for completeness, we emphasize the distinction between equilibrium

and o¤-the-equilibrium beliefs, in order to familiarize non-technical readers with a topic several

students �nd especially challenging.

The following section describes the PBE solution concept, separately discussing its two main in-

gredients: sequential rationality in incomplete information environments and consistency of beliefs.

Section 3 then presents the �ve steps of the systematic procedure. Finally, section 4 applies this

procedure to a signaling game between a monetary authority, who announces an in�ation target,

and a labor union, who responds demanding a wage increase.

1 In order to facilitate the use of this procedure to other signaling games, such as those analyzing limit pricing or
advertising, the game we consider is strategically similar to the labor-market signaling game introduced by Spence
(1974).
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2 Perfect Bayesian Equilibrium - De�nition

A strategy pro�le for N players (s1; s2; :::; sN ) and a system of beliefs over the nodes at all infor-

mation sets are a PBE if:

a) Each player�s strategies specify optimal actions, given the strategies of the other players, and

given his beliefs.

b) The beliefs are consistent with Bayes�rule, whenever possible.

This de�nition hence emphasizes two elements we must �nd in a PBE. First, condition (a)

resembles the condition for players� best responses in the standard de�nition of the Nash equi-

librium solution concept, but applied to incomplete information settings, since players must �nd

optimal actions given his beliefs about his opponents�types. Second, condition (b) stresses that

beliefs must satisfy Bayes� rule. Furthermore, this property must hold both when players form

beliefs along the equilibrium path (in this case, the application of Bayes�rule is straightforward,

as we describe below), and o¤-the-equilibrium path (in this case, Bayes� rule cannot be applied

as we illustrate below, and hence o¤-the-equilibrium beliefs must be arbitrarily speci�ed). Let us

separately examine each of the above conditions.

2.1 Sequential rationality in incomplete information contexts

In order to apply sequential rationality in an environment where players do not observe each others�

types (e.g., production costs, abilities, etc.), we must extend the notion of sequential rationality

applied in games of complete information (i.e., when using backward induction), to games of incom-

plete information. This implies, in particular, the need for every player to maximize his expected

utility level, given his own beliefs about the other players�types. Speci�cally, at every information

set at which a player is called on to move, he must choose the strategy that maximizes his expected

utility, given that all other players will do the same, and given his own beliefs about the other

players�types.

Example: Consider the following sequential-move game with incomplete information. A mone-

tary authority (such as the Federal Reserve Bank, or the European Central Bank) privately observes

its degree of commitment with maintaining low in�ation levels. After observing its type (either

Strong or Weak, with probabilities 0.6 and 0.4, respectively), the monetary authority decides to

announce that the expectation for in�ation during the next period will be either High or Low.

Upon observing the message sent by the monetary authority, but without observing its true type,

the labor union responds asking a high wage increase (denoted as H in the �gure) or a low wage

increase (represented with L). For compactness, � denotes the labor union�s belief about the mon-

etary authority�s type being Strong upon observing a High in�ation announcement (in the vertical

information set located on the left-hand side of the �gure), i.e., � � �(StrongjHighInflation).

3



Likewise,  represents the labor union�s beliefs after observing a Low in�ation announcement (in

the information set on the right-hand side of the �gure), i.e.,  � �(StrongjLowInflation).
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Fig 1. Monetary authority signaling game.

In this setting, after observing a low in�ation announcement (in the right-hand side) the la-

bor union responds with a high salary increase (H) if and only if EULabor(HjLowInflation) >
EULabor(LjLowInflation). That is, if

(�100) + 0(1� ) > 0 + (�100)(1� )

which holds for all  < 1
2 . Similarly, if the monetary authority instead announces a high in�ation

target (in the left-hand side of the �gure), the labor union responds with a high salary increase (H)

if and only if EULabor(HjHighInflation) > EULabor(LjHighInflation). That is, if

(�100)�+ 0(1� �) > 0�+ (�100)(1� �)

which holds for all � < 1
2 .

2.2 Conditional beliefs about types

Let us now examine a player�s beliefs about his opponent�s type. First note that player, by observing

his opponent�s action, might be able to infer something about the his opponent�s type through such

action. In this case, we say that a player (e.g., the labor union) updates his beliefs about his

opponent�s type (the monetary authority�s type).

Such belief updating must, in addition, satisfy Bayes� rule. In order to understand the use

of Bayes� rule in this context, let us apply it to the previous example. Let us hence denote by

�Strong the probability that the Strong type of monetary authority announces a high in�ation, and

by �Weak the probability that the Weak type announces a high in�ation. Then, after observing a
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high-in�ation announcement (as illustrated in the �gure below), the labor union�s belief that such

a message originates from a Strong monetary authority, �, can be expressed as

� =
p�Strong

p�Strong + (1� p)�Weak
=

0:6�Strong

0:6�Strong + 0:4�Weak

Fig. 2. Belief updating.

Intuitively, the labor union�s beliefs are de�ned by a conditional probability: the probabil-

ity that, conditional on observing a high-in�ation announcement (which occurs with probability

0:6�Strong +0:4�Weak), such announcement originates from a Strong monetary authority. In other

words, we divide the probability that the monetary authority is Strong and makes a high-in�ation

announcement, 0:6�Strong, over the probability that any type of monetary authority (Strong or

Weak) announces a high in�ation level. Because Bayes� rule analyzes how a player updates his

beliefs after observing his opponent�s action, the literature often refers to a player�s updated beliefs

as its �posterior�beliefs, as opposed to his �prior�beliefs (which simply coincide with the initial

probability distribution over types).

Example: Assume that �Strong = 1
8 and �

Weak = 1
16. . Then, the labor union�s posterior beliefs

about the monetary authority being Strong after observing a high-in�ation announcement, �, are

� =
0:6�Strong

0:6�Strong + 0:4�Weak
=

0:618
0:618 + 0:4

1
16

= 0:75

Intuitively, while nature assigns a probability of 0.6 to the monetary authority being Strong, the

labor union assigns a larger probability weight to the event that the observed high-in�ation an-

nouncement originates from the Strong type. Indeed, �Strong = 1
8 and �

Weak = 1
16. implies that

the Strong monetary authority announces high-in�ation targets with twice the probability than its

Weak counterpart. As a consequence, upon observing the high-in�ation announcement the labor

union updates its beliefs in favor of the Strong type of sender.
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A remark about o¤-the-equilibrium beliefs: Consider a setting in which one of the re-
sponder�s information sets is unreached. In the above example, this occurs when both types of

monetary authorities choose the same announcement: for instance, when both announce a high

in�ation, i.e., �Strong = �Weak = 1, the vertical information set in the opposite side of the game

tree (right-hand side) is unreached. Consider now that the labor union observes the event of a low-

in�ation announcement. According to the above strategy pro�le, such an announcement should

never be observed. Despite being surprised by this o¤-the-equilibrium announcement, the labor

union must still update its belief , as follows

 =
0:6
�
1� �Strong

�
0:6 (1� �Strong) + 0:4 (1� �Weak)

=
0

0

where 1��Strong
�
1� �Weak

�
denotes the probability that a Strong (Weak, respectively) monetary

authority sends a high-in�ation announcement. However, since �Strong = �Weak = 1, both the

numerator and denominator become zero, yielding an indeterminate result for ratio . As a result,

belief  is thus indeterminate, and we are allowed to arbitrarily specify the value of , i.e., set any

value between zero and one  2 [0; 1].2

Recall that condition (b) on the de�nition of a PBE stated that beliefs must be consistent with

Bayes�rule �whenever possible.�This quali�cation in condition (b) is related with our discussion

of o¤-the-equilibrium beliefs. Indeed, when a player is called on to move at an information set

that is reached along the equilibrium path, he can use Bayes�rule in order to update its posterior

beliefs. However, when he is at an information set which should not be reached in equilibrium

(o¤-the-equilibrium path), he cannot apply Bayes�rule in order to update his beliefs; and beliefs

can be arbitrarily speci�ed.

A natural question at this point is whether o¤-the-equilibrium beliefs are relevant, or a techni-

cality that we can ignore in our search of equilibrium behavior in games of incomplete information.

O¤-the-equilibrium beliefs are important, since they determine the optimal response of a player

after observing a particular message from his opponent. Depending on the optimal response we

identify, the sender (e.g., monetary authority in our above example) can be induced to change his

message (in�ation announcement), thereby a¤ecting our equilibrium results. As a consequence, we

must be especially careful about o¤-the-equilibrium beliefs in our description of strategy pro�les

that can be sustained as a PBE.

3 Procedure to �nd PBEs

In this section we describe a systematic procedure to search for PBEs in incomplete information

games where one player is privately informed about his type, while his opponent�s type is common

knowledge. In order to facilitate our analysis, note that we usually classify PBEs into two di¤erent

2 In this case, we refer to  as �o¤-the-equilibrium�beliefs (also referred by some scholars as �out-of-equilibrium�
beliefs), since it speci�es beliefs about the probability of being in a node that belongs to an information set that is
not reached in equilibrium.

6



classes: separating PBEs, where di¤erent types of the privately informed player behave di¤erently,

e.g., the Strong monetary authority announces a low in�ation, while the Weak type of authority

announces a high in�ation. In contrast, in pooling PBEs all types of the privately informed player

behave similarly, e.g., both the Strong and Weak type of monetary authority announce a low in�a-

tion. Let us next describe the procedure to check if a particular strategy pro�le (either separating

or pooling) constitutes a PBE.

1. Specify a strategy pro�le for the privately informed player.

� In our above example, there are only four possible strategy pro�les for the privately in-
formed monetary authority: two separating strategy pro�les,HighSLowW and LowSHighW ,

and two pooling strategy pro�les, HighSHighW and LowSLowW . (For future reference,

one can shade the branches corresponding to the strategy pro�le we test.)

2. Update the uninformed player�s beliefs using Bayes� rule at all information sets, whenever

possible.

� In our above example, we need to specify beliefs � and , which arise after the labor
union observes a high or a low in�ation announcement, respectively.3

3. Given the uninformed player�s updated beliefs, �nd his optimal response.

� In our above example, we �rst determine the optimal response of the labor union (H or L)
upon observing a high-in�ation announcement (given its updated belief �), and we then

determine its optimal response (H or L) after observing a low-in�ation announcement

(given its updated belief ). (Also for future reference, it might be helpful to shade the

branches corresponding to the optimal responses we just found.)

4. Given the optimal response of the uninformed player, �nd the optimal action (message) for

the informed player.

� In our previous example, we �rst check if the Strong monetary authority prefers to make
a high or low in�ation announcement (given the labor union�s optimal response after

receiving each possible message, as determined in step 3). We then operate similarly for

the Weak type of monetary authority.

5. Then check if this strategy pro�le for the informed player coincides with the pro�le you

suggested in step 1.

3Note that in a separating strategy pro�le both information sets are reached in equilibrium, and hence beliefs
can be updated using Bayes� rule. In a pooling strategy pro�le, in contrast, one information set is unreached in
equilibrium, thus implying that either � or  must be arbitrarily speci�ed.
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(a) If it coincides, then this strategy pro�le, updated beliefs and optimal responses can be

supported as a PBE of the incomplete information game.

(b) Otherwise, we say that this strategy pro�le cannot be sustained as a PBE of the game.

The following section separately applies this procedure to test each of the four candidate strategy

pro�les: two separating strategy pro�les, LowSHighW , and HighSLowW , and two pooling strategy

pro�les, HighSHighW and LowSLowW .

4 Step-by-step example

4.1 Separating equilibrium with LowSHighW

First step. We �rst specify the separating strategy pro�le LowSHighW for the informed player,

i.e., the Strong monetary authority announces a low in�ation while the Weak authority announces

a high in�ation level. For future reference, �gure 3 shades branches LowS and HighW .

Fig 3. Separating strategy pro�le LowSHighW .

Second step. We can now use Bayes�rule to update the uninformed player�s (labor union)
beliefs.

� Upon observing a high-in�ation announcement (in the left-hand side of the �gure), the labor
union updates � taking into account that in this separating strategy pro�le �Strong = 0 while

�Weak = 1, i.e., only the weak type of authority announces a high-in�ation target. More

formally,

� =
0:6�Strong

0:6�Strong + 0:4�Weak
=

0:6� 0
0:6� 0 + 0:4� 1 = 0

Intuitively indicating that, if the labor union observes a high-in�ation announcement, it

assigns zero probability to such announcement originating from a Strong type of monetary

authority. Upon observing such announcement, in contrast, 1 � � = 1, representing that
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the labor assigns full probability to this announcement being made by the Weak type of

authority. Graphically, this belief updating entails that, along the vertical information set on

the left-hand side of the �gure, we focus on the lower node alone.

� Similarly, after observing a low-in�ation announcement (on the right-hand side of the game
tree), the labor union updates  still considering that �Strong = 0 and �Weak = 1 in this

strategy pro�le.

 =
0:6
�
1� �Strong

�
0:6 (1� �Strong) + 0:4 (1� �Weak)

=
0:6� 1

0:6� 1 + 0:4� 0 = 1

Intuitively implying that, if the labor union observes a low-in�ation announcement, it believes

that such a message must originate from a Weak type of authority, i.e.,  = 1, and never

stem from a Strong authority, i.e., 1 �  = 0. Graphically, this belief updating entails that,
along the vertical information set on the right-hand side of the tree, we focus on the upper

node alone.

Third step. Optimal response of the uninformed player:

� Upon observing a high-in�ation announcement, since � = 0, the labor union focuses on the
lower node of this information set (see lower left-hand corner of the �gure). Given this

belief, the labor union responds with a high salary increase (H) since its associated payo¤

($0) is larger than that from L (-$100). In order to keep track of this result, Figure 4

below shades the branch corresponding to the labor union�s response of H after observing a

high-in�ation announcement. Importantly, H must be shaded for all nodes that belong to

this information set, since the uninformed labor union cannot condition his response on the

monetary authority�s type.

� Upon observing a low-in�ation announcement, since  = 1, the labor union focuses on the

upper node of this information set (see upper right-hand corner of the �gure). Given this

belief, the labor union responds with a low salary increase (L) since its associated payo¤

($0) is larger than that from H (-$100). Similarly as above, Figure 4 shades the branch

corresponding to L after observing a low-in�ation announcement. Furthermore, L must be
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shaded in all nodes within this information set.
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Fig 4. Separating strategy pro�le LowSHighW .

Fourth step. Given the uninformed player�s optimal responses, we can now determine the

informed player�s optimal messages.

� Strong type. If the Strong monetary authority behaves as prescribed by this strategy pro�le
(announcing a low-in�ation target), it can anticipate that such announcement will be re-

sponded with a low wage demand, L (we just need to follow the shaded branches in the upper

part of the �gure corresponding to the Strong type of authority), ultimately yielding a payo¤

of $300. If, instead, it deviates towards a high-in�ation announcement, it can anticipate that

such an announcement will be responded with a high-wage demand (H), implying a lower

payo¤ of $0. Hence, the strong monetary authority does not have incentives to deviate from

the separating strategy pro�le.

� Weak type. If the Weak monetary authority behaves as prescribed by this strategy pro�le
(announcing a high-in�ation target), it can anticipate that such announcement will be re-

sponded with a high wage demand, H, ultimately yielding a payo¤ of $100. If, instead, it

deviates towards a low-in�ation announcement, it can anticipate that such an announcement

will be responded with a low-wage demand (L), implying a lower payo¤ of $50. Therefore,

the weak monetary authority does not have incentives to deviate from the prescribed strategy

pro�le either.

Fifth step. Therefore, no type of privately informed player has unilateral incentives to devi-
ate from the prescribed separating strategy pro�le LowSHighW , whereby the monetary authority

announces a low in�ation only when its type is Strong. As a consequence, the separating strategy

pro�le LowSHighW can be sustained as a PBE of this incomplete information game.
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4.2 Separating equilibrium with HighSLowW

First step. We next specify the opposite separating strategy pro�le HighSLowW , i.e., the Strong
monetary authority announces a high in�ation while the Weak authority announces a low in�ation

level. (You might suspect that this strategy pro�le is insensible, or literary crazy. Your suspicion

was right since, as we next show, this strategy pro�le cannot be sustained as a PBE.) Following

the same procedure as above, �gure 5 shades branches HighS and LowW .

Fig 5. Separating strategy pro�le HighSLowW .

Second step. We can now use Bayes�rule to update the uninformed player�s (labor union)
beliefs.

� Upon observing a high-in�ation announcement (in the left-hand side of the �gure), the labor
union updates � taking into account that in this separating strategy pro�le �Strong = 1 while

�Weak = 0, i.e., only the strong type of authority announces a high-in�ation target. More

formally,

� =
0:6�Strong

0:6�Strong + 0:4�Weak
=

0:6� 1
0:6� 1 + 0:4� 0 = 1

Intuitively indicating that, if the labor union observes a high-in�ation announcement, it

assigns full probability to such announcement originating from a Strong type of monetary

authority.4

� Similarly, after observing a low-in�ation announcement (on the right-hand side of the game
tree), the labor union updates  as follows:

 =
0:6
�
1� �Strong

�
0:6 (1� �Strong) + 0:4 (1� �Weak)

=
0:6� 0

0:6� 0 + 0:4� 1 = 0

4Upon observing such an announcement, in contrast, 1 � � = 0, representing that the labor union assigns zero
probability to this announcement being made by the Weak type of authority. Graphically, this belief updating entails
that, along the vertical information set on the left-hand side of �gure 5, we now focus on the upper node.
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Intuitively implying that, if the labor union observes a low-in�ation announcement, it believes

that such a message must originate from a Weak type of authority, i.e.,  = 0, and never

originate from a Strong authority, i.e., 1 �  = 1. Graphically, this belief updating entails

that, along the vertical information set on the right-hand side of the tree, we focus on the

lower node.

Third step. Optimal response of the uninformed player:

� Upon observing a high-in�ation announcement, since � = 1, the labor union focuses on the
upper node of this information set (see upper left-hand corner of the �gure). Given this

belief, the labor union responds with a low salary increase (L) since its associated payo¤ ($0)

is larger than that from H (-$100). Figure 6 below shades the branch corresponding to the

labor union�s response of L after observing a high-in�ation announcement.

� Upon observing a low-in�ation announcement, since  = 0, the labor union focuses on the

lower node of this information set (see lower right-hand corner of the �gure). Given this belief,

the labor union responds with a high salary increase (H) since its associated payo¤ ($0) is

larger than that from L (-$100). Similarly as above, �gure 6 shades the branch corresponding

to the labor union�s response of H after observing a low-in�ation announcement.
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Fig 6. Separating strategy pro�le HighSLowW .

Fourth step. Given the uninformed player�s optimal responses, we can now determine the

informed player�s optimal messages.

� Strong type. If the Strong monetary authority behaves as prescribed by this strategy pro�le
(announcing a high-in�ation target), it can anticipate that such announcement will be re-

sponded with a low wage demand, L (we just need to follow the shaded branches in the upper

part of �gure 6 corresponding to the Strong type of authority), ultimately yielding a payo¤
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of $200. If, instead, it deviates towards a low-in�ation announcement, it can anticipate that

such an announcement will be responded with a high-wage demand (H), implying a lower

payo¤ of $100. Hence, the strong monetary authority does not have incentives to deviate

from the prescribed strategy pro�le.

� Weak type. If the Weak monetary authority behaves as prescribed by this strategy pro�le (an-
nouncing a low-in�ation target), it can anticipate that such announcement will be responded

with a high wage demand, H (just follow the shaded branches in the lower part of �gure 6

corresponding to the Weak type of authority), ultimately yielding a payo¤ of $0. If, instead, it

deviates towards a high-in�ation announcement, it can anticipate that such an announcement

will be responded with a low-wage demand (L), implying a higher payo¤ of $150. Therefore,

the weak monetary authority has incentives to deviate from the prescribed strategy pro�le.

Fifth step. Since we found that one type of privately informed player (the Weak type of

monetary authority) has incentives to deviate from the prescribed strategy pro�le LowSHighW ,

we can conclude that LowSHighW cannot be sustained as a PBE of this incomplete information

game.

4.3 Pooling equilibrium with HighSHighW

First step. Let us next check if the pooling strategy pro�le HighSHighW where both types

of monetary authority announce a high in�ation can be sustained as a PBE. Following the same

approach as for the separating strategy pro�les, �gure 7 below shades branches HighS and HighW .

Fig 7. Pooling strategy pro�le HighSHighW .

Second step. We can now use Bayes�rule to update the uninformed player�s (labor union)
beliefs.
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� Upon observing a high-in�ation announcement, the labor union updates � taking into account
that in this pooling strategy pro�le �Strong = 1 and �Weak = 1, i.e., both the strong and

weak types of authority announce a high-in�ation target. More formally,

� =
0:6�Strong

0:6�Strong + 0:4�Weak
=

0:6� 1
0:6� 1 + 0:4� 1 = 0:6

which coincide with the prior probability that the monetary authority is Strong. Intuitively,

since both types of authorities select a high-in�ation announcement in this strategy pro�le, the

labor union�s observation of a high-in�ation announcement does not allow it to further restrict

its posterior beliefs about the monetary authority�s type, i.e., the announcement becomes

uninformative. Hence, the posterior beliefs (updated using Bayes� rule) coincide with the

prior probability distribution. This is a common result in pooling strategy pro�les, whereby

updated beliefs along the equilibrium path coincide with the prior probability distribution

over types.5

� If the labor union observes a low-in�ation announcement, the labor union must still update 
considering that �Strong = 1 and �Weak = 1. Note, however, that such an announcement only

occurs o¤-the-equilibrium path according to this strategy pro�le. Indeed, if we use Bayes�

rule to update the labor union�s beliefs in this setting we obtain an indeterminate result,

 =
0:6
�
1� �Strong

�
0:6 (1� �Strong) + 0:4 (1� �Weak)

=
0:6� 0

0:6� 0 + 0:4� 0 =
0

0

implying that this player�s o¤-the-equilibrium beliefs can be arbitrarily speci�ed, i.e.,  2
[0; 1].

Third step. Optimal response of the uninformed player:

� Upon observing a high-in�ation announcement, since beliefs along the equilibrium path satisfy
� = 0:6, the labor union cannot focus on a single node, and must select whether to respond

with H or L by comparing the expected utility of each response, as follows.

EULabor (HjHigh) = 0:6� (�100) + 0:4� 0 = �60

EULabor (LjHigh) = 0:6� 0 + 0:4� (�100) = �40

Hence, the labor union optimally responds with a low salary increase (L) since its associated

expected payo¤ ($-40) is larger than that from H (-$60). Figure 8 below shades the branch

corresponding to the labor union�s response of L after observing a high-in�ation announce-

5Unlike in the case of separating strategy pro�les, these beliefs entail that, along the vertical information set on
the left-hand side of �gure 7, we cannot focus on one of the nodes, since the probability of being in the upper node
is still 0.6 and that of being in the lower node is 0.4 (both of them being di¤erent from zero).
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ment.

Fig 8. Pooling strategy pro�le HighSHighW .

� Upon observing a low-in�ation announcement, since o¤-the-equilibrium beliefs satisfy  2
[0; 1], the labor union cannot focus on a single node, and must select whether to respond with

H or L by computing the expected utility of each response, as follows.

EULabor (HjLow) =  � (�100) + (1� )� 0 = �100

EULabor (LjLow) =  � 0 + (1� )� (�100) = �100 + 100

Given these expected payo¤s, the labor union responds with a high salary increase (H) if and

only if �100 > �100+100, or 12 > . We will then need to divide our following step, where
we analyze the optimal announcements of the monetary authority, into two cases: (1)  < 1

2 ,

where the labor union responds with H after observing a low-in�ation announcement; and (2)

 � 1
2 , where the labor union responds with L after observing a low-in�ation announcement.

Fourth step. Given the uninformed player�s optimal responses, we can now determine the

informed player�s optimal messages.

1. CASE 1  < 1
2 : These o¤-the-equilibrium beliefs induce the labor union to respond with H

after observing a low-in�ation announcement (to facilitate comparison, �gure 9 below shades

the branches corresponding to H in the right-hand side of the �gure). Let us next check

if either type of monetary authority has incentives to deviate from the prescribed pooling
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strategy pro�le.
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Fig 9. Pooling strategy pro�le HighSHighW when  < 1
2 .

� Strong type. If the Strong monetary authority behaves as prescribed by this strategy
pro�le (announcing a high-in�ation target), it can anticipate that such announcement

will be responded with a low wage demand, L, ultimately yielding a payo¤ of $200. If,

instead, it deviates towards a low-in�ation announcement, it can anticipate that such

an announcement will be responded with a high-wage demand (H) as indicated in the

shaded branches in the right-hand side of the �gure given that we consider the case in

which  < 1
2 , implying a lower payo¤ of $100. Hence, the strong monetary authority

does not have incentives to deviate from the prescribed strategy pro�le.

� Weak type. If the Weak monetary authority behaves as prescribed by this strategy

pro�le (announcing a high-in�ation target), it can anticipate that such announcement

will be responded with a low wage demand, L, ultimately yielding a payo¤ of $150. If,

instead, it deviates towards a low-in�ation announcement, it can anticipate that such

an announcement will be responded with a high-wage demand (H) as indicated in the

shaded branches in the right-hand side of the �gure given that we consider the case in

which  < 1
2 , implying a lower payo¤ of $0. Therefore, the weak monetary authority

does not have incentive to deviate from the prescribed pooling strategy pro�le either.

� Since no type of privately informed player (monetary authority) has incentives to deviate
from the prescribed pooling strategy pro�le, we conclude that HighSHighW can be

supported as a PBE when o¤-the-equilibrium beliefs satisfy  < 1
2 .
6

6Nonetheless, this pooling PBE does not survive the Cho and Kreps�(1987) Intuitive Criterion. Indeed, if the labor
union observes the o¤-the-equilibrium message of low in�ation, it could infer that the only type of monetary authority
for which such a message produces a higher payo¤ than in the pooling PBE is the Strong type of authority. Hence, the
labor union�s o¤-the-equilibrium beliefs would be restricted to  = 1 (leading it to respond with L), thus providing
the Strong monetary authority with incentives to deviate from the prescribed pooling strategy pro�le. For more
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2. CASE 2  � 1
2 : These o¤-the-equilibrium beliefs induce the labor union to respond with

L after observing a low-in�ation announcement (to facilitate comparison, �gure 10 below

shades the branches corresponding to L in the right-hand side of the �gure). Let us next

check if either type of monetary authority has incentives to deviate from the prescribed

pooling strategy pro�le.
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Fig 10. Pooling strategy pro�le HighSHighW when  � 1
2 .

� Strong type. If the Strong monetary authority behaves as prescribed by this strategy
pro�le (announcing a high-in�ation target), it can anticipate that such announcement

will be responded with a low wage demand, L, ultimately yielding a payo¤ of $200. If,

instead, it deviates towards a low-in�ation announcement, it can anticipate that such

an announcement will be responded with a low-wage demand (L) as indicated in the

shaded branches in the right-hand side of �gure 10 given that we consider the case in

which  � 1
2 , implying a higher payo¤ of $300. Hence, the strong monetary authority

has incentives to deviate from the prescribed pooling strategy pro�le.7

� Weak type. If the Weak monetary authority behaves as prescribed by this strategy

pro�le (pooling with the Strong type), it can anticipate that such an announcement

will be responded with a low wage demand, L, ultimately yielding a payo¤ of $150. If,

instead, it deviates towards a low-in�ation announcement, it can anticipate that such

an announcement will be responded with a low-wage demand (L) as indicated in the

shaded branches in the right-hand side of �gure 10 given that we consider the case in

which  � 1
2 , implying a lower payo¤ of $50. Therefore, the weak monetary authority

details on the application of this re�nement criterion to signaling games, see Espinola-Arredondo and Munoz-Garcia
(2010).

7Once we identify one type of privately informed player with incentives to deviate from the prescribed strategy
pro�le, we can claim that such strategy pro�le cannot be sustained as a PBE. For completeness, we nonetheless
include the analysis corresponding to the weak type of monetary authority below.
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does not have incentive to deviate from the prescribed pooling strategy pro�le.

� Since we found that one type of privately informed player (the Strong monetary author-
ity) has incentives to deviate from the prescribed pooling strategy pro�le, we conclude

that HighSHighW cannot be supported as a PBE when o¤-the-equilibrium beliefs sat-

isfy  � 1
2 .

Fifth step. Therefore, the pooling strategy pro�le HighSHighW can only be supported as a

PBE when o¤-the-equilibrium beliefs satisfy  < 1
2 .

4.4 Pooling equilibrium with LowSLowW

First step. Let us �nally check if the pooling strategy pro�le LowSLowW where both types

of monetary authority announce a low in�ation can be sustained as a PBE. Following the same

approach as above, �gure 11 shades branches LowS and LowW .

Fig 11. Pooling strategy pro�le LowSLowW .

Second step. We can now use Bayes�rule to update the uninformed player�s (labor union)
beliefs.

� Upon observing a high-in�ation announcement (in the right-hand side of the �gure), the labor
union updates  taking into account that in this strategy pro�le �Strong = 0 and �Weak = 0,

i.e., neither the strong nor the weak type of authority announce a high-in�ation target. More

formally,

 =
0:6
�
1� �Strong

�
0:6 (1� �Strong) + 0:4 (1� �Weak)

=
0:6� 1

0:6� 1 + 0:4� 1 = 0:6

which coincide with the prior probability that the monetary authority is Strong. Intuitively,

since both types of authorities select a low-in�ation announcement, the labor union�s ob-
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servation of a low-in�ation announcement does not allow it to further restrict its posterior

beliefs.

� If the labor union observes a high-in�ation announcement (on the left-hand side of the game
tree), the labor union must still update � considering that �Strong = 0 and �Weak = 0.

Such an announcement, however, only occurs o¤-the-equilibrium path according to this strat-

egy pro�le. Indeed, if we use Bayes�rule to update the labor union�s beliefs we obtain an

indeterminate result,

� =
0:6�Strong

0:6�Strong + 0:4�Weak
=

0:6� 0
0:6� 0 + 0:4� 0 =

0

0

implying that this player�s o¤-the-equilibrium beliefs can be arbitrarily speci�ed, i.e., � 2
[0; 1].

Third step. Optimal response of the uninformed player:

� Upon observing a low-in�ation announcement, since beliefs along the equilibrium path satisfy
 = 0:6, the labor union must compare the expected utility of responding with H or L, as

follows.

EULabor (HjLow) = 0:6� (�100) + 0:4� 0 = �60

EULabor (LjLow) = 0:6� 0 + 0:4� (�100) = �40

Hence, the labor union optimally responds with a low salary increase (L) since its associated

expected payo¤ is larger. Figure 12 below shades the branches corresponding to the labor

union�s response of L after observing a high-in�ation announcement.

Fig 12. Pooling strategy pro�le LowSLowW .

19



� Upon observing a high-in�ation announcement, since o¤-the-equilibrium beliefs satisfy � 2
[0; 1], the labor union must select whether to respond with H or L by computing the expected

utility of each response, as follows.

EULabor (HjLow) = �� (�100) + (1� �)� 0 = �100�

EULabor (LjLow) = �� 0 + (1� �)� (�100) = �100 + 100�

Given these expected payo¤s, the labor union responds with a high salary increase (H) if and

only if �100� > �100 + 100�, or 12 > �. We will then need to divide the next (fourth) step,
where we analyze the optimal announcements of the monetary authority, into two cases: (1)

� < 1
2 , where the labor union responds with H after observing a high-in�ation announce-

ment; and (2) � � 1
2 , where the labor union responds with L after observing a high-in�ation

announcement.

Fourth step. Given the uninformed player�s optimal responses, we can now determine the

informed player�s optimal messages.

1. CASE 1 � < 1
2 : These o¤-the-equilibrium beliefs induce the labor union to respond with H

after observing a high-in�ation announcement (to facilitate comparison, �gure 13 shades the

branches corresponding to H in the left-hand side of the �gure). Let us next check if either

type of monetary authority has incentives to deviate from the prescribed pooling strategy

pro�le.
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Fig 13. Pooling strategy pro�le LowSLowW when � < 1
2 .

� Strong type. If the Strong monetary authority behaves as prescribed by this strategy
pro�le (announcing a low-in�ation target), it can anticipate that such announcement

will be responded with a low wage demand, L, ultimately yielding a payo¤ of $300. If,
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instead, it deviates towards a high-in�ation announcement, it can anticipate that such

an announcement will be responded with a high-wage demand (H) as indicated in the

shaded branches in the left-hand side of �gure 13 given that we consider the case in

which � < 1
2 , implying a lower payo¤ of $0. Hence, the strong monetary authority does

not have incentives to deviate from the prescribed strategy pro�le.

� Weak type. If the Weak monetary authority behaves as prescribed by this strategy pro-
�le (pooling with the Strong type), it can anticipate that such announcement will be

responded with a low wage demand, L, ultimately yielding a payo¤ of $50. If, instead,

it deviates towards a high-in�ation announcement, it can anticipate that such an an-

nouncement will be responded with a high-wage demand (H) as indicated in the shaded

branches in the left-hand side of the �gure given that we consider the case in which

� < 1
2 , implying a higher payo¤ of $100. Therefore, the weak monetary authority has

incentive to deviate from the prescribed strategy pro�le.

� Since one type of privately informed player (Weak monetary authority) has incentives
to deviate from the prescribed pooling strategy pro�le, we conclude that LowSLowW

cannot be supported as a PBE when o¤-the-equilibrium beliefs satisfy � < 1
2 .

2. CASE 2 � � 1
2 : These o¤-the-equilibrium beliefs induce the labor union to respond with

L after observing a high-in�ation announcement (to facilitate comparison, �gure 14 shades

the branches corresponding to L in the left-hand side). Let us next check if either type of

monetary authority has incentives to deviate from the prescribed pooling strategy pro�le.
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Fig 14. Pooling strategy pro�le LowSLowW when � � 1
2 .

� Strong type. If the Strong monetary authority behaves as prescribed by this strategy
pro�le (announcing a low-in�ation target), it can anticipate that such announcement

will be responded with a low wage demand, L, ultimately yielding a payo¤ of $300. If,

instead, it deviates towards a high-in�ation announcement, it can anticipate that such
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an announcement will be responded with a low-wage demand (L) as indicated in the

shaded branches in the left-hand side of �gure 14 given that we consider the case in

which � � 1
2 , implying a lower payo¤ of $200. Hence, the strong monetary authority

does not have incentives to deviate from the prescribed strategy pro�le.

� Weak type. If the Weak monetary authority behaves as prescribed by this strategy

pro�le (pooling with the Strong type), it can anticipate that such an announcement

will be responded with a low wage demand, L, ultimately yielding a payo¤ of $50. If,

instead, it deviates towards a low-in�ation announcement, such an announcement will

be responded with a low-wage demand (L) as indicated in the shaded branches in the

left-hand side of �gure 14 given that we consider the case in which � � 1
2 , implying a

higher payo¤ of $150. Therefore, the weak monetary authority has incentives to deviate

from the prescribed strategy pro�le.

� Since we found that one type of privately informed player (the Weak monetary authority)
has incentives to deviate from the prescribed pooling strategy pro�le, we conclude that

this strategy pro�le cannot be supported as a PBE when o¤-the-equilibrium beliefs

satisfy � � 1
2 .

Fifth step. Therefore, the pooling strategy pro�le LowSLowW cannot be supported as a PBE

regardless of the o¤-the-equilibrium beliefs, i.e., cannot be sustained when � < 1
2 or when � �

1
2 .
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ECONS 491 – STRATEGY AND GAME THEORY1 
SIGNALING IN THE LABOR MARKET 

 
 
 
 
Let us consider the following sequential game with incomplete information. A worker privately 
observes whether he has a High productivity or a Low productivity, and then decides whether to 
acquire some education that he will be able to use as a signal about what his productivity level is. 
The firm that is thinking in hiring him can either hire him as a manager (M) or as a cashier (C). 
But the firm does not observe the real productivity level of the worker, but only how whether the 
worker decided to acquire college education or not.  
 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
                                                 
1 Felix Munoz-Garcia, School of Economic Sciences, Washington State University. Pullman, WA 99163, 
fmunoz@wsu.edu.  
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1. Separating PBE with High productivity workers acquiring education, and Low 
productivity workers Not acquiring education: (EH, NEL) 

 
 
 
a) Firm’s beliefs (responder beliefs) in this separating PBE 

 
1, i.e., after observing education, the firm concentrates all its beliefs on the worker being 

highly productive 
0, i.e., after observing no education, the firm concentrates all its beliefs on the worker 

being low production 
 

b) Given the firm’s beliefs, which is the firm’s optimal action, after observing every possible 
education level from the worker? 
 
M after education, since 1 and 10> 4 

 after no education, since 0 and 4> 0 
 

c) Given the previous points, what is the worker optimal action (whether to acquire education or 
not) when he is High productivity type? What is his optimal action when he is Low 
productivity type? 
 
The high-productivity worker chooses  since 6> 4 
The low-productivity worker chooses  since 4> 3 
 

d) Can this separating PBE be supported from your answer in c)? 
 

Yes. 
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2. Separating PBE with Low productivity workers acquiring education, and High 
productivity workers Not acquiring education: (NEH, EL) – Crazy, doesn’t it? 

 
 

 
a) Firm’s beliefs (responder beliefs) in this separating PBE 

 
=0, i.e., after observing education, the firm concentrates all its beliefs on the worker being 

low productivity 
=1, i.e., after observing no education, the firm concentrates all its beliefs on the worker 

being high productivity 
 

b) Given the firm’s beliefs, which is the firm’s optimal action, after observing every possible 
education level from the worker? 
 
C after education, since =0 and 4> 0 
M after no education, since =1 and 10> 4 
 

c) Given the previous points, what is the worker optimal action (whether to acquire education or 
not) when he is High productivity type? What is his optimal action when he is Low 
productivity type? 
 
The high-productivity worker chooses  since 10> 0 
 
The low-productivity worker chooses  since 10> -3.  (He deviates from the prescribed 
strategy of ). 
 

d) Can this separating PBE be supported from your answer in c)? 
 
No, since the low-productivity worker has incentives to deviate to . 
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3. Pooling PBE with both types of workers acquiring education: (EH, EL) 

 
 
a) Firm’s beliefs (responder beliefs) in this pooling PBE 

 
Using Bayes’ rule, 
After observing education (in equilibrium.)  

1
1 1 1 1

1
3

 

 
And after observing no education (off the equilibrium),  0,1 . 
 

b) Given the firm’s beliefs, which is the firm’s optimal action, after observing every possible 
education level from the worker? 
 
After observing education, 10 0 1  
 

4
1
3

4 1
1
3

4 
 
Hence, the firm hires the worker as a cashier (C) since 4  . 
 
Similarly, after observing no education, 10 0 1 10  
 

4 4 1 4 
 
Hence, the firm hires the worker as a manager (M’) if 10 4  2/5 . 
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Hence, in the case that γ>2/5, we have that the firm chooses to hire the worker as a manager in the out-
of-equilibrium event that the worker does not acquire education. The next figure illustrates this case. 

 
Can this pooling strategy profile be sustained as a PBE? 
 
No, the high-productivity worker has incentives to deviate towards  since 
10> 0.  (Note that the low-productivity worker also has incentives to deviate to 

 since 10> -3.) 
 

And in the case that γ<2/5, we have that the firm chooses to hire the worker as a cashier in the out-
of-equilibrium event that the worker does not acquire education. The next figure illustrates this case. 

 

 
Can this pooling strategy profile be sustained as a PBE? 
 
No, the high-productivity worker has incentives to deviate towards  since 4> 0. 
(Note that the low-productivity worker also has incentives to deviate since 4> -3.) 
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4. Pooling PBE with both types of workers NOT acquiring education: (NE, NE’) 
 

 
 

a) Firm’s beliefs (responder beliefs) in this pooling PBE 
 
Using Bayes’ rule, after observing no education (in equilibrium), the firm’s beliefs are: 

1
1 1 1 1

 

 
Whereas after observing education (off the equilibrium), the firm’s beliefs are 0,1 .  
 

b) Given the firm’s beliefs, which is the firm’s optimal action, after observing every possible 
education level from the worker? 
 
After observing no education, 10 0  
 

4
1
3

4
2
3

4 
 
Hence, the firm hires the worker as a cashier (C’) after observing no education. 
 
Similarly, after observing no education, 10 0 1 10  
 

4 4 1 4 
 
Hence, the firm hires the worker as a manager (M) only if 10 4  2/5 after 
observing education. 
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Hence, in the case that μ>2/5, we have that the firm chooses to hire the worker as a manager in the 
out-of-equilibrium event that the worker acquires education. The next figure illustrates this case. 

 
 
Can this pooling strategy profile be sustained as a PBE? 
No, the high-productivity worker has incentives to deviate towards  since 6> 4. 
 

Hence, in the case that μ<2/5, we have that the firm chooses to hire the worker as a cashier in the out-
of-equilibrium event that the worker acquires education. The next figure illustrates this case. 

 
Can this pooling strategy profile be sustained as a PBE? 
Yes:  The high-productivity worker does not want to deviate towards  since his 

payoff from , 4, is larger than that from deviating towards  , 0.   
Similarly, the low-productivity worker does not want to deviate towards  since 

his payoff from selecting , 4, is larger than that from deviating to , -3. 
Hence, the pooling strategy profile where no type of worker acquires education 

can be sustained as a PBE when off-the-equilibrium beliefs are  .  
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ECONS 491 – STRATEGY AND GAME THEORY 
HANDOUT ON PERFECT BAYESIAN EQUILIBRIUM- II 

 
 
 
Let us consider the following sequential game with incomplete information. A monetary authority 
(such as the Federal Reserve Bank, or the European Central Bank) privately observes his real 
degree of commitment with maintaining low inflation levels in its country or region. After 
knowing its type (either a Strong commitment or a Weak commitment with low inflation 
policies), the monetary authority decides whether to announce that the expectation for inflation 
during that particular period is going to be High or Low.  
 
A labor union, observing the message sent by the monetary authority (but not its real type), 
decides whether to ask for high increases in the wage level during their yearly increases (denoted 
as H), or to go for more moderate increases in their wages (represented by the letter L).  
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1. Separating PBE with a Strong monetary authority sending Low inflation level, and a 
Weak monetary authority sending High:     (Low, High) – Reasonable! 

 

 
 
a) Labor Union’s beliefs (responder beliefs) in this separating PBE 

 
• 0, i.e., after observing a High inflation announcement, the Labor Union 

concentrates all its beliefs on the Monetary authority being Weak. 
• 1, i.e., after observing a Low inflation announcement, the Labor Union 

concentrates all its beliefs on the Monetary authority being Strong. 
 
b) Given the labor union’s beliefs, which is the labor union’s optimal action, after observing 

every possible inflation announcement from the monetary authority? 
 

• After observing High inflation, the Labor Union responds with H since beliefs are 0 
and 0>-100. 

• After observing Low inflation, the Labor Union responds with L since beliefs are 1, 
and 0>-100. 

 
 
c) Given the previous points, what is the monetary authority optimal action (whether to 

announce High or Low inflation levels) when it is a Strongly committed central bank? What 
is its optimal action when it is a Weakly committed central bank? 

 
• Strong monetary authority selects Low inflation (as prescribed in this strategy 

profile) since 300>0. 
• Weak monetary authority selects High inflation (as prescribed in this strategy profile) 

since 100>50. 
 
 
d) Can this separating PBE be supported from your answer in c)? 
 

Yes. 
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2. Separating PBE with a Strong monetary authority sending High inflation level, and a 
Weak monetary authority sending Low:     (High, Low) – Crazy! 

 

 
 
a) Labor Union’s beliefs (responder beliefs) in this separating PBE 
 

• 1, i.e., after observing a High inflation announcement, the Labor Union 
concentrates all its beliefs on the Monetary authority being Strong. 

• 0, i.e., after observing a Low inflation announcement, the Labor Union 
concentrates all its beliefs on the Monetary authority being Weak. 

 
b) Given the labor union’s beliefs, which is the labor union’s optimal action, after observing 

every possible inflation announcement from the monetary authority? 
 

• After observing High inflation, the Labor Union responds with L since beliefs are 1 
and 0>-100. 

• After observing Low inflation, the Labor Union responds with H since beliefs are 0, 
and 0>-100. 

 
c) Given the previous points, what is the monetary authority optimal action (whether to 

announce High or Low inflation levels) when it is a Strongly committed central bank? What 
is its optimal action when it is a Weakly committed central bank? 

 
• Strong monetary authority selects High inflation (as prescribed in this strategy 

profile) since 200>100. 
• Weak monetary authority selects High inflation (contradicting this strategy profile) 

since 150>0. 
 

d) Can this separating PBE be supported from your answer in c)? 
 

No, since the Weak type of monetary authority has incentives to deviate towards High 
inflation. 
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3. Pooling PBE with both types of Monetary authorities forecast a Low inflation :     
(Low, Low) 

 

 
 
a) Labor Union’s beliefs (responder beliefs) in this pooling PBE 
 

Using Bayes’ rule, the Labor Union’s beliefs after observing Low inflation (in equilibrium) 
are 

1
1 1 1 1

0.6 

 
And after observing High inflation (off-the-equilibrium), beliefs are 

0
0 1 0

0
0

 

 
Thus, off-the-equilibrium beliefs cannot be specified using Bayes’ rule, and must be left 
undefined in the entire range of probabilities  0,1 . 

 
 
b) Given the labor union’s beliefs, which is the labor union’s optimal action, after observing 

every possible inflation announcement from the monetary authority? 
 

After observing Low inflation, let us evaluate the Labor Union’s expected utility from 
responding with H and with L, respectively. 
 

|  100 .06 0 .04 60 
|  0 0.6 100 .04 40 

 
Therefore, after observing Low inflation, the Labor Union prefers L, since it yields a higher 
expected utility.  
 
Let us now move to the case in which the Labor Union observes High inflation. We know 
that this occurs off-the-equilibrium path, but we must find which the optimal response by the 
Labor Union is if it ever observes such announcement from the monetary authority. 
 



 5

| 100 0 1 100  
| 0 100 1 100 100  

 
Hence, the Labor union chooses H after observing a High inflation announcement if 

1 , or    
We will then need to divide our following analysis into two cases:  
• Case 1:  , where the Labor Union responds with H after observing High inflation. 

 
• Case 2:   , where the Labor Union responds with L after observing High inflation. 

 
 
CASE 1:  
Hence, in the case that μ<1/2, we have that the Labor Union (responder) chooses H in the out-of-
equilibrium event that the Monetary Authority announces a High Inflation forecast. The next 
figure helps you illustrate this case, i.e., shade the H branch for the Labor Union in the left-hand 
side of the figure. 

 
 
Can this pooling strategy profile be sustained as a PBE? 
 

• No, since the Weak type of monetary authority prefers to deviate towards High inflation, 
given that 100>50. 

 
 
CASE 2:  
And in the case that μ>1/2, we have that the Labor Union (responder) chooses L in the out-of-
equilibrium event that the Monetary Authority announces a High Inflation forecast. The next 
figure helps you illustrate this case, i.e., shade the L branch for the Labor Union in the left-hand 
side of the figure. 
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Can this pooling strategy profile be sustained as a PBE? 
 
 

• No, since the Weak type of monetary authority prefers to deviate towards High inflation, 
given that 150>50. 
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4. Pooling PBE with both types of Monetary authorities forecast a High inflation :     
(High, High) 

 

 
 
a) Labor Union’s beliefs (responder beliefs) in this pooling PBE 

 
Using Bayes’ rule, the Labor Union’s beliefs after observing High inflation (in equilibrium) 
are 

1
1 1 1 1

0.6 

 
And after observing Low inflation (off-the-equilibrium), beliefs are 

0
0 1 0

0
0

 

 
Thus, off-the-equilibrium beliefs cannot be specified using Bayes’ rule, and must be left 
undefined in the entire range of probabilities  0,1 . 

 
 
b) Given the labor union’s beliefs, which is the labor union’s optimal action, after observing 

every possible inflation announcement from the monetary authority? 
 

• After observing High inflation, let us evaluate the Labor Union’s expected utility from 
responding with H and with L, respectively. 

 
|   100 0.6 0 0.4 60 

|  0 0.6 100 0.4 40 
 
Therefore, after observing High inflation, the Labor Union prefers L, since it yields a higher 
expected utility.  
 
Let us now move to the case in which the Labor Union observes Low inflation. We know 
that this occurs off-the-equilibrium path, but we must find which the optimal response by the 
Labor Union is if it ever observes such announcement from the monetary authority. 
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|   100 0 1 100  
|  0 100 1 100 100  

 
Hence, the Labor union chooses H after observing a Low inflation announcement if 

– 1 , or   
 
We will then need to divide our following analysis into two cases:  
• Case 1:  , where the Labor Union responds with H after observing Low inflation. 

 
• Case 2:   , where the Labor Union responds with L after observing Low inflation. 

 
CASE 1:   
Hence, in the case that γ<1/2, we have that the Labor Union (responder) chooses H in the out-of-
equilibrium event that the Monetary Authority announces a Low Inflation forecast. The next 
figure helps you illustrate this case, i.e., shade the H branch for the Labor Union in the right-hand 
side of the figure. 
 

 
 
Can this pooling strategy profile be sustained as a PBE? 
 

• Yes:  
o The Strong type of monetary authority obtains 200 by choosing a High inflation 

announcement (as prescribed in this strategy profile), but obtains only 100 if it 
deviates towards Low inflation (which is responded with H as indicated in the 
figure). 

o Similarly, the Weak type of monetary authority obtains 150 by choosing a High 
inflation announcement (as prescribed in this strategy profile), but obtains only 0 
if it deviates towards Low inflation (which is responded with H as indicated in 
the figure). 

Since no type of first mover (monetary authority) has incentives to deviate from the 
prescribed pooling strategy, we can claim that this strategy profile can be sustained as a 
PBE when off-the-equilibrium beliefs satisfy . 
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CASE 2:   
And in the case that γ>1/2, we have that the Labor Union (responder) chooses L in the out-of-
equilibrium event that the Monetary Authority announces a High Inflation forecast. The next 
figure helps you illustrate this case, i.e., shade the L branch for the Labor Union in the right-hand 
side of the figure. 

 
 
Can this pooling strategy profile be sustained as a PBE? 
 

• No, since the Strong type of monetary authority has incentives to deviate towards Low 
inflation, given that 150>50. 

 
 



EconS 424- Strategy and Game Theory
Reputation and Incomplete information

in a public good project�

How to �nd Semi-separating equilibria?

April 14, 2014

1 A public good game

Let us consider the following public good game, based on Watson (page 353), where two players
sequentially contribute to a public good. First, player 1 decides to contribute to the public good
(C) or not (N), afterwards player 2 responds to player 1�s donation by contributing (C) or not (N),
and �nally player 1 is again called to move if player 2 contributes.

Player	1 Player	2 Player	1

N

C

N

C

N

C
2,	2

6,	20,	0 2,	0

Sequential game with complete information.

Clearly, this a sequential game of complete information, which can be easily solved by using
backward induction. Hence, the subgame perfect equilibrium of this game is (NN,N) where player
1 never contributes to the public good in the information sets in which he is called to move, and
similarly player 2 does not contribute to the public good in the only node he is called to move. As
a consequence, players�equilibrium payo¤s are (0, 0). However, note that this result is ine¢ cient,
since players would bene�t from the public good being provided, yielding (2, 2). Nonetheless, as we
know from the notion of sequential rationality, every player expects all other players being rational
along all the information sets of the game. This, in particular, makes player 2 expect that player
1 will not contribute to the public good in the �rst and last stages of the game, and similarly for
player 1 regarding player 2�s actions in the second stage of the game tree.

�Félix Muñoz-García, School of Economic Sciences, Washington State University, 103G Hulbert Hall, Pullman,
WA. E-mail: fmunoz@wsu.edu.
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As we next analyze, however, this unfortunate result can be avoided if players interact in an
incomplete information environment (incomplete information game). In the �gure below, we repre-
sent the same sequential-move game that was depicted above, but adding an element of incomplete
information for player 2. Speci�cally, player 2 does not know whether player 1 is a �Sel�sh�type
(who tries to free-ride player 2�s donation and thus avoids giving to the public good), or a �Coop-
erative�type who always prefers to contribute to the public good, regardless of player 2�s actions.

Player	1

Player	2

Player	1

N

C

N

C

N

C
2,	2

6,	20,	0 2,	0

Player	1
Player	1

N

C

N

C

N

C
2,	2

1,	20,	0 1,	0

Proper	Subgame

Proper	Subgame

Nature

Cooperative	¼

Selfish	¾	
μ	

1		μ	

Introducing incomplete information

Let us now �nd the Perfect Bayesian Equilibria (PBE) of this sequential-move game of incom-
plete information by checking the existence of separating and pooling PBE, using the usual steps
we described in class. In any case, since the last information set in which player 1 is called to move
can be identi�ed as a proper subgame of this game tree, we can apply backward induction at the
third stage of the game, what simpli�es the above sequential-move game to the following �gure.
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Player	1

Player	2

N

C

N

C
6,	2

0,	0 2,	0

Player	1

N

C

N

C
2,	2

0,	0 1,	0

Nature

Cooperative	¼

Selfish	¾	
μ	

1		μ	

1.1 Separating PBE (N, C�)

Player	1

Player	2

N

C

N

C
6,	2

0,	0 2,	0

Player	1

N

C

N

C
2,	2

0,	0 1,	0

Nature

Cooperative	¼

Selfish	¾	
μ	

1		μ	

1. Player 2�s beliefs: in this separating strategy pro�le P2�s beliefs are � = 0. Intuitively, if P2
ever observes a contribution from P1, such a contribution must originate from the cooperative
type. Graphically, this implies that P2 focuses on the lower node along the information set.

2. Player 2: Player 2 chooses C since � = 0 and 2 > 1. Graphically, you can shade the C
branch for P2, both after the lower node is reached and after the upper node is reached (since
P2 cannot select a di¤erent strategy for each type of P1, given that he cannot distinguish
P1�s type).
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3. Player 1:

(a) When being sel�sh, P1 chooses C since he anticipates that P2 contributes afterwards,
yielding a payo¤ of 6 for P1, rather than choosing N, which only yields a payo¤ of 0.
[This already shows that the suggested separating strategy pro�le cannot be sustained
as a PBE of the game, since P1 has incentives to deviate from N to C when his type is
sel�sh.]

(b) When being cooperative, P1 chooses C�since he anticipates that P2 contributes after-
wards, yielding a payo¤ of 2 for P1, rather than choosing N�, which only yields a payo¤
of 0.

4. Hence, this separating strategy pro�le � where P1 contributes only when he is cooperative�
cannot be supported as a PBE of this game, since both types of P1 contributes.
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1.2 Separating PBE (C, N�)

Player	1

Player	2

N

C

N

C
6,	2

0,	0 2,	0

Player	1

N

C

N

C
2,	2

0,	0 1,	0

Nature

Cooperative	¼

Selfish	¾	 μ	

1		μ	

1. Player 2�s beliefs: in this separating strategy pro�le P2�s beliefs are � = 1. Intuitively, if
P2 ever observes a contribution from P1, such a contribution must originate from the sel�sh
type (I know, this is crazy). Graphically, this implies that P2 focuses on the upper node along
the information set.

2. Player 2: Player 2 chooses N since � = 1 and 0 > �2. Graphically, you can shade the N
branch for P2, both after the upper node is reached and after the lower node is reached (since
P2 cannot select a di¤erent strategy for each type of P1, given that he cannot distinguish
P1�s type).

3. Player 1:

(a) When being sel�sh, P1 chooses N, yielding a payo¤ of 0, rather than cooperating, which
yields a payo¤ of -2 (given that he anticipates that P2 does not contribute afterwards).
[This already shows that the suggested separating strategy pro�le cannot be sustained
as a PBE of the game, since P1 has incentives to deviate from C to N when his type is
sel�sh.]

(b) When being cooperative, P1 chooses C� since his payo¤ from doing so, 1 given that
he anticipates that P2 contributes afterwards, exceeds that of choosing N�, which only
yields a payo¤ of 0.

4. Hence, this separating strategy pro�le � where P1 contributes only when he is sel�sh� cannot
be supported as a PBE of this game, since P1 does not have incentives to contribute when
his type is sel�sh, as shown in the point 3(a) above.
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1.3 Pooling PBE (C, C�)

Player	1

Player	2

N

C

N

C
6,	2

0,	0 2,	0

Player	1

N

C

N

C
2,	2

0,	0 1,	0

Nature

Cooperative	¼

Selfish	¾	
μ	

1		μ	

1. Player 2�s beliefs:

� =
3
4pself

3
4pself +

1
4pcoop

=
3
4 � 1

3
4 � 1 +

1
4 � 1

=
3

4

where pself denotes the probability with which the sel�sh type contributes, whereas pcoop
represents the probability that the cooperative type contributes. In this pooling strategy
pro�le where both types contribute with 100%, these probabilities satisfy pself = pcoop = 1,
which implies that P2�s beliefs, �, coincide with the prior probability distribution, 34 .

� Intuitively, P2 cannot infer any additional information from P1�s type after observing
that he contributes, since both types of P1 contribute in this pooling strategy pro�le.

2. Player 2: Player 2 expected utility levels from contributing and not contributing are, re-
spectively

EU2(C) =
3

4
(�2) + 1

4
(2) = �1

EU2(N) =
1

4
0 +

3

4
0 = 0

and hence player 2 chooses not to contribute (N). Graphically, you can shade the N branch
for P2, both after the upper node is reached and after the lower node is reached (since P2
cannot select a di¤erent strategy for each type of P1, given that he cannot distinguish P1�s
type).

3. Player 1:

(a) When being sel�sh, P1 chooses N, yielding a payo¤ of 0, rather than cooperating, which
yields a payo¤ of -2 (given that he anticipates that P2 does not contribute afterwards).
[This already shows that the suggested pooling strategy pro�le cannot be sustained as
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a PBE of the game, since P1 has incentives to deviate from C to N when his type is
sel�sh.]

(b) When being cooperative, P1 chooses C�, since his payo¤ from doing so (1) given that
he anticipates that P2 contributes afterwards, exceeds that of choosing N�, which only
yields a payo¤ of 0.

4. Hence, this pooling strategy pro�le � where both types of P1 contribute� cannot be sup-
ported as a PBE of this game, since P1 does not have incentives to contribute when his type
is sel�sh, as shown in the point 3(a) above.
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1.4 Pooling PBE (N, N�)

Player	1

Player	2

N

C

N

C
6,	2

0,	0 2,	0

Player	1

N

C

N

C
2,	2

0,	0 1,	0

Nature

Cooperative	¼

Selfish	¾	
μ	

1		μ	

If	μ	>	½

If	μ	<	½

If	μ	>	½

1. Player 2�s beliefs: Note that player 2�s information set is not reached in equilibrium, since
both types of P1 choose not to contribute, as represented in the �gure. Hence, player 2�s
beliefs, �, are

� =
3
4pself

3
4pself +

1
4pcoop

=
3
40

3
40 +

1
40
=
0

0

where pself = pcoop = 0 since no type of P1 cooperates. P2�s beliefs must then be left
unde�ned, i.e., � 2 [0; 1].

2. Player 2: Player 2 expected utility levels from contributing and not contributing are, respec-
tively

EU2(C) = � (�2) + (1� �)(2) = 2� 4�
EU2(N) = �0 + (1� �)0 = 0

and hence player 2 chooses to contribute if and only if 2� 4� > 0. That is, he contributes if
� < 1

2 . This implies that we will have to divide our following analysis into two cases:

� Case 1: � < 1
2 , implying that P2 responds contributing if he observes an (o¤-the-

equilibrium) contribution from P1.

� Case 2: � > 1
2 , implying that P2 responds not contributing if he observes an (o¤-the-

equilibrium) contribution from P1.

3. Player 1:

(a) CASE 1: � < 1
2 .

i. When being sel�sh, P1 chooses C since he anticipates that P2 contributes afterwards,
yielding a payo¤ of 6, rather than choosing N, which only yields a payo¤ of 0. [This
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already shows that the suggested pooling strategy pro�le cannot be sustained as a
PBE of the game when � < 1

2 , since P1 has incentives to deviate from N to C when
his type is sel�sh.]

ii. When being cooperative, P1 chooses C� since he anticipates that P2 contributes
afterwards, yielding a payo¤ of 2 for P1, rather than choosing N�, which only yields
a payo¤ of 0.

iii. Hence, this pooling strategy pro�le � where no type of P1 contributes� cannot be
supported as a PBE of this game when � < 1

2 , since both types of P1 has incentives
to contribute.

(b) CASE 2: � > 1
2 .

i. When being sel�sh, P1 chooses N, yielding a payo¤ of 0, rather than cooperating,
which yields a payo¤ of -2 (given that he anticipates that P2 does not contribute
afterwards).

ii. When being cooperative, P1 chooses C�, since his payo¤ from doing so (1) given that
he anticipates that P2 contributes afterwards, exceeds that of choosing N�, which
only yields a payo¤ of 0.

iii. Hence, this pooling strategy pro�le � where no type of P1 contributes� cannot be
supported as a PBE of this game when � > 1

2 either, since P1 has incentives to
contribute when being cooperative.

4. Summarizing, this pooling strategy pro�le � where no type of P1 contributes� cannot be
supported as a PBE of this game since either or both types of P1 has incentives to deviate
towards contributions to the public good.
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1.5 Semi-Separating PBE

We have just showed that P1 cannot be using pure strategies. He must be using mixed strategies.
The �gure below depicts a strategy pro�le where P1 mixes between contributing and not contribut-
ing to the public good when his type is sel�sh (dashed lines), but contributes using pure strategies
(100% of the times) when his type is cooperative. Intuitively, for the cooperative contributing (C�)
strictly dominates not contributing (N�) regardless of P2�s response. In particular, the payo¤ he
obtains after C�, either 2 or 1, is larger than his payo¤ from selecting N�, 0. In contrast, the sel�sh
type of P1 prefers to contribute (C) only if P2 contributes afterwards (yielding a payo¤ of 6).

If P1 anticipates that P2 won�t contribute, his best response is to select N in the �rst stage of
the game. Essentially, the sel�sh type wants to induce P2�s contribution but �concealing�his type.
Indeed, if P2 could perfectly infer that P1�s contribution comes from a sel�sh type, P2 would not
contribute (since 0>-2).

Player	1

Player	2

N

C

N

C
6,	2

0,	0 2,	0

Player	1

N

C

N

C
2,	2

0,	0 1,	0

Nature

Cooperative	¼

Selfish	¾	
μ	

1		μ	

1. Player 2�s beliefs: Player 2 must be mixing. If he wasn�t, player 1 could anticipate his
response and play pure strategies as in any of the above strategy pro�les (which are not PBE
of the game, as we just showed). Hence, if player 2 mixes he must be indi¤erent between
contributing and not contributing to the public good:

EU2(C) = EU2(N)

� (�2) + (1� �)(2) = �0 + (1� �)0 =) � =
1

2

Hence, player 2�s beliefs in this semi-separating PBE must satisfy � = 1
2 :

2. Using Bayes�rule to determine P1�s probabilities: Now, we must use the beliefs of
player 2 that we found in the previous step, � = 1

2 , in order to �nd what is the mixed strategy
that player 1 uses. For that, we use Bayes�rule as follows:

� =
1

2
=

3
4pSelf

3
4pSelf +

1
4pCoop
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But we know that pCoop = 1 since player 1 always contributes when he is a Cooperative type.
Hence, the above ratio becomes

1

2
=

3
4pSelf

3
4pSelf +

1
4

and solving for the only unknown in this equality, pSelf , we obtain pSelf = 1
3 , which is the

probability with which the Sel�sh type of player 1 contributes to the public good.

� Hence, at this stage of our solution we know everything regarding player 1: He con-
tributes to the public good with probability pSelf = 1

3 when he is the Sel�sh type,
whereas he contributes using pure strategies (with 100% probability) when he is the
Cooperative type, i.e., pCoop = 1.

3. Player 2�s probabilities: If player 1 mixes with probability pSelf = 1
3 when he is a Sel�sh

type, it must be that player 2 makes him indi¤erent between contributing and not contributing
to the public good. (Recall that this is one of the interpretations for a player to use mixed
strategies: to make the other player unable to anticipate his moves). More formally, if a sel�sh
P1 is indi¤erent between C and N,

EU1(CjSelf) = EU1(N jSelf)

r6 + (1� r)(�2) = 0

where r denotes the probability with which player 2 mixes between contributing and not
contributing. Solving for r, we obtain r = 1

4 . (Notice that now we are done: from point
2 above we had all the information we needed about P1�s behavior, while from point 3 we
obtained all necessary information about P2�s actions. In the next point we just need to
summarize our results).

4. Hence, this strategy pro�le can be supported as a Semi-Separating PBE of this game where:

(a) Player 1 contributes to the public good with probability pSelf = 1
3 when he is a Sel�sh

type, whereas he contributes with full probability pCoop = 1 when he is a Cooperative
type.

(b) Player 2 contributes to the public good with probability r = 1
4 ; and his beliefs are � =

1
2 .

Summarizing, even if the probability of dealing with a sel�sh type is relatively low ( here 14 , but
it could be lower), the public project has a positive probability of being built. In particular,
the sel�sh type of P1 contributes to it with probability pSelf = 1

3 and the uninformed P2
responds contributing with probability r = 1

4 .
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EconS 424 - Strategy and Game Theory
Why do we need Perfect Bayesian equilibrium?
Asking for sequential rationality in sequential-move games

with incomplete information�

March 28, 2013

1 Motivating example

Let us consider the following sequential-move game where player 1 decides to make a gift (G) or not
make a gift (N) to player 2. Player 1 is privately informed about whether he is a �Friendly-type�, or
an �Enemy-type�. Player 2, however, does not observe such information, and must decide whether
to accept or reject player 1�s gift.

(0, 0)

(0, 0)

Nature

Friend

NF

p

1p

(1, 1)

(1, 0)

(1, 0)

(1, 1)
Player 1

Player 1

Pl
ay

er
2

Enemy

GF

NE GE

A

A

R

R

For additional practice, let us brie�y analyze the set of BNE of this game. With that goal, let
us �rst represent the above game tree in its Bayesian normal form representation, as depicted in the
matrix below. (Recall that this matrix includes expected payo¤s for each player. In addition, the
uninformed player 2 has only two available strategies (two columns), whereas the informed player
1 has four di¤erent strategies (four rows))

�Félix Muñoz-García, School of Economic Sciences, Washington State University, 103G Hulbert Hall, Pullman,
WA, 99163, fmunoz@wsu.edu.
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Player 2
A R

GFGE 1;p �1; p� 1
Player 1 GFNE p;p �p; 0

NFGE 1� p; 0 p� 1; p� 1
NFNE 0;0 0;0

Bayesian normal form representation

Underlining expected payo¤s in order to identify each player�s best response, we can conclude
that there are two BNE in this game: (GFGE ,A) and (NFNE ,R).

But, one second, is the BNE (NFNE ,R) sequentially rational for player 2? No!!
In this strategy pro�le, no type of sender makes a gift in equilibrium. Hence, if a gift is

ever observed (a surprising event, that only happens o¤-the-equilibrium path), the receiver will
compare the expected utility of accepting and rejecting the gift, based on the o¤-the-equilibrium
belief �, which denotes the probability that such a surprising gift originates from a friendly type,
i.e., probability of being in the top right-hand node of the game tree. In particular, the receiver
�nds that

EU2(A) = 1�+ 0(1� �) = �, and

EU2(R) = 0�+ (�1)(1� �) = �� 1

Hence, player 2 accepts the gift since � > � � 1 () 0 > �1. Importantly, this acceptance holds
for any arbitrary o¤-the-equilibrium beliefs, �, that player 2 might sustain upon observing a gift.
Therefore, the gift rejection that the BNE (NFNE ,R) prescribes cannot be sequentially rational.

2 Demanding sequential rationality to the BNEs

Can we �nd some equilibrium concept that selects equilibria predicting actions that are sequentially
rational for all players, at any information set they are called to move? Yes, the Perfect Bayesian
Equilibrium (PBE), which we analyze next. First, however, we must precisely de�ne three concepts
that must be satis�ed in any PBE.

2.1 Conditional beliefs about types

First, note that player 2�s initial beliefs about player 1�s type coincide with nature�s probability
distribution p (which we refer as prior probabilities).

But when player 2 observes player 1�s action, player 2 might learn something about player 1�s
type through his decisions. We say that player 2 updates his beliefs about player 1�s type.

Example:
If P2 thinks that P1�s optimal actions are NF and GE , and he observes that P1 is sending

a gift, it must be that such gift only comes from the Enemy type (see �gure below, with shaded
branches for NF and GE). In terms of notation, we say that P2�s beliefs are � (FriendjG) = 0,
where � (FriendjG) denotes the probability that player 2 believes to be in the top right-hand node
(receving a gift from a Friend) conditional on that information set being reached (i.e., conditional
on receiving a gift).
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2.2 Sequential rationality in an incomplete information environment

We already encountered sequential rationality in SPNE, but now we apply it to games with incom-
plete information:

at every information set at which every player is called to move, every player chooses
the strategy that maximizes his expected utility level, given that all other players will
do the same, and given his own beliefs about the other players�types.

Example: Player 2 accepts a gift if and only if EU2(A) > EU2(R). That is, if

1�+ 0(1� �) > 0�+ (�1)(1� �)
� > �� 1

which holds for all �, since � 2 [0; 1] by de�nition. [Note that in other exercises, we could be
�nding a cuoto¤ rule, i.e., player 2 prefering to accept if � is relatively high, e.g., � > 2

3 , but reject
otherwise.]

2.3 Consistency of beliefs

Let us denote by �F the probability that player 1 plays GF , and by �E the probability that player
1 plays GE . Then, player 2�s belief that the gift coming from player 1 is in fact coming from a
Friendly type, �, can be expressed as

� =
p�F

p�F + (1� p)�E

That is, player 2�s beliefs are de�ned by the probability that a player 1 is a friendly type and he
makes a gift, p�F , over the probability that player 1 is a friendly type and makes a gift in addition
to the probability that player 1 is an enemy type and makes also a gift. In other words, we divide
the probability that player 1 is a friendly type and makes a gift, p�F , over the probability that any
type player 1 (friend or enemy) makes a gift. Hence, the consistency requirement that we imposse
on beliefs is that beliefs must be found by using Bayes�rule. You may have seen this rule about
conditional probabilities in you Stats class. Don�t worry, we will just use it in the way that it is
speci�ed above. Next, I present one example.
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Example: Let us assume that p = 1
2 , �

F = 1
8 and �

E = 1
16. . Then, player 2�s posterior beliefs

about P1 being a Friend after receiving a gift, �, are

� =
p�F

p�F + (1� p)�E =
1
2
1
8

1
2
1
8 +

1
2
1
16

=
2

3

A few notes about o¤-of-equilibrium beliefs:

a) If player 2�s information set is not reached (what can only happen in this example if both
types of player 1 choose to make no gifts), then the denominator in the above formula for
Bayes�rule is zero (i.e., the probability of receiving a gift from any type of player 1 is zero,
since �F = 0 and �E = 0). This makes � to be indeterminate, since it especi�cally becomes
0
0 . In these cases, we are allowed to arbitrarily specify the value of � (any value between zero
and one, � 2 [0; 1]). We will describe how to do it as generally as possible in worked-out
exercises next.

b) In this case, we refer to � as �o¤-of-equilibrium�beliefs, since it speci�es beliefs about the
probability of being in a node belonging to an information set that is actually unreached in
equilibrium. In the above example, when both types of player 1 choose not to make a gift,
then player 2�s information set is never reached (i.e., it is an o¤-of-equilibrium event). Hence,
in this case � would specify o¤-of-equilibrium beliefs, and it can be arbitrarily speci�ed, i.e.,
� 2 [0; 1].

c) Why do we care about o¤-of-equilibrium beliefs? Because they determine what P2 does in
the event of receiving a gift. This can induce P1 to make gifts (or deter him from doing so),
thereby a¤ecting our equilibrium results.

3 Perfect Bayesian Equilibrium

We are now ready to combine the above 3 requirements for a PBE into its de�nition.

De�nition of PBE. A strategy pro�le for all players (s1; s2; :::; sN ) and beliefs � over the
nodes at all information sets are a PBE if:

a) Each player�s strategies specify optimal actions, given the strategies of the other players, and
given his beliefs.

b) The beliefs are consistent with Bayes�rule, whenever possible.

Note that the �rst bit of condition (a): �Each player�s strategies specify optimal actions, given
the strategies of the other players�resembles the condition for players�best responses in the de�-
nition of NE, whereas the last bit of this condition �...given his beliefs�resembles the de�nition of
BNE for incomplete information games. Finally, note that condition (b) states that beliefs must
be consistent with Bayes�rule �whenever possible�. In particular, this last element of condition
(b) is related with the previous note about o¤-of-equilibrium beliefs. Indeed, it is possible to spec-
ify beliefs which are consistent with Bayes�rule only when we are dealing with information sets
that are reached in equilibrium. However, when we are in information sets that are unreached in
equilibrium, Bayes�rule cannot be applied; and beliefs must be arbitrarily determined.
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We will encounter di¤erent types of PBE. In a separating PBE di¤erent types of the privately
informed player (e.g., player 1) behave di¤erently. For instance, the friendly type makes gifts
whereas the enemy type does not. In contrast, in the pooling PBE all types of the privately
informed player behave similarly, e.g., all types of P1 make gifts.

Procedure to �nd PBE:1

1. Specify a pro�le of actions for the player with types (informed player 1), either separating or
pooling.

� In our above example, there can only be four possible pro�les of actions for player 1:
two separating strategy pro�les, NFGE and GFFE , and two pooling strategy pro�les,
GFGE and NFNE .

2. Calculate the receiver�s beliefs � (the beliefs of the uninformed agent) using Bayes�rule at all
information sets, both in-equilibrium and out-of-equilibrium.

� In our above example, we only need to specify beliefs in one information set (that arising
after player 2 receives a gift). Note however that this information set can either be
reached in equilibrium (implying that � speci�es equilibrium beliefs) or not be reached
in equilibrium (implying that � speci�es o¤-the-equilibrium beliefs).

3. Given � from the previous step, �nd the optimal action (the optimal action of the uninformed
player (player 2), i.e., player 2�s optimal response given his beliefs about the type of P1 he
faces.

4. Given the optimal action of the uninformed player, �nd the optimal action for the informed
player.

5. Then check if this action pro�le for P1 coincides with the pro�le you suggested on step 1. If
this is the case, then this strategy pro�le and beliefs can be supported as a PBE of the game.
Otherwise, we say that this strategy pro�le cannot be sustained as a PBE of the game.

1You can �nd a more detailed description of this producedure on the short paper posted on the course website
�A systematic procedure for �nding Perfect Bayesian Equilibria in Incomplete Information Games.�Here is the link:
faculty.ses.wsu.edu/Munoz/Teaching/EconS491_Spring2011/Slides/Procedure_to_�nd_PBEs_June_2012.pdf
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4 Worked-out Example

4.1 Separating equilibrium with NFGE

1. We �rst specify the pro�le of actions NFGE for the informed player 1, i.e., player 1 makes
gifts as an enemy but does not make gifts as a friend. For easy reference, the next �gure
shades the path NFGE that this separating strategy pro�le describes.

(0, 0)

(0, 0)

Nature

Friend

NF

p

1p

(1, 1)

(1, 0)

(1, 0)

(1, 1)
Player 1

Player 1

Pl
ay

er
2

Enemy

GF

NE GE

A

A

R

R

2. We can now update player 2�s beliefs by using Bayes�rule: Since a gift can only come from
an Enemy in this separating equilibrium,

� =
p�F

p�F + (1� p)�E =
p0

p0 + (1� p)1 =
0

1� p = 0

3. Optimal action for the responder (player 2) is to choose A, since he puts full probability to
the event that he is called to move at the lower node of the information set, i.e., 0 > �1.

� We can now shade the branch labelled with A for player 2 (do it!!). Note that, since
player 2 cannot distinguish player 1�s type, he accepts any gift made to him, which
graphically implies that we must shade branch A both in the upper and lower node.

4. Given player�s optimal action (accept), we can now move to the informed player. If player 2
accepts the gift, then player 1�s optimal action is to make a gift when he is a Friendly type,
i.e., GF , since 1 > 0.

5. Therefore, the separating strategy pro�le NFGE , where player 1 makes gifts only when he is
an enemy type, cannot be sustained as a PBE of this game.
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4.2 Separating equilibrium with GFNE

1. We �rst specify the pro�le of actions GFNE for the informed player 1, i.e., player 1 makes
gifts as a friend but does not make gifts as an enemy. For easy reference, the next �gure
shades the path GFNE that this separating strategy pro�le describes.

(0, 0)

(0, 0)

Nature

Friend

NF

p

1p

(1, 1)

(1, 0)

(1, 0)

(1, 1)
Player 1

Player 1

Pl
ay

er
2

Enemy

GF

NE GE

A

A

R

R

2. We can now update player 2�s beliefs by using Bayes�rule: Since a gift can only come from
an Friend in this separating equilibrium,

� =
p�F

p�F + (1� p)�E =
p1

p1 + (1� p)0 =
p

p
= 1

3. Optimal action for the responder (player 2) is to choose A, since he puts full probability to
the even that he is called to move at the upper node of the information set, i.e., 1 > 0.

� We can now shade the branch labelled with A for player 2 (do it!!). Note that, since
player 2 cannot distinguish player 1�s type, he accepts any gift made to him, which
graphically implies that we must shade branch A both in the upper and lower node.

4. Given player�s optimal action (accept), we can now move to the informed player. If player
2 accepts the gift, then player 1�s optimal action is to send a gift both when he is a Friend
(1>0) and when he is an Enemy (1>0), i.e., GFGE .

5. Then, the separating strategy pro�le GFNE ; where player 1 makes gifts only when he is a
friendly type, cannot be sustained as a PBE of this game either.
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4.3 Pooling equilibrium with GFGE

1. We �rst specify the pooling pro�le of actions GFGE for the informed player 1, i.e., player 1
makes gifts both as a friend and as an enemy. For easy reference, the next �gure shades the
path GFGE that this pooling strategy pro�le describes.

(0, 0)

(0, 0)

Nature

Friend

NF

p

1p

(1, 1)

(1, 0)

(1, 0)

(1, 1)
Player 1

Player 1

Pl
ay

er
2

Enemy

GF

NE GE

A

A

R

R

2. Update player 2�s beliefs by using Bayes�rule: Since a gift can come from any type of player
in this pooling equilibrium, observing a gift does not give player 2 any additional information
about the actual type of player 1 he faces. Indeed, using Bayes�rule it is easy to check that
player 2�s posterior probability (his beliefs) coincide with the prior probability that player 1
is a Friendly type.

� =
p�F

p�F + (1� p)�E =
p1

p1 + (1� p)1 =
p

p+ 1� p = p

3. Optimal action for the responder (player 2) must be found by calculating player 2�s expected
utility from accepting and rejecting

EU2(A) = 1p+ 0(1� p) = p, and

EU2(R) = 0p+ (�1)(1� p) = p� 1

Hence, player 2 accepts the gift since p > p� 1 for any value of p.

� We can now shade the branch labelled with A for player 2 (do it!!). Note that, since
player 2 cannot distinguish player 1�s type, he accepts any gift made to him, which
graphically implies that we must shade branch A both in the upper and lower node.

4. Given player�s optimal action (accept), we can now move to the informed player. Since player
2 accepts the gift, player 1�s optimal action is to make a gift both when he is a Friend (1>0)
and when he is an Enemy (1>0), i.e., GFGE .

5. Therefore, the pooling strategy pro�le GFGE ; where both types of player 1 make gifts, can
be supported as a PBE of this game.
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4.4 Pooling equilibrium with NFNE

1. We �rst specify the pooling pro�le of actions NFNE for the informed player 1, i.e., player
1 makes no gifts regardless of his type. For easy reference, the next �gure shades the path
NFNE that this pooling strategy pro�le describes.

(0, 0)

(0, 0)

Nature

Friend

NF

p

1p

(1, 1)

(1, 0)

(1, 0)

(1, 1)
Player 1

Player 1

Pl
ay

er
2

Enemy

GF

NE GE

A

A

R

R

2. Update player 2�s beliefs by using Bayes�rule: Since a gift is never observed in this pooling
strategy pro�le, Bayes�rule is undetermined in this case (denominator is zero).

� =
p�F

p�F + (1� p)�E =
p0

p0 + (1� p)0 =
0

0
=) � 2 [0; 1]

Receiving a gift in this case is considered and out-of-equilbrium event. As a result, � can be
arbitrarily speci�ed in � 2 [0; 1].

3. Optimal action for the responder (player 2) must be found by calculating player 2�s expected
utility from accepting and rejecting (given a general value of �, which speci�es his out-of-
equilibrium beliefs)

EU2(A) = 1�+ 0(1� �) = �, and

EU2(R) = 0�+ (�1)(1� �) = �� 1

Hence, player 2 accepts the gift since � > �� 1 is satis�ed for any value of �.

� We can now shade the branch labelled with A for player 2 (do it!!). Note that, since
player 2 cannot distinguish player 1�s type, he accepts any gift made to him, which
graphically implies that we must shade branch A both in the upper and lower node.

3. Given player�s optimal action (accept), we can now move to the informed player. Since player
2 accepts the gift, then player 1�s optimal action is to send a gift both when he is a Friend,
GF , and when he is an Enemy, GE .

4. Therefore, the pooling strategy pro�le NFNE ; where no type of player 1 makes gifts, cannot
be supported as a PBE of this game.
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ECONS 424 – STRATEGY AND GAME THEORY 
HANDOUT ON PERFECT BAYESIAN EQUILIBRIUM- III 

Semi-Separating equilibrium 
 
Let us consider the following sequential game with incomplete information. Two players are 
playing the following super-simple poker game. The first player gets his cards, and obviously he 
is the only one who can observe them. He can either get a High hand or a Low hand, with equal 
probabilities. After observing his hand, he must decide whether to Bet (let us imagine that he is 
betting a fixed amount of a dollar), or Resign from the game. If he resigns, both when he has a 
High and a Low hand, his payoff is zero, and player 2 gets a dollar.  
 
If he bets, player 2 must decide whether to Call or Fold from the game. Obviously, player makes 
his choice without being able to observe player 1’s hands, but only observing that player 1 Bets.  
 
 
 

Player	1

Player	1

Nature Player	2

Resign

Resign Bet

Bet
Call

Fold

Call

Fold

High	Hand			½	

Low	Hand			½	

μ	

1	‐	μ	

0,	1

0,	1

2,	‐1

1,	0

‐1,	2

1,	0
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1. Separating PBE where player 1 Bets when having a High hand, and Resigns when 
having a Low hand:  (Bet, Resign) – Reasonable!  

 

Player	1

Player	1

Nature Player	2

Resign

Resign Bet

Bet
Call

Fold

Call

Fold

High	Hand			½	

Low	Hand			½	

μ	

1	‐	μ	

0,	1

0,	1

2,	‐1

1,	0

‐1,	2

1,	0
 

 
a) Player 2’s beliefs (responder beliefs) in this separating PBE 

 After observing Bet, μ=1, intuitively indicating that P2 believes that a Bet can only 
originate from a P1 with a High hand. (Graphically, this implies that P2 believes to be in 
the upper node of the information set.) 

 
 
b) Given player 2’s beliefs, which is player 2’s optimal action, after observing that player 1 

bets?  
 Given the above beliefs, P2’s optimal response is to Fold, since 0>-1.  

o You can shade the Fold branch for P2, for both types of P1 (something P2 cannot 
distinguish). 

 
c) Given the previous points, what is player 1’s optimal action (whether to Resign or Bet) when 

he has a High hand? What is his optimal action when having a Low hand? 
 When P1 has a High hand, P1 prefers to Bet (as prescribed in this strategy profile) since 

his payoff from doing so (1) exceeds that from Resigning (0). 
 When P1 has a Low hand, P1 prefers to Bet (deviating from the prescribed strategy 

profile) since his payoff from doing so (1) exceeds that from Resigning (0). 
 
d) Can this separating strategy profile be supported as a PBE from your answer in c)? 

 No, because P1 prefers to Bet regardless of his hand, contradicting the separating strategy 
profile (Bet, Resign). 
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2. Separating PBE where player 1 Resigns when having a High hand, and Bets when 

having a Low hand:  (Resign, Bet) – Crazy! 
 

Player	1

Player	1

Nature Player	2

Resign

Resign Bet

Bet
Call

Fold

Call

Fold

High	Hand			½	

Low	Hand			½	

μ	

1	‐	μ	

0,	1

0,	1

2,	‐1

1,	0

‐1,	2

1,	0
 

 
a) Player 2’s beliefs (responder beliefs) in this separating PBE 

 After observing Bet, μ=0, intuitively indicating that P2 believes that a Bet can only 
originate from a P1 with a Low hand.  

o (Graphically, this implies that P2 believes to be in the lower node of the 
information set.) 

 
b) Given player 2’s beliefs, which is player 2’s optimal action, after observing that player 1 

bets?  
 Given the above beliefs, P2’s optimal response is to Call, since 2>0.  

o You can shade the Call branch for P2, for both types of P1 (something P2 cannot 
distinguish). 

 
c) Given the previous points, what is player 1’s optimal action (whether to Resign or Bet) when 

he has a High hand? What is his optimal action when having a Low hand? 
 When P1 has a High hand, P1 prefers to Bet (deviating from the prescribed strategy 

profile) since his payoff from doing so (2, given that he anticipates P2 will Call) exceeds 
his payoff from Resigning (0). 

 When P1 has a Low hand, P1 prefers to Resign (deviating from the prescribed strategy 
profile) since his payoff from doing so (0) exceeds his payoff from Betting (-1). 

 
d) Can this separating strategy profile be supported as a PBE from your answer in c)? 

 No, since P1 has incentives to deviate from the prescribed strategy profile, both 
when he has a High hand (he prefers to Bet) and when he has a Low hand (he 
prefers to Resign). 
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3. Pooling PBE with both types of player 1 playing Bet:  (Bet, Bet) 
 

Player	1

Player	1

Nature Player	2

Resign

Resign Bet

Bet
Call

Fold

Call

Fold

High	Hand			½	

Low	Hand			½	

μ	

1	‐	μ	

0,	1

0,	1

2,	‐1

1,	0

‐1,	2

1,	0
 

 
a) Player 2’s beliefs (responder beliefs) in this pooling PBE 

 After observing Bet, his beliefs are 	

	

1
2 1

1
2 1

1
2 1

1
2
1

1
2
	

 Intuitively indicating that P2’s beliefs coincide with the prior probability distribution over 

types, i.e., . 

 
b) Given player 2’s beliefs, which is player 2’s optimal action, after observing that player 1 

bets?  
 In order to examine which is P2’s response to Bet, we must separately find his expected 

utility from Call and Fold, as follows 
1
2

1
1
2
2

1
2

 
1
2
0

1
2
0 0 

 Implying that P2 prefers to Call since his expected utility is higher. 
o You can shade the Call branch for P2, for both types of P1 (something P2 cannot 

distinguish). 
 
c) Given the previous points, what is player 1’s optimal action (whether to Resign or Bet) when 

he has a High hand? What is his optimal action when having a Low hand? 
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 When P1 has a High hand, P1 prefers to Bet (as prescribed in this strategy profile) since 
his payoff from doing so (2, given that he anticipates P2 will Call) exceeds his payoff 
from Resigning (0). 

 When P1 has a Low hand, P1 prefers to Resign (deviating from the prescribed strategy 
profile) since his payoff from doing so (0) exceeds his payoff from Betting (-1). 

 
d) Can this pooling strategy profile with both types of player 1 playing Bet be supported as a 

PBE from your answer in c)? 
 No, because P1 prefers to Resign when he has a Low hand, as described in the previous 

point, contradicting the prescribed pooling strategy profile where both types of P1 Bet. 
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4. Pooling PBE with both types of player 1 playing Resign:  (Resign, Resign) 

 

Player	1

Player	1

Nature Player	2

Resign

Resign Bet

Bet
Call

Fold

Call

Fold

High	Hand			½	

Low	Hand			½	

μ	

1	‐	μ	

0,	1

0,	1

2,	‐1

1,	0

‐1,	2

1,	0
 

 
a) Player 2’s beliefs (responder beliefs) in this pooling PBE 

 After observing Bet (something that occurs off-the-equilibrium path, as indicated in the 

figure), P2’s beliefs are 	

	

1
2 0

1
2 0

1
2 0

0
0
	

and thus beliefs must be left undefined, i.e.,		 ∈ 0, 1 . 

 
b) Given player 2’s beliefs, which is player 2’s optimal action, after observing that player 1 

bets?  
 In order to examine which is P2’s response to Bet, we must separately find his expected 

utility from Call and Fold, as follows 
1 1 2 2 3  
0 1 0 0 

Implying that P2 prefers to Call if and only if 2 3 0, or . 
 Hence, we will need to divide our subsequent analysis into two cases:  

o Case 1: , entailing that P2 responds Calling if he observes Bet. 

o Case 2: , entailing that P2 responds Folding if he observes Bet. 
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CASE 1:  

Player	1

Player	1

Nature Player	2

Resign

Resign Bet

Bet
Call

Fold

Call

Fold

High	Hand			½	

Low	Hand			½	

μ	

1	‐	μ	

0,	1

0,	1

2,	‐1

1,	0

‐1,	2

1,	0
 

Let us now check if this pooling strategy profile can be sustained as a PBE in this case ( ): 
 When P1 has a High hand, he prefers to Bet, since his payoff from doing so (2) is larger 

than that from Rosining (0). 
 We don’t even need to check the case in which P1 has a Low hand, since the above 

argument already shows that the pooling strategy profile cannot be sustained as a PBE 

when . 
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CASE 2:  

Player	1

Player	1

Nature Player	2

Resign

Resign Bet

Bet
Call

Fold

Call

Fold

High	Hand			½	

Low	Hand			½	

μ	

1	‐	μ	

0,	1

0,	1

2,	‐1

1,	0

‐1,	2

1,	0
 

 
Let us now check if this pooling strategy profile can be sustained as a PBE in this case ( ): 

 When P1 has a High hand, he prefers to Bet, since his payoff from doing so (1) is larger 
than that from Rosining (0). 

 We don’t even need to check the case in which P1 has a Low hand, since the above 

argument already shows that the pooling strategy profile cannot be sustained as a PBE 

when . 

Then, the pooling strategy profile where P1 Bets both when his hand is High and Low cannot be 
sustained as a PBE, regardless of P2’s off-the-equilibrium beliefs. 

 Notice that this implies that we have ruled out all pure strategy equilibria (either 
separating or pooling) and we must now move to check for semi-separating equilibria. 
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5. SEMI-Separating PBE where player 1 bets when having a High hand, and bets with a 
certain probability  when having a Low hand:  (Bet, Bet in mixed strategies) 

o First, note that Bet is a strictly dominant strategy for P1 when he has a High 
hand. Indeed, his payoff from doing so (either 2 or 1, depending on whether P2 
calls or folds) is strictly higher than his payoff from Resigning.  

o However, Bet is not necessarily a dominant strategy for P1 when he has a Low 
hand. He prefers to Bet if he anticipates that P2 will Fold, but prefers to Resign if 
P2 Calls.  

o Intuitively, P2 has incentives to call a Bet originating from a P1 with a Low 
hand. As a consequence, P1 doesn’t want to convey his type to P2, but instead to 
conceal it so that P2 Folds. The way in which P1 can conceal his type is by 
randomizing his Betting strategy, as described in the figure. 

 

Player	1

Player	1

Nature Player	2

Resign

Resign Bet,	pL

Bet,	pH	 	1
Call

Fold

Call

Fold

High	Hand			½	

Low	Hand			½	

μ	

1	‐	μ	

0,	1

0,	1

2,	‐1

1,	0

‐1,	2

1,	0

q

1	‐	q

q

1	‐	q
 

 
a) What are player 2’s beliefs (μ) that support the fact that player 2 is mixing? That is, what is 

the value of μ that makes player 2 indifferent between Call and Fold? 
 Player 2 must be mixing. If he If he wasn't, player 1 could anticipate his action and play 

pure strategies as in any of the above strategy profiles (which are not PBE of the game, as 
we just showed). Hence, player 2 must be indifferent between Call and Fold, as follows 
 

1 1 2 0 
which implies that . 

 Hence, P2’s beliefs in this semi-separating PBE must satisfy . 
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b) Given player 2’s beliefs, write Bayes’ rule, taking into account that player 1 will always bet 

when having a High hand, but that he will mix (with probability pL) when having a Low 
hand. 
 Now, we must use player 2's beliefs that we found in the previous step, , in order to 

find what mixed strategy player 1 uses. For that, we use Bayes' rule as follows: 

2
3

1
2

1
2

1
2

	

where denotes the probability with which P1 Bets when he has a High hand, and 
similarly  represents the probability that P1 Bets when he has a Low hand. Since we 
know that 1 given that P1 always Bets when he has a High hand (he Bets using 
pure strategies), then the above ratio becomes 

2
3

1
2

1
2

1
2

 

 
c) What is the value of pL that satisfies the expression you wrote in question b)? 

 Solving for the only unknown in this equality, , we obtain .  
o Hence, at this stage of our solution we know everything regarding player 1: he 

Bets with probability   when he has a Low hand and Bets using pure 
strategies (with 100% probability) when he has a High hand, i.e., 1. 

 
d) What is player 2’s probability of calling (let us denoted by q) makes player 1 indifferent 

between Bet and Resign when he has a Low hand? 
 If player 1 mixes with probability  when he has a Low hand, it must be that player 

2 makes him indifferent between Betting and Resigning. That is, 
| |  

q(-1)+(1-q)1=0 
Solving for q, we obtain that P2 randomizes with probability , i.e., he Calls with 
probability 50%. (Notice that now we are done: from questions b and c we had all the 
information we needed about P1’s behavior, while from question d we obtained all 
necessary information about P2's actions.) 

 
e) Summarize, with all your previous results, the Semi-Separating PBE of this poker game. 

 Player 1 Bets when he has a High hand with full probability,  1, whereas he Bets 
when he has a Low hand with probability . 

 Player 2 Calls with probability , and his beliefs are . 
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ECONS 491 – STRATEGY AND GAME THEORY1 
SIGNALING IN THE LABOR MARKET 

 
 
 
 
Let us consider the following sequential game with incomplete information. A worker privately 
observes whether he has a High productivity or a Low productivity, and then decides whether to 
acquire some education that he will be able to use as a signal about what his productivity level is. 
The firm that is thinking in hiring him can either hire him as a manager (M) or as a cashier (C). 
But the firm does not observe the real productivity level of the worker, but only how whether the 
worker decided to acquire college education or not.  
 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
                                                 
1 Felix Munoz-Garcia, School of Economic Sciences, Washington State University. Pullman, WA 99163, 
fmunoz@wsu.edu.  
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1. Separating PBE with High productivity workers acquiring education, and Low 
productivity workers Not acquiring education: (EH, NEL) 

 
 
 
a) Firm’s beliefs (responder beliefs) in this separating PBE 

 
1, i.e., after observing education, the firm concentrates all its beliefs on the worker being 

highly productive 
0, i.e., after observing no education, the firm concentrates all its beliefs on the worker 

being low production 
 

b) Given the firm’s beliefs, which is the firm’s optimal action, after observing every possible 
education level from the worker? 
 
M after education, since 1 and 10> 4 

 after no education, since 0 and 4> 0 
 

c) Given the previous points, what is the worker optimal action (whether to acquire education or 
not) when he is High productivity type? What is his optimal action when he is Low 
productivity type? 
 
The high-productivity worker chooses  since 6> 4 
The low-productivity worker chooses  since 4> 3 
 

d) Can this separating PBE be supported from your answer in c)? 
 

Yes. 
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2. Separating PBE with Low productivity workers acquiring education, and High 
productivity workers Not acquiring education: (NEH, EL) – Crazy, doesn’t it? 

 
 

 
a) Firm’s beliefs (responder beliefs) in this separating PBE 

 
=0, i.e., after observing education, the firm concentrates all its beliefs on the worker being 

low productivity 
=1, i.e., after observing no education, the firm concentrates all its beliefs on the worker 

being high productivity 
 

b) Given the firm’s beliefs, which is the firm’s optimal action, after observing every possible 
education level from the worker? 
 
C after education, since =0 and 4> 0 
M after no education, since =1 and 10> 4 
 

c) Given the previous points, what is the worker optimal action (whether to acquire education or 
not) when he is High productivity type? What is his optimal action when he is Low 
productivity type? 
 
The high-productivity worker chooses  since 10> 0 
 
The low-productivity worker chooses  since 10> -3.  (He deviates from the prescribed 
strategy of ). 
 

d) Can this separating PBE be supported from your answer in c)? 
 
No, since the low-productivity worker has incentives to deviate to . 
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3. Pooling PBE with both types of workers acquiring education: (EH, EL) 

 
 
a) Firm’s beliefs (responder beliefs) in this pooling PBE 

 
Using Bayes’ rule, 
After observing education (in equilibrium.)  

1
1 1 1 1

1
3

 

 
And after observing no education (off the equilibrium),  0,1 . 
 

b) Given the firm’s beliefs, which is the firm’s optimal action, after observing every possible 
education level from the worker? 
 
After observing education, 10 0 1  
 

4
1
3

4 1
1
3

4 
 
Hence, the firm hires the worker as a cashier (C) since 4  . 
 
Similarly, after observing no education, 10 0 1 10  
 

4 4 1 4 
 
Hence, the firm hires the worker as a manager (M’) if 10 4  2/5 . 
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Hence, in the case that γ>2/5, we have that the firm chooses to hire the worker as a manager in the out-
of-equilibrium event that the worker does not acquire education. The next figure illustrates this case. 

 
Can this pooling strategy profile be sustained as a PBE? 
 
No, the high-productivity worker has incentives to deviate towards  since 
10> 0.  (Note that the low-productivity worker also has incentives to deviate to 

 since 10> -3.) 
 

And in the case that γ<2/5, we have that the firm chooses to hire the worker as a cashier in the out-
of-equilibrium event that the worker does not acquire education. The next figure illustrates this case. 

 

 
Can this pooling strategy profile be sustained as a PBE? 
 
No, the high-productivity worker has incentives to deviate towards  since 4> 0. 
(Note that the low-productivity worker also has incentives to deviate since 4> -3.) 
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4. Pooling PBE with both types of workers NOT acquiring education: (NE, NE’) 
 

 
 

a) Firm’s beliefs (responder beliefs) in this pooling PBE 
 
Using Bayes’ rule, after observing no education (in equilibrium), the firm’s beliefs are: 

1
1 1 1 1

 

 
Whereas after observing education (off the equilibrium), the firm’s beliefs are 0,1 .  
 

b) Given the firm’s beliefs, which is the firm’s optimal action, after observing every possible 
education level from the worker? 
 
After observing no education, 10 0  
 

4
1
3

4
2
3

4 
 
Hence, the firm hires the worker as a cashier (C’) after observing no education. 
 
Similarly, after observing no education, 10 0 1 10  
 

4 4 1 4 
 
Hence, the firm hires the worker as a manager (M) only if 10 4  2/5 after 
observing education. 
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Hence, in the case that μ>2/5, we have that the firm chooses to hire the worker as a manager in the 
out-of-equilibrium event that the worker acquires education. The next figure illustrates this case. 

 
 
Can this pooling strategy profile be sustained as a PBE? 
No, the high-productivity worker has incentives to deviate towards  since 6> 4. 
 

Hence, in the case that μ<2/5, we have that the firm chooses to hire the worker as a cashier in the out-
of-equilibrium event that the worker acquires education. The next figure illustrates this case. 

 
Can this pooling strategy profile be sustained as a PBE? 
Yes:  The high-productivity worker does not want to deviate towards  since his 

payoff from , 4, is larger than that from deviating towards  , 0.   
Similarly, the low-productivity worker does not want to deviate towards  since 

his payoff from selecting , 4, is larger than that from deviating to , -3. 
Hence, the pooling strategy profile where no type of worker acquires education 

can be sustained as a PBE when off-the-equilibrium beliefs are  .  



Semi-separating equilibria

Felix Munoz-Garcia

Strategy and Game Theory - Washington State University



More about PBEs

So far, all the exercises we considered had at least one PBE.

What if we check for all...

separating strategy pro�les, and
all pooling strategy pro�les,
and we �nd that none can be sustained as a PBE!

Then, we will allow players to use mixed strategies

that is, the �rst mover will randomize his messages, and
the second mover will randomize his responses.



More about PBEs

This randomization is common in games where the sender
does not want to reveal his type, as in...

you got it: Poker games.

Let�s analyze this randomization in a Poker game.

But, �rst, let�s show that indeed no separating or pooling
strategy pro�le can be supported as a PBE,
and hence we will need to allow for randomizations.

See the additional handout: "Handout on PBE-III:
Semi-separating equilibrium"



Brinkmanship

Let�s analyze another situation where semi-separating
equilibria emerge.

Brinkmanship:

"The ability to get to the verge without getting into war"
according to John Foster Dulles (secretary of state in the
1950s).

Let�s consider US-North Korea relationships.

Harrington, pp. 343-346.



Brinkmanship - Time structure

First, nature determines whether North Korean (former)
president, Kim Jong-Il, is sane or crazy.

Is Kim Jong-Il sane? Or is he crazy?



Brinkmanship - Time structure

You can easily adapt this setting to the new president,
Kim-Jong Un.

Is Kim-Jong Un sane? Or is he crazy?

Perhaps Dennis Rodman will know!



Brinkmanship - Time structure

After learning his mental state, Kim Jong-Il decides whether
to Stand Firm in developing nuclear weapons or to Cave to
the demands of the US and the UN.

If he caves, then the nuclear crisis is over (and the game too).
If he stands �rm, then the US must decide whether it will
Stand �rm or Cave.

If the US caves, the game is over.
If the US stands �rm, then North Korea decides whether
or not to take a hostile action (such as launching nuclear
weapons).



Brinkmanship
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Nature

Kim	JongIl Kim	JongIl

Kim	JongIl Kim	JongIl

George	Bush

Stand	Firm Cave Stand	Firm Cave

Stand	Firm Cave Stand	Firm Cave

War No	war War No	war

Kim	JongIl	is	crazy
Probability	=	0.25

Kim	JongIl	is	sane
Probability	=	0.75



Brinkmanship

We can identify two proper subgames, and anticipate how Kim-Jong
Il will behave if the game progresses until that last stage.
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Nature

Kim	JongIl Kim	JongIl

Kim	JongIl Kim	JongIl

George	Bush

Stand	Firm Cave Stand	Firm Cave

Stand	Firm Cave Stand	Firm Cave

War No	war War No	war

Kim	JongIl	is	crazy
Probability	=	0.25

Kim	JongIl	is	sane
Probability	=	0.75



Brinkmanship

We can therefore simplify our game by depicting the
equilibrium payo¤s in the two proper subgames we identi�ed
above.
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Nature

Kim	JongIl Kim	JongIl

George	Bush

Stand	Firm Cave Stand	Firm Cave

Stand	Firm Cave Stand	Firm Cave

Kim	JongIl	is	crazy
Probability	=	0.25

Kim	JongIl	is	sane
Probability	=	0.75



Brinkmanship

Let us �rst show that

No separating strategy pro�les,
or pooling strategy pro�les,

can be sustained as a PBE.

(Later on we will then examine if a semi-separating strategy
pro�le, where players are allowed to randomize, can be
supported as a PBE.)



Brinkmanship

Let us �rst check the "natural" candidate of separating
equilibrium (Stand,Cave), where

The crazy Kim-Jong Il stands �rm, and
The sane Kim-Jong Il caves.

As usual, we shade the branches that correspond to this
strategy pro�le in the next slide.



Brinkmanship
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Kim	JongIl Kim	JongIl

George	Bush
μ	=	1

Stand	Firm Cave Stand	Firm Cave

Stand	Firm Cave Stand	Firm Cave

Kim	JongIl	is	crazy
Probability	=	0.25

Kim	JongIl	is	sane
Probability	=	0.75



Brinkmanship

Separating (Stand,Cave):

Beliefs: µ = 1.
George Bush�s optimal response:

Cave since 5>3 (Kim is crazy!).
Shade "Cave" in the �gure.�!

Kim�s optimal messages:

If Crazy, Stand �rm (as prescribed) since 8>1.
If Sane, Stand �rm (violation) since 10>7

This strategy pro�le cannot be sustained as a PBE.



Brinkmanship
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Kim	JongIl	is	crazy
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Kim	JongIl	is	sane
Probability	=	0.75

Deviation



Brinkmanship

Let us next check the "crazy" candidate of separating
equilibrium (Cave,Stand), where

The crazy Kim-Jong Il caves, while
The sane Kim-Jong Il stands �rm.

As usual, we shade the branches that correspond to this
strategy pro�le in the next slide.



Brinkmanship
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Probability	=	0.75

George	Bush
μ	=	0



Brinkmanship

Separating (Cave, Stand):

Beliefs: µ = 0.
George Bush�s optimal response:

Stand �rm since 6>5.
Shade "Stand �rm" in the �gure.�!

Kim�s optimal messages:

If Crazy, Stand �rm (violation) since 5>1.

This strategy pro�le cannot be sustained as a PBE.



Brinkmanship
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Probability	=	0.75
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Deviation



Brinkmanship

We can now start checking the existence of pooling equilibria.

Let us �rst check the pooling strategy pro�le (Stand,Stand),
where

The crazy Kim-Jong Il stands �rm, and
The sane Kim-Jong Il also stands �rm.

As usual, we shade the branches that correspond to this
strategy pro�le in the next slide.



Brinkmanship
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Brinkmanship

Pooling (Stand,Stand):

Beliefs: µ = 0.25�1
(0.25�1)+(0.75�1) = 0.25 (=priors).

George Bush�s optimal response:

Stand �rm since EUBush(Stand ) > EUBush(Cave)
EUBush(Stand ) = 0.25� 3+ 0.75� 6 = 5.25
EUBush(Cave) = 0.25� 5+ 0.75� 5 = 5
Shade "Stand �rm" in the �gure.�!

Kim�s optimal messages:

If Crazy, Stand �rm (as prescribed) since 5>1.
If Sane, Cave (violation) since 7>5

This strategy pro�le cannot be sustained as a PBE.



Brinkmanship
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Brinkmanship

Let us �nally check the other type of pooling strategy pro�le,
(Cave,Cave), where

The crazy Kim-Jong Il caves, and
The sane Kim-Jong Il also caves.

As usual, we shade the branches that correspond to this
strategy pro�le in the next slide.



Brinkmanship
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(Off	the	equil.)



Brinkmanship

Pooling (Cave,Cave):

Beliefs: µ = 0.25�0
(0.25�0)+(0.75�0) =

0
0 ,

i.e., µ 2 [0, 1] (o¤-the-equil.)

George Bush�s optimal response:

Stand �rm since EUBush(Stand ) > EUBush(Cave)
EUBush(Stand ) = µ� 3+ (1� µ)� 6 = 6� 3µ
EUBush(Cave) = µ� 5+ (1� µ)� 5 = 5
Hence, Bush Stands �rm i¤ 6� 3µ > 5() µ < 1

3 .

We will hence need to construct two cases for Kim�s optimal
messages (µ < 1

3 and µ � 1
3 ).



Brinkmanship

Pooling (Stand,Stand):

Kim�s optimal messages:

Case 1, µ < 1
3 (Bush responds Standing �rm):

(For a visual reference, see �gure in the next slide)
If Crazy, Kim Stands �rm (violation) since 5>1.

This strategy pro�le cannot be sustained as a PBE.



Brinkmanship
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Brinkmanship

Pooling (Stand,Stand):

Kim�s optimal messages:

Case 2, µ � 1
3 (Bush responds Caving):

(For a visual reference, see �gure in the next slide)
If Crazy, Kim Stands �rm (violation) since 8>1.

This strategy pro�le cannot be sustained as a PBE either.



Brinkmanship
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Brinkmanship

No separating or pooling strategy pro�le can be sustained as a
PBE...

when we restrict players to only use pure strategies.

Let�s next allow them to randomize!

Semi-separating PBE.



Brinkmanship

Let us consider the following Semi-separating PBE:
Kim Jong-il�s strategy:

If crazy, choose stand �rm.
If sane, choose stand �rm with probability k.

George Bush�s strategy:

Choose stand �rm with probability b.

(Strategies depicted in the �gure of the next slide)�!



Brinkmanship
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Brinkmanship

Beliefs:
After observing that NK�s president stands �rm, George
Bush�s beliefs about the mental state of Kim Jong-il are

µ =
0.25� 1

0.25� 1+ 0.75� k =
0.25

0.25+ 0.75k

After observing that NK�s president caves, George Bush�s
beliefs are

µ =
0.25� 0

0.25� 0+ 0.75� (1� k) = 0

Hence, George Bush puts a probability of 1 on the NK
president being sane.



Brinkmanship

George Bush�s beliefs µ that Kim Jong-Il is sane
After observing that he stood �rm, as a function of the
probability k that Kim Jong-Il decides to stand �rm when he is
sane.

0.25

1

μ	

k

μ	=	0.25	+	0.75k
0.25

0
Closer	to	a	separating	

equilibrium
Closer	to	a	pooling	

equilibrium



Brinkmanship

Second mover�s strategy (George Bush):
After observing that NK�s president stands �rm, George Bush
randomizes i¤

5 =
0.25

0.25+ 0.75k
3+

�
1� 0.25

0.25+ 0.75k

�
6

By caving, GB receives a payo¤ of 5, regardless of the true
type of NK president.
By standing �rm, he might induce a war (if dealing with a
crazy type) resulting in a payo¤ of 3, or prevent the war (if
dealing with a sane type) resulting in a payo¤ of 6.

Solving for the only unknown, k, we obtain k = 0.67.



Brinkmanship

First mover�s strategy (Kim Jong-il):
If he is crazy, his payo¤ from standing �rm is higher than from
caving, regardless of Bush�s response. So NK president stands
�rms when crazy, as prescribed in this PBE.

If he is sane, he gets a payo¤ of 7 from caving, and a payo¤ of
10 or 5, depending on Bush�s reaction. Then, he randomizes
with probability k such that

7 = b5+ (1� b)10

And solving for b gives b = 0.6.



Brinkmanship

Summarizing:
Kim Jong-il�s strategy:

If crazy, then choose stand �rm, and if both North Korea and
the US choose stand �rm, then choose war.
If sane, then choose stand �rm with probability k = 0.67, and
if both North Korea and the US choose stand �rm, then
choose no war.

George Bush�s strategy:

Choose stand �rm with probability b = 0.6, given beliefs

µ =
0.25

0.25+ 0.75k
=
0.25
0.75

= 0.33



Brinkmanship

Summary of the semi-separating PBE:
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Cave
Prob	=	0.33
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ECONS 491 – STRATEGY AND GAME THEORY 
HANDOUT ON PERFECT BAYESIAN EQUILIBRIUM- II 

 
 
 
Let us consider the following sequential game with incomplete information. A monetary authority 
(such as the Federal Reserve Bank, or the European Central Bank) privately observes his real 
degree of commitment with maintaining low inflation levels in its country or region. After 
knowing its type (either a Strong commitment or a Weak commitment with low inflation 
policies), the monetary authority decides whether to announce that the expectation for inflation 
during that particular period is going to be High or Low.  
 
A labor union, observing the message sent by the monetary authority (but not its real type), 
decides whether to ask for high increases in the wage level during their yearly increases (denoted 
as H), or to go for more moderate increases in their wages (represented by the letter L).  
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1. Separating PBE with a Strong monetary authority sending Low inflation level, and a 
Weak monetary authority sending High:     (Low, High) – Reasonable! 

 

 
 
a) Labor Union’s beliefs (responder beliefs) in this separating PBE 

 
• 0, i.e., after observing a High inflation announcement, the Labor Union 

concentrates all its beliefs on the Monetary authority being Weak. 
• 1, i.e., after observing a Low inflation announcement, the Labor Union 

concentrates all its beliefs on the Monetary authority being Strong. 
 
b) Given the labor union’s beliefs, which is the labor union’s optimal action, after observing 

every possible inflation announcement from the monetary authority? 
 

• After observing High inflation, the Labor Union responds with H since beliefs are 0 
and 0>-100. 

• After observing Low inflation, the Labor Union responds with L since beliefs are 1, 
and 0>-100. 

 
 
c) Given the previous points, what is the monetary authority optimal action (whether to 

announce High or Low inflation levels) when it is a Strongly committed central bank? What 
is its optimal action when it is a Weakly committed central bank? 

 
• Strong monetary authority selects Low inflation (as prescribed in this strategy 

profile) since 300>0. 
• Weak monetary authority selects High inflation (as prescribed in this strategy profile) 

since 100>50. 
 
 
d) Can this separating PBE be supported from your answer in c)? 
 

Yes. 
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2. Separating PBE with a Strong monetary authority sending High inflation level, and a 
Weak monetary authority sending Low:     (High, Low) – Crazy! 

 

 
 
a) Labor Union’s beliefs (responder beliefs) in this separating PBE 
 

• 1, i.e., after observing a High inflation announcement, the Labor Union 
concentrates all its beliefs on the Monetary authority being Strong. 

• 0, i.e., after observing a Low inflation announcement, the Labor Union 
concentrates all its beliefs on the Monetary authority being Weak. 

 
b) Given the labor union’s beliefs, which is the labor union’s optimal action, after observing 

every possible inflation announcement from the monetary authority? 
 

• After observing High inflation, the Labor Union responds with L since beliefs are 1 
and 0>-100. 

• After observing Low inflation, the Labor Union responds with H since beliefs are 0, 
and 0>-100. 

 
c) Given the previous points, what is the monetary authority optimal action (whether to 

announce High or Low inflation levels) when it is a Strongly committed central bank? What 
is its optimal action when it is a Weakly committed central bank? 

 
• Strong monetary authority selects High inflation (as prescribed in this strategy 

profile) since 200>100. 
• Weak monetary authority selects High inflation (contradicting this strategy profile) 

since 150>0. 
 

d) Can this separating PBE be supported from your answer in c)? 
 

No, since the Weak type of monetary authority has incentives to deviate towards High 
inflation. 
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3. Pooling PBE with both types of Monetary authorities forecast a Low inflation :     
(Low, Low) 

 

 
 
a) Labor Union’s beliefs (responder beliefs) in this pooling PBE 
 

Using Bayes’ rule, the Labor Union’s beliefs after observing Low inflation (in equilibrium) 
are 

1
1 1 1 1

0.6 

 
And after observing High inflation (off-the-equilibrium), beliefs are 

0
0 1 0

0
0

 

 
Thus, off-the-equilibrium beliefs cannot be specified using Bayes’ rule, and must be left 
undefined in the entire range of probabilities  0,1 . 

 
 
b) Given the labor union’s beliefs, which is the labor union’s optimal action, after observing 

every possible inflation announcement from the monetary authority? 
 

After observing Low inflation, let us evaluate the Labor Union’s expected utility from 
responding with H and with L, respectively. 
 

|  100 .06 0 .04 60 
|  0 0.6 100 .04 40 

 
Therefore, after observing Low inflation, the Labor Union prefers L, since it yields a higher 
expected utility.  
 
Let us now move to the case in which the Labor Union observes High inflation. We know 
that this occurs off-the-equilibrium path, but we must find which the optimal response by the 
Labor Union is if it ever observes such announcement from the monetary authority. 
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| 100 0 1 100  
| 0 100 1 100 100  

 
Hence, the Labor union chooses H after observing a High inflation announcement if 

1 , or    
We will then need to divide our following analysis into two cases:  
• Case 1:  , where the Labor Union responds with H after observing High inflation. 

 
• Case 2:   , where the Labor Union responds with L after observing High inflation. 

 
 
CASE 1:  
Hence, in the case that μ<1/2, we have that the Labor Union (responder) chooses H in the out-of-
equilibrium event that the Monetary Authority announces a High Inflation forecast. The next 
figure helps you illustrate this case, i.e., shade the H branch for the Labor Union in the left-hand 
side of the figure. 

 
 
Can this pooling strategy profile be sustained as a PBE? 
 

• No, since the Weak type of monetary authority prefers to deviate towards High inflation, 
given that 100>50. 

 
 
CASE 2:  
And in the case that μ>1/2, we have that the Labor Union (responder) chooses L in the out-of-
equilibrium event that the Monetary Authority announces a High Inflation forecast. The next 
figure helps you illustrate this case, i.e., shade the L branch for the Labor Union in the left-hand 
side of the figure. 
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Can this pooling strategy profile be sustained as a PBE? 
 
 

• No, since the Weak type of monetary authority prefers to deviate towards High inflation, 
given that 150>50. 
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4. Pooling PBE with both types of Monetary authorities forecast a High inflation :     
(High, High) 

 

 
 
a) Labor Union’s beliefs (responder beliefs) in this pooling PBE 

 
Using Bayes’ rule, the Labor Union’s beliefs after observing High inflation (in equilibrium) 
are 

1
1 1 1 1

0.6 

 
And after observing Low inflation (off-the-equilibrium), beliefs are 

0
0 1 0

0
0

 

 
Thus, off-the-equilibrium beliefs cannot be specified using Bayes’ rule, and must be left 
undefined in the entire range of probabilities  0,1 . 

 
 
b) Given the labor union’s beliefs, which is the labor union’s optimal action, after observing 

every possible inflation announcement from the monetary authority? 
 

• After observing High inflation, let us evaluate the Labor Union’s expected utility from 
responding with H and with L, respectively. 

 
|   100 0.6 0 0.4 60 

|  0 0.6 100 0.4 40 
 
Therefore, after observing High inflation, the Labor Union prefers L, since it yields a higher 
expected utility.  
 
Let us now move to the case in which the Labor Union observes Low inflation. We know 
that this occurs off-the-equilibrium path, but we must find which the optimal response by the 
Labor Union is if it ever observes such announcement from the monetary authority. 
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|   100 0 1 100  
|  0 100 1 100 100  

 
Hence, the Labor union chooses H after observing a Low inflation announcement if 

– 1 , or   
 
We will then need to divide our following analysis into two cases:  
• Case 1:  , where the Labor Union responds with H after observing Low inflation. 

 
• Case 2:   , where the Labor Union responds with L after observing Low inflation. 

 
CASE 1:   
Hence, in the case that γ<1/2, we have that the Labor Union (responder) chooses H in the out-of-
equilibrium event that the Monetary Authority announces a Low Inflation forecast. The next 
figure helps you illustrate this case, i.e., shade the H branch for the Labor Union in the right-hand 
side of the figure. 
 

 
 
Can this pooling strategy profile be sustained as a PBE? 
 

• Yes:  
o The Strong type of monetary authority obtains 200 by choosing a High inflation 

announcement (as prescribed in this strategy profile), but obtains only 100 if it 
deviates towards Low inflation (which is responded with H as indicated in the 
figure). 

o Similarly, the Weak type of monetary authority obtains 150 by choosing a High 
inflation announcement (as prescribed in this strategy profile), but obtains only 0 
if it deviates towards Low inflation (which is responded with H as indicated in 
the figure). 

Since no type of first mover (monetary authority) has incentives to deviate from the 
prescribed pooling strategy, we can claim that this strategy profile can be sustained as a 
PBE when off-the-equilibrium beliefs satisfy . 
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CASE 2:   
And in the case that γ>1/2, we have that the Labor Union (responder) chooses L in the out-of-
equilibrium event that the Monetary Authority announces a High Inflation forecast. The next 
figure helps you illustrate this case, i.e., shade the L branch for the Labor Union in the right-hand 
side of the figure. 

 
 
Can this pooling strategy profile be sustained as a PBE? 
 

• No, since the Strong type of monetary authority has incentives to deviate towards Low 
inflation, given that 150>50. 

 
 



Cheap Talk Games with two types

Felix Munoz-Garcia

Strategy and Game Theory - Washington State University



So far messages were costly...

Example:

Acquiring additional years of education was a costly signal
(message) potential employees use to reveal their innate
productivity (type).
Duel in the Wild West: Drink beer for breakfast as a signal of
your strengh. U¤!

What if messages were costless?

Talk is cheap!



Costless messages

Examples:

Your doctor tells you that you should go through an expensive
MRI test.
Your investment analyst recommends you to buy/sell stocks of
a particular company.
A lobbyist (expert on a particular topic) informs a politician
about the current conditions in a given industry, high schools,
natural parks, etc.

Are there situations in which you would believe that whatever
comes out of his/her mouth is the true? Yes!

Reading reference: Harrington, pp. 359-373.



Costless messages

We are interested in "information transmission":

That is, we are searching for separating equilibria where:

the doctor tells you to take the test only when necessary;
your investment analyst recommends to buy only when the
prospects of the �rm are good;
the lobbyist informs the politician about the true state of the
industry, or any other topic.



Stages in a cheap talk game:

First, nature chooses the sender�s type.

Second, the sender learns her type and chooses a message.

Third, the receiver observes the sender�s message, modi�es his
beliefs about the sender�s type, and chooses an action
(response).



Payo¤s in a cheap talk game:

Sender:

The payo¤ of the sender depends on his type θ, and on the
action of the receiver (response), aR ,
His payo¤ does not depend on his message,
That is, the sender�s utility function is of the form uS (aR , θ),
where his message m is not an argument.



Payo¤s in a cheap talk game:

Receiver:

Similarly, the payo¤ of the receiver depends on his own
response to the sender�s message and on the sender�s type
(e.g., it depends on the true state of the world).
However, his payo¤ does not depend on the particular message
he receiver from the sender.
That is, the receiver�s utility function is of the form uR (aR , θ),
where the message he received m is not an argument.
The message only a¤ects his beliefs (potentially a¤ecting his
response) but not his payo¤, i.e., uR (aR , θ).



Example 1: Defensive medicine

"In a recent survey of physicians 93% reported altering their
clinical behavior...

Of them, 43% reported using imaging technology (such as
MRIs) in clinically unnecessary circunstances."

From the article:
"Defensive Medicine Among High-Risk Specialist Physicians in
a Volatile Malpractice Environment," Journal of the American
Medical Association, 293 (2005), pp. 2609-17.



Example 1: Defensive medicine

Nature moves �rst determining the value of a test (MRI) to a
patient:

with prob 1
3 the test is bene�cial,

with prob 2
3 it is useless for his condition.

The value of the test is only known by the doctor.

After determining the value of the test for the patient, the
doctor decides to recommend/do not recommend the test.

The patient then chooses whether to undertake the test, after
receiving his doctor�s recommendation/not recommendation
of taking the test.



Example 1: Defensive medicine

Payo¤s:
Regarding the patient, he only wants to take the test when
the test is bene�cial:

If the patient takes the test when such test was bene�cial, his
payo¤ is 5.
If the patient takes the test when such test was useless, his
payo¤ is -5 (time, money, etc.).
If the patient doesn�t take the test, his payo¤ is 0, regardless
of its true bene�ts.

(This is a simpli�cation, but you could modify the game
so that the patient�s payo¤ is 0 when he doesn�t take the
test and it was useless, but -10 when he doesn�t take the
test but such a test was bene�cial).



Example 1: Defensive medicine

Payo¤s:
Regarding the doctor, his payo¤s are:

If the patient takes the test when such test was bene�cial, the
doctor�s payo¤ is a+ 5.
If the patient takes the test when such test was useless, the
doctor�s payo¤ is a� 5.
If the patient doesn�t take the test, the doctor�s payo¤ is 0.

Notice that if a = 0, then the interests of the doctor and the
patient coincide, i.e., preferences are aligned.

The doctor has a bias towards conducting tests (he obtains a
bene�t a) even if they are not really necessary.

e.g., doing so might avoid potential malpractice suits.

Figure



Example 1: Defensive medicine



Example 1: Defensive medicine

We can alternatively depict the game tree in a more familiar way as
follows:



Example 1: Defensive medicine

Let us start checking if a pooling equilibrium can be sustained.
In the literature on cheap-talk games, the pooling equilibrium
is often referred to as "babbling" equilibrium, since all
messages from the sender are uninformative.
Your doctor is babbling!: anything that comes out of his
mouth is uninformative for you.
You can think about him as the Swedish Chef in The Muppets
(watch a video in YouTube).



Example 1: Defensive medicine

Let us check the pooling strategy pro�le where the doctor
recommends to take the test regardless of its true bene�ts.

(See next �gure where, as usual, we shaded the appropriate
branches).



Example 1: Defensive medicine

Pooling (babbling) equilibrium: The doctor recommends
the test regardless of its bene�ts



Example 1: Defensive medicine

Patient (responder):
Beliefs:

After observing that the doctor "Recommends test", the
patient�s beliefs coincide with the priors, i.e., µ = 1

3 .



Example 1: Defensive medicine

Patient (responder):
Response:

Hence, the patient decides whether or not to take the test by
comparing the expected utilities:

EUPatient (T jRecomm.) ? EUPatient (NT jRecomm.)

1
3
5+

2
3
(�5) > 1

3
0+

2
3
0() �5

3
< 0

inducing the patient to Not take the test.
(This branch is shaded in the next �gure)



Pooling (babbling) equilibrium (con�t)



Example 1: Defensive medicine

Patient (responder):
Response: After observing that the doctor "Does not
recommend the test" (o¤-the-equilibrium), the patient
compares

EUPatient (T jNoRecomm.) ? EUPatient (NT jNoRecomm..)

γ5+ (1� γ)(�5) > γ0+ (1� γ)0

10γ > 5() γ >
1
2

The patient takes the test after i¤ γ > 1
2 .

(Shade this in the �gure, one case for γ > 1
2 , and another case

for γ < 1
2 ).

(Harrington only presents the case in which γ is exactly equal
to 1

3 ).



Pooling (babbling) equilibrium (con�t)



Example 1: Defensive medicine

Doctor (sender): First case: γ > 1
2 .

If the test is bene�cial, he obtains:

0 from recommending it (since the patient responds not taking
the test), and
a+ 5 from not recommending it (since the patient takes the
test after no recommendation, given that γ > 1

2 in this case).
The doctor then prefers to not recommend the test...

and the pooling strategy pro�le cannot be sustained as a PBE.

(No need to check if the doctor wants to recommend the test
when such test is useless)



Summary of the First case: γ > 1
2



Example 1: Defensive medicine

Doctor (sender): Second case: γ < 1
2 (e.g., γ = 1

3 )

If the test is bene�cial, he obtains:

0 from recommending it (since the patient responds by not
taking the test), and
he also obtains 0 if he doesn�t recommend the test (since the
patient now does not take the test after no recommendation,
given γ < 1

2 ).
The doctor is then indi¤erent between R/NR the test.



Example 1: Defensive medicine

Doctor (sender): Second case: γ < 1
2 (e.g., γ = 1

3 )

If the test is useless, he obtains:

0 from recommend it (since the patient responds by not taking
the test), and
he obtains 0 if he doesn�t recommend the test (since the
patient now does not take the test after no recommendation,
given γ < 1

2 ).
The doctor is then indi¤erent between R/NR the test.

The pooling (babbling) strategy pro�le can be sustained as a
PBE when γ < 1

2 .



Summary of the Second case: γ < 1
2



Example 1: Defensive medicine

Unfortunately, in the pooling (babbling) equilibrium we just
found, no information is being transmitted from the doctor to
the patient!!

There is a Pareto improvement to be made if they
communicate better.

Can we support some more information transmission in
this game?
Yes!

We can �nd a separating equilibrium where the doctor only
recommends the test if it is bene�cial for the patient.



Separating (informative) equilibrium: the test is only
recommended when it is bene�cial.



Example 1: Defensive medicine

Patient (responder):
Beliefs:

Beliefs are µ = 1 after observing a recommendation, and
γ = 0 after observing no recommendation.



Example 1: Defensive medicine

Patient (responder):
Response after Recomm.:

After observing the recommendation of the test, he assigns full
probability to the test being bene�cial, and he takes it, since
5 > 0.

Response after NoRecomm.:

After observing no recommendation of taking the test, he
assigns full probability to the test being useless, and he does
not take it, since �5 < 0.

These branches are shaded in the next �gure.



Separating (informative) equilibrium (cont.)



Example 1: Defensive medicine

Doctor (sender):
When the test is bene�cial, he recommends it if and only if
a+ 5 > 0 (which holds since a > 0).

When the test is useless, he doesn�t recommend the test if
and only if a� 5 < 0, i.e., if a < 5.

Otherwise, he recommends the test, and this separating
strategy pro�le cannot be supported as PBE.



Summary of the separating (informative) PBE:



Example 1: Defensive medicine

Intuition:

The di¤erence in the preferences of the patient and the doctor,
captured by parameter a, must be relatively small (a < 5) for a
separating PBE to be supported.
Otherwise, only pooling (babbling) PBEs are sustained, in
which the doctor recommends the test regardless of its utility
for the patient�s condition.

These are uninformative equilibria, since the uninformed
patient cannot infer any information about his condition from
observing that his doctor has just recommended the test.

We can then interprest separating PBEs as equilibria where
information is transmitted from the informed to the
uninformed party.























Cheap Talk Games with three types

Felix Munoz-Garcia

Strategy and Game Theory - Washington State University



Signaling games with three types

So far, in all signaling games we considered. . .

There were two types for the privately informed player,

e.g., high and low productivity, bene�cial or useless test, etc.,

and the privately informed player only had two possible
messages to choose from.

e.g., acquire/not acquire college education, recommend/not
recommend the MRI test, etc.

What if we extend our analysis to signaling games in which:

the privately informed player has three possible types, and
he/she has three available messages to choose from.



Example 2: Stock recommendations

Let us now examine the transmission of information between:

An analyst who privately observes the future prospects of a
stock, and
An investor who does not observe such information.



Example 2: Stock recommendations

We will assume that your analyst is none of these two guys,
otherwise you wouldn�t be paying attention to his messages
(since they are never informative!)



Example 2: Stock recommendations

First, nature determines whether the stocks of a particular
�rm will:

outperform/underperform/be neutral to average stock market
prices.

This information is only observed by an analyst, after weeks of
research, but not by the investor holding the stock.

The analyst then decides to recommend buy/hold/sell to the
investor.

Finally, the investor observes the recommendation from his
analyst, and decides whether to buy/hold/sell.

Figure.!



Example 2: Stock recommendations

What about the payo¤s?



Example 2: Stock recommendations

Let�s �rst examine the investor�s payo¤ (last column)

a: bene�t for your analyst when you buy stock
b: cost for your analyst when you sell stock



Example 2: Stock recommendations

Let us check for the existence of a separating equilibrium
where:

Information is perfectly transmitted from the analyst to the
investor.
That is, the analyst recommends:

Buy only when the prospect of the stock are Good.
Hold only when the prospect of the stock are Neutral.
Sell only when the prospect of the stock are Bad.

This strategy pro�le is represented in the following �gure.



Separating equilibrium (fully informative)



Example 2: Stock recommendations

Investor:
After observing a recommendation of "Buy" from his analyst,
the investor responds Buying since

1 > 0 (if Hold), and

1 > �1 (if Sell)

We hence shade the branch where the investor responds with
"Buy" every time he observes a recommendation of Buy.

Blue shaded branch in the following tree.



After observing a recommendation of "Buy"



Example 2: Stock recommendations

Investor (responder in this game):
After observing a recommendation of "Hold" from his analyst,
the investor responds Holding since

1 > 0 (if Buy), and

1 > 0 (if Sell)

We hence shade the branch where the investor responds with
"Hold" every time he observes a recommendation of Hold.

Green shaded branch in the following tree.



After observing a recommendation of "Hold"



Example 2: Stock recommendations

Investor (responder in this game):
After observing a recommendation of "Sell" from his analyst,
the investor responds Selling since

1 > 0 (if Hold), and

1 > �1 (if Buy)

We hence shade the branch where the investor responds with
"Sell" every time he observes a recommendation of Sell.

Purple shaded branch in the following tree.



After observing a recommendation of "Sell"



Separating equilibrium (Cont.)

Summarizing the investor�s optimal responses found above. . .



Example 2: Stock recommendations

Analyst:
If the stock will outperform the market, then the analyst
recommends to Buy if

a+ 1 > 0 (if Hold), and
a+ 1 > �b� 1 (if Sell)

which simplify to a > �1 and a+ b > �2.
Then, both conditions hold since a, b > 0 by de�nition.



Example 2: Stock recommendations

Analyst:
If the stock will be neutral relative to the market, then the
analyst recommends to Hold if

Always holds since b > 0 !
1 > a (if Buy), and
1 > �b (if Sell)



Example 2: Stock recommendations

Analyst:
If the stock will underperform the market, then the analyst
recommends to Sell if

1� b > a� 1 =) 2 > a+ b (if Buy), and

1� b > 0 =) 1 > b (if Hold)



Example 2: Stock recommendations

The conditions that must be satis�ed for a fully informative
separating equilibrium to exist are hence

a+ b < 2

a < 1, and

b < 1

Let us represent all three conditions in the following �gure.



Conditions for a separating equilibrium in the stock
recommendations cheap talk game:

a+ b < 2, a < 1, b < 1
a: bonus for the analyst if the investor buys shares
b: penalty for the analyst if the investor sells shares
a and b being low ) preferences of the investor and his analyst (or
his investor bank) are very similar.



Example 2: Stock recommendations

This suggests that the fully informative separating equilibrium
can be sustained if:

a and b are both low.
Intuitively, this implies that the preferences of the analyst and
investor are very similar, and thus communication is easy.



Example 2: Stock recommendations

What happens if, instead, b > 1?

Graphically, this occurs in the upper triangle of the �gure.

Intuitively, b > 1 indicates that it is highly detrimental for the
analyst to induce clients to sell.
We know that the fully informative separating equilibrium
cannot be sustained.



Example 2: Stock recommendations

But, can we have at least some information transmission?

Yes, we can have a partially separating equilibrium where:

The analyst recommends to Buy both when the prospects
are Good and Neutral, but
Recommends to Hold when the prospects are Bad.

(See next �gure).



Partially separating equilibrium



Example 2: Stock recommendations

Beliefs:
Not so immediate!

Beliefs will often be more involved than in signaling games
with only two types and messages. (here we have 3 types and
messages)



Example 2: Stock recommendations

Beliefs:
After observing a recommendation of "Buy" from his analyst,

prob(outperformjBuy) =
1
31

1
31+

1
31
=

1
3
2
3

=
1
2

since the recommendation of "Buy" may originate from an
analyst informed about Good or Neutral prospects.

prob(neutraljBuy) =
1
31

1
31+

1
31
=

1
3
2
3

=
1
2

prob(underperformjBuy) = 0
since the recommendation of "Buy" does not originate from
an analyst informed about Bad prospects.



Example 2: Stock recommendations

Beliefs:
After observing a recommendation of "Hold" from his analyst,

prob(outperformjHold) = 0

prob(neutraljHold) = 0
prob(underperformjHold) = 1

since the recommendation of "Hold" can only originate from
an analyst informed about Bad prospects.



Example 2: Stock recommendations

Beliefs:
Finally, after observing a recommendation of "Sell" from his
analyst (o¤-the-equilibrium path),

prob(outperformjHold) = γ1

prob(neutraljHold) = γ2

prob(underperformjHold) = 1� γ1 � γ2

For simplicity, Harrington assumes that γ1 = γ2 = 0

(Intuitively, if "Hold" signi�es that the stock will underperform,
then "Sell" should convey the same information, or worse!).

Remember that in any case this is an assumption about
o¤-the-equilibrium beliefs.



Example 2: Stock recommendations

Investor: (Responder in this game)
After observing the recommendation of "Buy" from his
analyst, the investor obtains

1
2
1+

1
2
0 =

1
2
from buying

1
2
0+

1
2
1 =

1
2
from holding

1
2
(�1) + 1

2
0 = �1

2
from selling

and hence the investor Buys.

(Shaded in the next �gure).



Partially separating equilibrium

After observing the recommendation of "buy". . .



Example 2: Stock recommendations

Investor (cont.):
After observing the recommendation of "Hold" from his
analyst, the investor sells since

1 > 0 (if the investor holds)

1 > �1 (if the investor sells)

given that the investor puts full probability on
"underperform."

(Shaded in the next �gure).



Partially separating equilibrium

After observing the recommendation of "hold". . .



Example 2: Stock recommendations

Investor (cont.):
After observing the recommendation of "sell" from his
analyst, the investor sells since

1 > 0 (if the investor holds)

1 > �1 (if the investor sells)

given that the investor puts full probability on
"underperform."

(Shaded in the next �gure).



Partially separating equilibrium

After observing the recommendation of "sell". . .



Partially separating equilibrium

Summarizing the optimal responses of the investor we found
above. . .



Example 2: Stock recommendations

Analyst:
If the stock will outperform the market, then the analyst
recommends to Buy if

a+ 1 > �b� 1 (if Hold), and
a+ 1 > �b� 1 (if Sell)

which simplify to /a+ b > �2 and a+ b > �2, respectively.
Hence, these two conditions hold given that a > 0, b > 0 by
de�nition.



Example 2: Stock recommendations

Analyst:
If the stock will be neutral relative to the market, then the
analyst recommends to Buy as well if

a > �b (if Hold), and
a > �b (if Sell)

�
satis�ed, since
a > 0, b > 0



Example 2: Stock recommendations

Analyst:
If the stock will underperform the market, then the analyst
recommends to Hold if

1� b > a� 1 =) 2 > a+ b (if Buy), and

1� b = 1� b (if Hold)



Example 2: Stock recommendations

As the interests of investor and analyst diverge more (higher a
and b). information becomes more di¢ cult to transmit
between the parties.

Only condition now was a+ b < 2



Example 2: Stock recommendations

We can hence conclude that:

When preferences are very similar (a, b < 1), a fully
informative separating equilibrium can be sustained, whereas...
When preferences are not so similar (a+ b < 2, but either
a > 1 or b > 1), only a partially informative equilibrium can be
supported.

Note that in the latter equilibrium there is no deception:

The investor knows that a "Hold" recommendation means that
he should sell.
However, the information content of recommendations
deteriorates:

The analyst recommended "Buy," but the investor
doesn�t know if the stock with be outperforming the
market or be neutral.



Example 2: Stock recommendations

Quote from "The e¤ect of investment Banking Relationships
on Financial Analysts�Earnings Forecasts and Investment
Recommendations," by Amitabh Dugar and Siva Nathan,
Contemporary Accounting Research, 12(1995), pp. 131-160.

Analysts are uncomfortable making sell recommendations on
particular stocks. Often the analysis will cop out with a
euphemism: the hold rating. But now hold is getting such a
bad name that di¤erent terminology is gaining favor on the
street. Like strong hold. . . Just what does strong hold mean?
Since most investors assume a hold is really a polite way to say
well, does strong hold actually mean strong sell?



Example 2: Stock recommendations

1 No "strong sell", and what does it mean?
2 Few "sell" recommendation
3 This strategy pro�le resembles the "partially informative
separating equilibrium" described above, which emerges when
for instance a > 1 but a+ b < 2? Intuition: too big bonuses.























Signaling games with two-sided
information asymmetry

Felix Munoz-Garcia

Strategy and Game Theory - Washington State University



Signaling games with two privately informed players

So far we considered signaling games where only the sender
was privately informed about his type.

What if both the sender and the receiver are privately
informed?



Courtship Game

Harrington, pp. 337-343.

A warning: this game is really sexist...

To begin with, in the payo¤ structure we will assume that:

The man (Jack) wants to have sex with the woman (Rose)
regardless of being in love with her,

"The Situation" from Jersey Shore

While she only wants to have sex with him if they both love
each other (which leads them into marriage).

Not Snooky!

We should then use this game not as a description of how
things should be, but as a description of actual human
relationships in certain societies (either currently or in the
past, perhaps in NJ?).



Courtship Game

An example of Jack Not Jack!!



Courtship Game

An example of Rose. Not Rose!!



Courtship Game

Let us �rst have a look at the time structure of the game by
looking at the extensive form game...

Note that both the sender and the receiver have a private type
in this game.

and then we will explain the payo¤ structure.



Courtship Game

Gift No	Gift Gift No	Gift Gift No	Gift Gift No	Gift

Accept Decline Accept Decline Accept Decline Accept Decline

Jack Jack

Rose Rose

Nature Nature

Nature

Jack	loves	Rose
Probability	=	p

Jack	does	not	love	Rose
Probability	=	1		p

Rose	loves	Jack
Probability	=	p

Rose	does	not	love	Jack
Probability	=	1		p

Rose	loves	Jack
Probability	=	p

Rose	does	not	love	Jack
Probability	=	1		p

m	+	s		(½)c
m	+	s	+	v

m
m

m
m

s		c
v		u

s		c
v		u

s		c
v		u

0
0

0
0

0
0

0
0

0
0

0
0

They	Marry They	Do	Not	Marry



Courtship Game

Note the position of the information sets:

When "Jack in love" chooses whether to make a gift to Rose,
he observes his type (in love), but doesn�t observe Rose�s type.

Similarly for Jack when he is not in love.

When Rose must decide whether to Accept or Decline Jack�s
gift, she observes her own type, but doesn�t observe Jack�s.



Courtship Game

If both players love each other, then they marry regardless of
whether they had premarital sex.

Otherwise, they don�t (cold feet from one of the players is
enough to cancel the wedding).

Jack�s payo¤s:

Jack wants to be intimate with Rose regardless of whether he
loves her. The gain from having sexual relationships is s > 0.
The cost of the gift to Jack is c > 0, which is incurred only if
it is accepted by Rose (Otherwise he can return the ring; Jack
always keeps his receipts!).
However, the cost decreases to c

2 if he marries Rose.

He is so happy to see the ring on her hand...

The bene�t from marrying the woman he loves is m > 0.



Courtship Game

Jack�s payo¤s:

Summing up, his payo¤s are

m + s � c
2 if he has sexual relations with Rose and they marry

(because it turns out that they love each other).
s � c if he has sexual relations, but marriage does not ensue.
m if he marries without "premarital intimacy."
0 if he neither has sexual relations nor marries (Poor Jack!).



Courtship Game

Rose payo¤s:

The bene�t of marrying the man she loves is also m > 0 for
Rose.
The value of the gift for Rose is v > 0.
Rose only enjoys her "intimacy" with Jack if they both love
each other, and they end up marrying.

In this case, if she accepts his gift and they have sexual
relations, her payo¤ is m + s + v .

If she accepts the gift but it turns out that he didn�t love her,
then her payo¤ is v � u, where u is the cost of being unchaste
(Think about the 1800s).
Her payo¤ is 0 if they neither have sexual relations nor marry.



Courtship Game

Summary of Payo¤s

Gift	and	
Sex?

Jack	Loves	
Rose?

Rose	Loves	
Jack?

Payoff	for	
Jack

Payoff	for	
Rose

Yes Yes Yes

Yes Yes No

Yes No Yes

Yes No No

No Yes Yes

No Yes No

No No Yes

No No No

m	+	s		(½)c m	+	s	+	v

s		c v		u

s		c v		u

s		c v		u

m m

0 0

0 0

0 0

Wedding



Courtship Game

After describing the signaling game, we examine equilibrium
behavior.

As usual, we �rst start analyzing strategy pro�les in which
information is conveyed.

In this setting, that must imply two things:

SENDER. Jack�s gift conveys his type (his love) to Rose:

That is, Jack o¤ers a gift to Rose if and only if he is in love
with her.

RECEIVER. Rose�s acceptance conveys her type (her
love) to Jack:

That is, Rose accepts Jack�s gift if and only if she is in love
with him.



Courtship Game

We will hence consider the following separating PBE:

Jack o¤ers a gift to Rose if and only if he is in love with her.
Rose accepts Jack�s gift if and only if she is in love with him.
Rose�s beliefs are:

if Jack o¤ers me a gift, then he loves with with probability 1.
If Jack doesn�t o¤er a gift, then he doesn�t love with with
probability 1.

The following �gure illustrates this separating strategy pro�le.



Courtship Game

Gift No	Gift Gift No	Gift Gift No	Gift Gift No	Gift

Accept Decline Accept Decline Accept Decline Accept Decline

Jack Jack

Rose Rose

Nature Nature

Nature

Jack	loves	Rose
Probability	=	p

Jack	does	not	love	Rose
Probability	=	1		p

Rose	loves	Jack
Probability	=	p

Rose	does	not	love	Jack
Probability	=	1		p

Rose	loves	Jack
Probability	=	p

Rose	does	not	love	Jack
Probability	=	1		p

m	+	s		(½)c
m	+	s	+	v

m
m

m
m

s		c
v		u

s		c
v		u

s		c
v		u

0
0

0
0

0
0

0
0

0
0

0
0

μ1
1		μ1μ2

1	–μ2



Courtship Game

Beliefs:

We denote (µ1, 1� µ1) for the case in which Rose loves Jack,
and (µ2, 1� µ2) for the case in which she doesn�t, with the
property that µ1 = 1 and µ2 = 1.
Intuitively, Rose assigns full probability to Jack loving her after
observing that he makes a gift, regardless of her type (i.e.,
regardless of her feelings for him).



Courtship Game

Gift No	Gift Gift No	Gift Gift No	Gift Gift No	Gift

Accept Decline Accept Decline Accept Decline Accept Decline

Jack Jack

Rose Rose

Nature Nature

Nature

Jack	loves	Rose
Probability	=	p

Jack	does	not	love	Rose
Probability	=	1		p

Rose	loves	Jack
Probability	=	p

Rose	does	not	love	Jack
Probability	=	1		p

Rose	loves	Jack
Probability	=	p

Rose	does	not	love	Jack
Probability	=	1		p

m	+	s		(½)c
m	+	s	+	v

m
m

m
m

s		c
v		u

s		c
v		u

s		c
v		u

0
0

0
0

0
0

0
0

0
0

0
0

μ1	=	1
1		μ1 1	–μ2

μ2	=	1



Courtship Game

Second mover�s strategy (Rose):

When she is in love with Jack: she accepts the gift since
m+ s + v > m () s + v > 0.
When she is not in love with Jack: she accepts the gift i¤
v � u > 0() v > u.

Intuition: What a ring!
Otherwise, she declines the gift.

In this PBE we considered that Rose accepts Jack�s gifts if and
only if she is in love with him.

Therefore, we must have v < u.
Intuition for v < u: the social cost of being unchaste is too
high.



Courtship Game

Depicting Rose�s responses in the game tree

Gift No	Gift Gift No	Gift Gift No	Gift Gift No	Gift

Accept Decline Accept Decline Accept Decline Accept Decline

Jack Jack

Rose Rose

Nature Nature

Nature

Jack	loves	Rose
Probability	=	p

Jack	does	not	love	Rose
Probability	=	1		p

Rose	loves	Jack
Probability	=	p

Rose	does	not	love	Jack
Probability	=	1		p

Rose	loves	Jack
Probability	=	p

Rose	does	not	love	Jack
Probability	=	1		p

m	+	s		(½)c
m	+	s	+	v

m
m

m
m

s		c
v		u

s		c
v		u

s		c
v		u

0
0

0
0

0
0

0
0

0
0

0
0

1		μ1 1	–μ2

If	v	<	uIf	v	>	u If	v	<	uIf	v	>	u

μ1	=	1 μ2	=	1



Courtship Game

Case 1: where v < u

Gift No	Gift Gift No	Gift Gift No	Gift Gift No	Gift

Accept Decline Accept Decline Accept Decline Accept Decline

Jack Jack

Rose Rose

Nature Nature

Nature

Jack	loves	Rose
Probability	=	p

Jack	does	not	love	Rose
Probability	=	1		p

Rose	loves	Jack
Probability	=	p

Rose	does	not	love	Jack
Probability	=	1		p

Rose	loves	Jack
Probability	=	p

Rose	does	not	love	Jack
Probability	=	1		p

m	+	s		(½)c
m	+	s	+	v

m
m

m
m

s		c
v		u

s		c
v		u

s		c
v		u

0
0

0
0

0
0

0
0

0
0

0
0

1		μ1 1	–μ2μ1	=	1 μ2	=	1



Courtship Game

First mover�s strategy (Jack):

When he loves Rose, he makes a gift (as prescribed in this
PBE) if and only if

p
�
m+ s � c

2

�
+ (1� p)0 � pm+ (1� p)0

() m+ s � c
2
> m () 2s � c

When he doesn�t love Rose, he doesn�t make a gift (as
prescribed in this PBE) if and only if

p(s � c) + (1� p)0 � p0+ (1� p)0

() s � c

Combining both conditions, we have 2s � c � s.



Courtship Game

Summarizing:

It is optimal for Jack to o¤er a gift to Rose when he loves her
if the gift is not too expensive: c � 2s.
It is optimal for Jack to NOT o¤er a gift to Rose when he
doesn�t love her if the gift is too expensive: s � c .

Alternatively, you could interpret this as that s was relatively
low (ugly Rose!).

Rose accepts a gift only when she is in love with Jack: v < u.

The gift should then be expensive, but not too expensive (so
Jack can a¤ord it if he is in love), and

it must also be something that Rose doesn�t value too much.



Courtship Game

Common property in signaling games, for a separating PBE to
be sustained:

The signal must be more costly for one type of sender than for
another, e.g., education.
But still a¤ordable for a type of sender (otherwise no sender
chooses to send such a signal).

Let us put the previous two conditions (costly ring, but not
too costly), together in a �gure.

We will depict the price of the gift, c , on the horizontal axis.



Courtship Game

Jack "In Love" makes a gift if c � 2s. (or if c2 � s).
Personal	cost	

of	the	gift

Price	of	
the	gift

(½)c
Jack	in	Love

½

Makes	gift	since	
(½)c	<	s,	or	c	<	2s

Does	not	make	
gift	since	

(½)c	>	s,	or	c	>	2s

(½)c	=	s,	or	c	=	2s



Courtship Game

Jack "Not In Love" makes a gift if c < s.

Personal	cost	
of	the	gift

Price	of	
the	gift

Jack	not	in	Love

1

Makes	gift	
since	c	<	s

Does	not	make	gift	since	
c	>	s

c	=	s

c



Courtship Game

Putting both conditions together:

Personal	cost	
of	the	gift

Price	of	
the	gift

Jack	not	in	Love

Gift	is	too	cheap	(Everybody	
can	afford	it,	regardless	of	

his	true	feelings)

Gift	is	too	expensive	
(Nobody	makes	gifts)

c

(½)c
Jack	in	Love

s	<	c	<	2s	Induces	a	separating	
PBE:	The	price	is	just	right

s 2s



Courtship Game

When did the custom of o¤ering a diamond engagement ring
arose?

During the 1930s.
Before that time, many states had laws regarding "breach of
promise" in which a woman could sue a �ancee who had
broken o¤ their engagement, deterring some sham
engagements.
There laws were repealed during the 1930s.
Interestingly, it was during that time that the custom of
o¤ering a diamond engagement ring arose.

Guys needed a signal!

But, are they still an informative signal? Sometimes you hear
things like "buy one, and get one free."

Too low c can inhibit the emergence of PBEs.



Courtship Game

We have analyzed what we can refer as "Case 1," in which
v < u.

But, what if, instead, v > u?

Now Rose accepts the gift regardless of her true feelings.
What a ring!!

Rose�s response are depicted in the following �gure.



Courtship Game

Case 2: where v > u.

Gift No	Gift Gift No	Gift Gift No	Gift Gift No	Gift

Accept Decline Accept Decline Accept Decline Accept Decline

Jack Jack

Rose Rose

Nature Nature

Nature

Jack	loves	Rose
Probability	=	p

Jack	does	not	love	Rose
Probability	=	1		p

Rose	loves	Jack
Probability	=	p

Rose	does	not	love	Jack
Probability	=	1		p

Rose	loves	Jack
Probability	=	p

Rose	does	not	love	Jack
Probability	=	1		p

m	+	s		(½)c
m	+	s	+	v

m
m

m
m

s		c
v		u

s		c
v		u

s		c
v		u

0
0

0
0

0
0

0
0

0
0

0
0

1		μ1 1	–μ2μ1	=	1 μ2	=	1



Courtship Game

We must then go back to Jack�s optimal strategy, to see if we
can still support the above PBE.

When he loves Rose, he makes a gift (as prescribed in this
PBE) if and only if

p
�
m+ s � c

2

�
+ (1� p)(s � c) � pm+ (1� p)0

() 2s
2� p � c

When he doesn�t love Rose, he doesn�t make a gift (as
prescribed in this PBE) if and only if

p(s � c) + (1� p)(s � c) � p0+ (1� p)0

() s � c � 0 =) s � c
Combining both conditions, 2s

2�p � c � s.



Courtship Game

We then need two conditions:

1) When Jack is "Not in Love," he doesn�t make a gift (as
prescribed in this equilibrium) if s � c .

Personal	cost	
of	the	gift

Price	of	
the	gift

Jack	not	in	Love

1

Makes	gift	
since	s	>	c

Does	not	make	gift	since	
s	<	c

s	=	c

c



Courtship Game

2) Jack "In Love" makes a gift (as prescribed in this equilibrium)
if

c � 2s
2� p

for simplicity, let�s draw this cuto¤ for di¤erent values of p
(Figure on next slide).

If p = 1, c � 2s
1 () c � 2s () 1

2c � s
If p = 1

2 , c �
2s
3
2
() c � 4s

3 () 3
4c � s

If p = 1, c � 2s
2 () c � s



Courtship Game

Personal	cost	
of	the	gift

Price	of	
the	gift

c

Δp

Δp

s

2s

(¾)c	
(if	p	=	½)

(½)c	
(if	p	=	1)



Courtship Game

Putting both conditions together

Personal	cost	
of	the	gift

Price	of	
the	gift

c

s

2s

(½)c	
(if	p	=	1)

s

As	p	decreases	
toward	zero

Separating	PBEs

Jack	in	love

Jack	not	in	love



Courtship Game

Intuitively, when v > u, and Rose accepts the gift regardless
of her feelings...

the separating PBE can be supported for a larger set of prices,
c , the more likely it is that Rose is in love with him.

When the probability that Rose loves him decreases, the range
of prices for which a separating PBE can be sustained shrinks.

In the limit, when the probability that Rose loves him is really
low (p ! 0), there is no range of prices for which a separating
PBE can be sustained.



Courtship Game

If you prefer an algebraic approach, note that the range of c�s
for which the separating PBE can be sustained is:

c 2
�
s,

2s
2� p

�
Hence, when p = 1, this range of c�s becomes c 2 [s, 2s ].

which coincides with the range of c�s that supports the
separating PBE we found for the case in which v < u.

When p = 1
2 , this range of c�s shrinks to c 2

�
s, 4s3

�
.

When p = 0, this range of c�s further shrinks to c 2 [s, s ],
i.e., null set.
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The Intuitive and Divinity Criterion

Reading materials

Slides; and

Link on the course website:

http://www.bepress.com/jioe/vol5/iss1/art7/
Only need to read pages 1-6.



The Intuitive and Divinity Criterion

Motivation

Many economic contexts can be understood as sequential
games involving elements of incomplete information.

Signaling games are an excellent tool to explain a wide array
of economic situations:

Labor market [Spence, 1973]
Limit pricing [Battacharya, 1979 and Kose and Williams, 1985]
Dividend policy [Milgrom and Roberts, 1982]
Warranties [Gal-Or, 1989]



The Intuitive and Divinity Criterion

Motivation

Problems with Signaling games: the set of PBE is usually
large.

In addition, some equilibria are insensible (“crazy”).

Hence, how can we restrict the set of equilibria to those
prescribing sensible behavior?

Solutions to refine the set of PBE:

Intuitive criterion [Cho and Kreps, 1987] (← easy), and
“Universal Divinity” criterion [Banks and Sobel, 1987] (also
referred as the D1-criterion)(←not for this course. For
references, see links on the course website).



The Intuitive and Divinity Criterion

Description of Signaling Games

Signaling games

One player is privately informed.

For example, he knows information about market demand, his
production costs, etc.

He uses his actions (e.g., his production decisions, investment
in capacity, etc.) to communicate/conceal this information to
other uninformed player.



The Intuitive and Divinity Criterion

Description of Signaling Games

Time Structure

In particular, let us precisely describe the time structure of the
game:

1. Nature reveals to player i some piece of private information,
θi ∈ Θ.

For instance, Θ = {θL, θH } .

2. Then, player i , who privately observes θi , chooses an action
(or message m) which is observed by other player j .

3. Player j observes message m, but does not know player i’s
type. He knows the prior probability distribution that nature
selects a given type θi from Θ, µ (θi ) ∈ [0, 1].

For example, the prior probability for Θ = {θL, θH } can be
µ(θL) = p and µ(θH ) = 1− p.



The Intuitive and Divinity Criterion

Description of Signaling Games

Time Structure

Continues:

4. After observing player i’s message, player j updates his beliefs
about player i’s type.

1 Let µ (θi |m) denote player j’s beliefs about player i’s type
being exactly θ = θi after observing message m.

2 For instance, the probability that player i is a Friendly type
given that he offered me a gift is µ (F |Gift )

5. Given these beliefs, player j selects an optimal action, a, as a
best response to player i’s message, m.



The Intuitive and Divinity Criterion

Intuitive Criterion

Outline of the Intuitive Criterion

Consider a particular PBE, e.g., pooling PBE with its
corresponding equilibrium payoffs u∗i (θ).

Application of the Intuitive Criterion in two steps:

1 First Step: Which type of senders could benefit by deviating
from their equilibrium message?

2 Second Step: If deviations can only come from the senders
identified in the First Step, is the lowest payoff from deviating
higher than their equilibrium payoff?

1 If the answer is yes, then the equilibrium violates the Intuitive
Criterion.

2 If the answer is no, then the equilibrium survives the Intuitive
Criterion.



The Intuitive and Divinity Criterion

Intuitive Criterion

Example 1 - Discrete Messages

Let us consider the following sequential game with incomplete
information:

A monetary authority (such as the Federal Reserve Bank)
privately observes its real degree of commitment with
maintaining low inflation levels.
After knowing its type (either Strong or Weak), the monetary
authority decides whether to announce that the expectation for
inflation is High or Low.
A labor union, observing the message sent by the monetary
authority, responds by asking for high or low salary raises
(denoted as H or L, respectively)



The Intuitive and Divinity Criterion

Intuitive Criterion

Example 1 - Discrete Messages

The only two strategy profiles that can be supported as a PBE
of this signaling game are:

A polling PBE with both types choosing (High, High); and
A separating PBE with (Low, High).

Let us check if (High, High) survives the Intuitive Criterion.



The Intuitive and Divinity Criterion

Intuitive Criterion

Example 1 - Discrete Messages

Notice that the pooling PBE prescribes a somewhat insensible
behavior from the Strong monetary authority:

It announces a High inflation target for next year.

Let us check if this behavior survives the Intuitive Criterion.



The Intuitive and Divinity Criterion

Intuitive Criterion

First Step

First Step: Which types of monetary authority have
incentives to deviate towards Low inflation?

Low inflation is an off-the-equilibrium message.

Let us first apply condition (1) to the Strong type,

u∗Mon (High|Strong)︸ ︷︷ ︸
Equil. Payoff

< max
aLabor

uMon (Low |Strong)︸ ︷︷ ︸
Highest payoff from deviating to Low

200 < 300

Hence, the Strong type of monetary authority has incentives
to deviate towards Low inflation.



The Intuitive and Divinity Criterion

Intuitive Criterion

First Step

Graphically, we can represent the incentives of the Strong
monetary authority to deviate towards Low inflation as follows:



The Intuitive and Divinity Criterion

Intuitive Criterion

First Step

Let us now check if the Weak type also has incentives to
deviate towards Low:

u∗Mon (High|Weak)︸ ︷︷ ︸
Equil. Payoff

< max
aLabor

uMon (Low |Weak)︸ ︷︷ ︸
Highest payoff from deviating to Low

150 > 50

Thus, the Weak type of monetary authority does not have
incentives to deviate towards Low inflation.



The Intuitive and Divinity Criterion

Intuitive Criterion

First Step

Graphically, we can represent the lack of incentives of the
Weak monetary authority to deviate towards Low inflation as
follows:



The Intuitive and Divinity Criterion

Intuitive Criterion

First Step

Hence, the only type of Monetary authority with incentives to
deviate is the Strong type, Θ∗∗(Low) = {Strong} .
Thus, the labor union beliefs after observing Low inflation are
restricted to γ = 1. (Not arbitrary, γ ∈ [0, 1] , anymore)



The Intuitive and Divinity Criterion

Intuitive Criterion

First Step

This implies that the labor union chooses Low wage demands
after observing Low inflation. (0 is larger than −100, in the
upper right-hand node).



The Intuitive and Divinity Criterion

Intuitive Criterion

Second Step

Study if there is a type of monetary authority and a message
it could send such that condition (2) is satisfied:

min
a∈A∗(Θ∗∗(m),m)

ui (m, a, θ) > u∗i (θ) .

which is indeed satisfied since 300 > 200 for the Strong
monetary authority.



The Intuitive and Divinity Criterion

Intuitive Criterion

As a result...

The pooling PBE of (High, High) violates the Intuitive
Criterion:

there exists a type of sender (Strong monetary authority) and
a message (Low)
which gives to this sender a higher utility level than in
equilibrium, regardless of the response of the follower (labor
union).



The Intuitive and Divinity Criterion

Intuitive Criterion

Possible speech

Possible speech from the sender with incentives to deviate (Strong
monetary authority):

“It is clear that my type is in Θ∗∗ (m) = {Strong}. If my type was
Weak I would have no chance of improving my payoff over what I can
obtain at the equilibrium (condition (1)) by selecting Low inflation. We
can therefore agree that my type is Strong. Hence, update your believes
as you wish, but restricting my type to be in Θ∗∗ (m) = {Strong}.

Given these beliefs, your best response to my message improves my
payoff over what I would obtain with my equilibrium strategy
(condition (2)). For this reason, I am sending you such
off-the-equilibrium message of Low inflation.”



The Intuitive and Divinity Criterion

Intuitive Criterion

Only separating PBE survives

Therefore, there is only one equilibrium in this game that survives
the Intuitive Criterion: the separating PBE with (Low, High)



The Intuitive and Divinity Criterion

Intuitive Criterion

One second. . .

Why can’t we apply the Intuitive Criterion to the above separating
PBE, to test if this equilibrium survives the Intuitive Criterion?

In this separating PBE there is no off-the-equilibrium message,
since all messages are used by either type of sender.

Recall that in the Intuitive Criterion we start by checking if a
sender has incentives to deviate towards an off-the-equilibrium
message, then we restrict the responder’s off-the-equilibrium
beliefs, etc.



The Intuitive and Divinity Criterion

Intuitive Criterion

Insight

This implies that, in signaling games with two types of
senders and two available actions (messages) for the senders,
the separating PBEs always survive the Intuitive Criterion.

What if two types of senders can choose among three possible
messages?

Type t1 sends message m1,
Type t2 sends message m2, and
Nobody sends message m3!! Then, m3 is an
off-the-equilibrium message.

In this case, we can check if this separating PBE
survives/violates the Intuitive Criterion.



The Intuitive and Divinity Criterion

Intuitive Criterion

Beer-Quiche game (Breakfast in the Far West)

Final exam

1 Player 1 just moved into town, and nobody else but him knows
whether he is "Wimpy" or "Surely" (i.e., Weak or Strong).

2 At the moment in the morning the Saloon is a quite place,
and he is deciding what to have for breakfast:

1 Quiche (something that he really enjoys if he is a Wimpy
type), or

2 Beer (something he prefers when he is of the Surely type).

3 Then, player 2 (the typical character looking for trouble in this
kind of films) enters into the Saloon and observes the
newcomer having breakfast. . .

1 but does not know whether he is Surely or Wimpy.



The Intuitive and Divinity Criterion

Intuitive Criterion

Beer-Quiche game (Breakfast in the Far West)

Part (a) of the exercise

1 Check if the pooling equilibrium in which both types of player
1 have Beer for breakfast survive the Cho and Kreps’(1987)
Intuitive Criterion.



The Intuitive and Divinity Criterion

Intuitive Criterion

Beer-Quiche game (Breakfast in the Far West)

Part (b) of the exercise

1 Check if the pooling equilibrium in which both types of player
1 have Quiche for breakfast survives the Cho and Kreps’
(1987) Intuitive Criterion.
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Signaling Intentions - Preplay communication

Reading: Harrington, Ch. 12 pp. 374-79

Now we assume that the environment is common knowledge
to the players (no private information, unlike in signaling
games), but...

Players are still uncertain about what other players intentions
are.

We then analyze preplay communication, that allows players
to coordinate their actions.

Remember the battle of the sexes? We found two psNE.

We now analyze if such preplay communication can help
players to coordinate in one of the two psNE.



Signaling Intentions - Preplay communication

Consider the following Battle of the Sexes game, where we
just relabelled:

Football game is now going to an Action movie

(Gladiator ).

Opera is now going to an Chick �ick movie

(How to Lose a Guy in Ten Days ; not my example,
Harrington�s!!)



Signaling Intentions - Preplay communication

Action movie Chick �ick movie



Signaling Intentions - Preplay communication



Signaling Intentions - Preplay communication

This game has two psNE and one msNE.

Let�s �nd them.



Signaling Intentions - Preplay communication

Hence, the game has two psNE.

What about a msNE, where Matt (Fiona) goes to the Chick
�ick movie with probability m (f, respectively).



Signaling Intentions - Preplay communication

Therefore, msNE��
2
3
A,
1
3
C
�
,

�
1
4
A,
3
4
C
��

Therefore, the probability that they both end up in the same
theater is

3
4
1
3
+
1
4
2
3
= 0.42

where the �rst term indicates the joint probability that they
both go to the Chick �ick, and
the second term the joint probability that they both go to see
the Action movie.



Signaling Intentions - Preplay communication

Their expected payo¤s in the msNE��
2
3
A,
1
3
C
�
,

�
1
4
A,
3
4
C
��

are:

EUMatt =
3
4
1
3
2+

3
4
2
3
1+

1
4
1
3
0+

1
4
2
3
3 = 1.5, and

EUFiona =
3
4
1
3
3+

3
4
2
3
0+

1
4
1
3
(�1) + 1

4
2
3
2 = 1



Signaling Intentions - Preplay communication

But then both players have lower payo¤s if they play the
msNE of the game than if they play any of the psNE

Even that in which they watch their least preferred movie, with
a payo¤ of 2!.



Signaling Intentions - Preplay communication

What if we allow pre-play communication?

For instance, what if players can simultaneously send a text
message before decidicing what theater to go to?

Then the previous BoS game becomes the following �gure.



Signaling Intentions - Preplay communication



Signaling Intentions - Preplay communication

Note that there is no private information here (no types, no
di¤erent production costs, etc.)

There is only imperfect information, since Matt and Fiona:

choose their text messages simultaneously (without knowing
what is the other player texting), and
choose what movie to go to simultaneously (but after
observing the other player�s text message).



Signaling Intentions - Preplay communication

Consider the following strategy:

Matt:

text message "let�s go to the chick �ick" with probability M,
and text message "let�s go to the action movie" with
probability 1�M.
if they both messaged "let�s go to the chick �ick", then go to
the chick �ick.
if they both messaged "let�s go to the action movie", then go
to the action movie.
if they messaged di¤erent movies, then go the chick �ick with
probability m = 1

3 .  behave as in the msNE with no preplay
communication.



Signaling Intentions - Preplay communication

Fiona:

text message "let�s go to the chick �ick" with probability F ,
and text message "let�s go to the action movie" with
probability 1� F .
if they both messaged "let�s go to the chick �ick", then go to
the chick �ick.
if they both messaged "let�s go to the action movie", then go
to the action movie.
if they messaged di¤erent movies, then go the chick �ick with
probability f = 3

4 . behave as in the msNE of the game with
no preplay communication.



Signaling Intentions - Preplay communication

In summary:
coordinate on the same �lm when they both send the same
text message, and

use their msNE strategies when they send di¤erent messages.



Signaling Intentions - Preplay communication

Let us �rst note the proper subgames of this extensive-form
game:



Signaling Intentions - Preplay communication

We can then solve for these four proper subgames, and obtain
a reduced-form game in which we focus on the "texting" part
alone

This is clearer!



Signaling Intentions - Preplay communication

Hence, the previous game reduces to the following
simultaneous-move game:



Signaling Intentions - Preplay communication

We can represent this simultaneous-move game in its normal
form:

Hence, the game has two psNE where players text:

("Let�s go to the chick �ick","Let�s go to the chick �ick"), and
("Let�s go to the action movie","Let�s go to the action movie")



Signaling Intentions - Preplay communication

What about msNE of the previous normal form game?

Matt sends message "let�s go to the chick �ick" with
probability M that makes Fiona indi¤erent,

M3+ (1�M)1 = M1+ (1�M)2 =) M =
1
3

Similarly, Fiona sends message "let�s go to the chick �ick"
with probability F that makes Matt indi¤erent,

F2+ (1� F )1.5 = F1.5+ (1� F )3 =) F =
3
4



Signaling Intentions - Preplay communication

What is the probability that they end up in the same theater?

That would happen if...

They both send each other the same text message, or
They send di¤erent text messages, but they are lucky enough
to end up in the same theather (msNE).

First, the probability that they both send the same text
message is

3
4
1
3|{z}

chick �ick

+
1
4
2
3|{z}

action

=
5
12



Signaling Intentions - Preplay communication

Second, the probability that they send di¤erent messages is
simply

1� 5
12
=
7
12

In that case, they play msNE, where the probability that they
both end up in the same theather is

3
4
1
3|{z}

chick �ick

+
1
4
2
3|{z}

action

=
5
12

Hence, the joint probability that they send di¤erent messages
and, despite that, they end up in the same theather is

7
12
5
12
=
35
144



Signaling Intentions - Preplay communication

Therefore, the total probability that they end up watching the
same movie is the sum of the two previous cases:

5
12
+
35
144

=
95
144

= 0.66

Recall that, when there was no possibility of pre-play
communication, the probability that the players end up in the
same theather was that given by just playing the msNE:

3
4
1
3
+
1
4
2
3
= 0.42.

Now, by engaging in preplay communication, the players
increased the chances that they end up in the same theather,
from 0.42 to 0.66.



Signaling Intentions - Preplay communication

Is this pattern con�rmed in actual experiments?

Yes, the theoretical predictions of the previous model are close
to actual behavior of players playing this game.
Vince Crawford: "A Survey of Experiments on Communication
via Cheap Talk," Journal of Economic Theory, 1998.
Coordination rose:

From 33% without preplay communication...
to 41% with preplay communication.



Signaling Intentions - Preplay communication

Is this pattern con�rmed in actual experiments (cont�d)?

A twist on the experiments:
What if only one player is allowed to send/not send a message?
Then coordination (attending the same theather) rose to
95%!!!

See Harrington, pp. 379-380, for more experimental
references.
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